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1. Introduction
To adapt is human. It is perhaps even the single most identifying trait of our species. To change our
behaviour, both of the individual and the group, in order to meet a wide variety of goals, chief of which
is to survive. To adapt is not uniquely human. Adaptation is necessary for all species when they wish to
survive in new environments, or to survive in their current environment, which never remains static for
long. Most species adapt by randomly changing their genes, hoping for a stroke of luck to find a genetic
change that increases the chances of survival. Over time, this slow process of change will best most
environmental challenges and keep the species alive to try and tackle the next evolutionary hurdle. But
there is a different way of adapting, one which humans have become very good at. Instead of waiting
for slow random changes, we can change our behaviour radically in a relatively short time, and adapt
our way of living with tools and other physical extensions to compensate for physical shortcomings. We
even keep these adaptive changes intact across generations, by sharing successful behaviours and
passing along a culture that is fitted to a specific environment.
Adaptation through culture is believed to be subject to evolution, much in the same way as genetic
adaptation is. Small variations in cultural traits can occur per generation, or new behaviours can arise
to form part of a culture. If such a new behaviour or variation is advantageous to one individual, it will
have a higher chance of being passed along and shared among the other individuals of a group. When
many such small improvements are selected for over a long time, cultural adaptation might function
much the same as genetic evolution does. However, the analogy between natural evolution and
cultural evolution is not a clear cut one. The similarities are sufficient to warrant granting both
processes the same name, but the differences are important and not well understood. What these
differences are and why they are important in understanding the success of human adaptation, is the
central theme of this thesis.

1.1. Ultimate goal of the thesis: understanding the dynamics of cultural evolution
The term cultural evolution seems to already explain the phenomenon of how the human species,
along with many others, manage to display behaviour which is adaptive to many different
environmental challenges. Individuals choose the behaviour that is more functional, and maladaptive
behaviour disappears by negative selection. Basic evolutionary theory, as applied in biology, should be
able to explain the rest. If this were the case, I would refer the reader at this point to some
introductory material on genetic evolution, and that would be the end of it.
But, evolution is complex. Although its basic axioms are simple in contrast, it can explain a great deal of
complexity found in nature, and as such has caused the biggest paradigm shift in biological history.
Evolution in culture probably shares many of the same basic processes found in genetic evolution, and
a similar expectation exist in its explanatory power towards some of the complexity found in human
culture, as it did in biology for complexity found in nature. If, however, some of the basic processes are
even slightly different in cultural evolution as compared to genetic, the complex system it brings forth
may be different in many unpredictable ways. These differences, of course, do exist, and are key in
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understanding cultural evolution, allowing it to be contrasted to its much more well known theoretical
sibling, genetic evolution.
Understanding these differences at both the theoretical level, of the underlying processes, and how
this brings forth a complex and adaptive system, will be an ultimate goal towards which this thesis will
try to make a small contribution. The following chapters will introduce the reader to a representative
sample of current theories and research on culture in biological and anthropological sciences, and how
evolution might work on aspects of such culture, as contrasted with genetic evolution. My own
contribution will be to build a model based on what I believe to be methods that evade a lot of the
problems faced in other computer models on cultural evolution. By using an idealised form of imitation
that transfer behaviour from one generation to the next, contrasted with genetic transfer in a parallel
model, and keeping all other aspects of the two models equal, I hope to find differences in the
dynamics of the two models that are caused by this minimal difference in transfer of behaviour.
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2. Human culture
Culture is primarily a human phenomenon. Numerous displays of
human culture have been found that go back to the pre‐historic age.
One example is the shell beads found in South Africa, that were
likely used as jewellery and are an estimated 75000 years old
(Henshilwood et al., 2004); another is the cave paintings of Europe
that go back 40000 years (Mellars, 2006), like those found in the
famous Chauvet cave in south‐eastern France (figure 1). This would
mean that culture has been part of our species for a large part of our
evolutionary history, since best guesses place the origin of modern
Homo Sapiens around 200.000 years ago. Likely displays of culture,
however, do not prove the existence of culture. Individuals could
have learned the techniques to make jewellery and paintings by
themselves anew every time, without learning the techniques from
others, however unlikely this may seem.

Figure 1. Part of cave paintings in
the Chauvet Cave, estimated by
adjusted radiocarbon dating to be
around 36000 years old (Mellars,
2006).

2.1. Culture and anthropology
Anthropology treats culture as a population level characteristic. A common and often cited definition
of culture is the one by Bates and Flog (1990, p. 7): “The system of shared beliefs, values, customs,
behaviours, and artifacts that the members of society use to cope with their world and with one
another, and that are transmitted from generation to generation through learning.” A good example,
and one of the most common customs shared by members of a society, is the choosing of seemingly
arbitrary symbols to signal group membership (Boesch & Tomasello, 1998; Barth, 1969). A possible
function for this custom of ethnicity marking is given by an analytical model by McElreath et al. (2003).
They show that a group that has a shared set of values can have the emergent effect of developing a
method for individuals to signal membership of this group, because easier cooperation is possible
between individuals who know whether or not they share the same set of values. If true, this would
mean that ethnicity markings as an expression of the values of a certain culture are only the tip of the
iceberg, and represent an individual’s larger set of cultural traits.
It is difficult to blame anyone for seeing culture as an exclusively human affair. Culture is usually
defined in human terms, and nearly always studied in human contexts such as history and art.
Anthropologists and psychologists, not surprisingly, are hesitant to ascribe the ability to have culture to
any species but humans. A strong example of this human‐centered bias is the claim that culture is
inseperable from language (Bloch, 1991), effectively blocking any species not capable of language from
access to the cultured class, leaving only us. Others apply a catagorical distinction, stating that animal
displays of culture are not homologous to human correlates, but at best analagous (Galef, 1991),
barring the term culture and applying the weaker term of traditions to candidate animal behaviour. For
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the purposes of this study it is much more useful to use an interpretation of culture that is species‐
independent and as minimal as possible, which departs from the human‐centered view and
encompasses behaviours seen in other species.

2.2. Culture and biology
Biological research traditionally has a much less human‐centred view of behaviour than anthropology
or psychology. Culture is ascribed to many species, ranging from octopuses to birds, and numerous
concrete observations have been made of behaviour classified as cultural, a few of which will be
described shortly. This more inclusive concept of culture is generally defined as any behaviour that is
transmitted socially or through a form of learning to become a population‐level characteristic and for
which the variants cannot be explained by either genetic or ecological differences (Boyd & Richerson,
1996; Boesch & Tomasello, 1998; Whitten et al., 1999; van Schaik et al., 2003). Or put inversely, the
term culture excludes all behaviour that can be fully explained by genetic or purely environmental
causes (Boesch & Tomasello, 1998). Excluding genetic diversity by working on a single species, field
studies on wild animals that find variety in behavioural patterns between populations will then always
try to search for ecological differences that might explain the variety (Whiten et al., 1999). If both such
genetic and ecological causes can be excluded, the only remaining explanation for the differences in
behaviour between populations is that each has its own culture.
Evidence for such variation in behaviour has been discovered for many species. One of the most easy
to recognize and distinct variations in behaviour across populations of the same species is seen in the
songs used by some birds. Differences in song repertoire, also called dialects, have been observed in
many bird species, such as the white‐crowned sparrow (Marler & Tamura, 1962). Analyzing several
geographically separated populations of the white‐crowned sparrow, Marler and Tamura (1962) found
distinct differences in the second part of the song sung by males between populations as compared to
differences within a population (figure 2).
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Figure 2. From Marler
and Tamura (1962).
Displayed are 18 sound
spectrograms of the
songs from male white‐
crowned sparrows at
three localities around
the San Francisco Bay
area (USA). Each box
represents 6 individuals
per locality, and it can be
easily seen how there is
little variance in the
second part of the song
per box, as compared to
differences between the
three boxes.

Although birdsong dialects are wide‐spread among bird species, it can be considered an isolated
phenomenon with only one function, as part of mating behaviour. In contrast, chimpanzees show a
startling range of behavioural repertoires that could be considered as culturally specific between
populations. In a comparative analysis spanning seven long‐term field studies of chimpanzees, Whiten
et al. (1999) show 39 distinct behavioural patterns that vary across geographically different
populations, and that could not be explained by ecological differences. For instance, individuals in a
few groups dip a short stick into an ant‐hill that is licked of to collect the ants, and individuals in other
groups use a long stick that is swiped manually to collect a handful of ants that can then be eaten. This
difference in ant‐dipping cannot be explained by ecological differences (e.g. there is no lack of long or
short sticks), and seems to a population‐specific variation in behaviour. Field studies on urangutans in
the wild are starting to show similar evidence for the existence of such cultural differences, with at
least 19 candidate variants in behaviour that are likely cultural (Van Schaik et al., 2003). Although
birdsong is probably an isolated cultural trait, this does not deny avian culture entirely. A nice example
of likely cultural variety has been found in the New Caladonian crow, a bird species that uses tools to
extract prey from rainforest vegetation. Hunt & Gray (2003) analyzed the shapes of thousands of such
tools from 21 locations, and found 3 distinct varieties that could not be explained by ecological
differences.
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2.3. Cultural transmission
Culture obviously exists in human societies, and I am sufficiently convinced it does so too in other
species. By both definitions of culture just described, this means behaviour has to have been
transmitted from one individual to another. In humans this is not difficult to imagine, as learning
behaviour from each other is a regular practice in any human’s life, and almost a constant practice for
children. It is important that the methods of such transmission are well understood, for any model on
cultural evolution needs at least one. The three categories most often used to describe the different
methods of cultural transmission are the ones described below.
Local enhancement; also called stimulus enhancement or associative conditioning (Byrne & Russon,
1998), is a form of cultural transmission through individual learning, which may sound counter‐
intuitive. It is probably the most widespread, and often exclusive, form of cultural transmission in the
animal kingdom. Behaviour is seemingly transferred because individuals are attracted to either
locations where conspecifics (members of the same species) are present or to objects that other
individuals are handling. This attraction provides individuals with increased opportunities to learn the
skills that other individuals have already learned (Boesch & Tomasello, 1998). It is important to note
that the transferred behaviour is learned individually, and that no interaction between the individuals
is necessary, showing that culture can be transferred between individuals of a species that have no
capacity for sharing knowledge. Rats have been known to share food preferences within a colony, and
experiments have shown that rats indeed learn individual food preferences by local enhancement.
Especially rat weanlings are sensitive to this type of individual learning, showing a clear bias towards
food eaten by fellow colony rats, even when it was the less palatable (less fatty) food choice 1 (Galef,
1977).
Emulation; related to the previous form of cultural transmission, and also a form of individual learning,
emulation is slightly more complex. Instead of only being attracted to either the location or object
around other individuals, an individual also observes part of the manipulations involved (Boesch &
Tomasello, 1998). This way an individual can learn what kind of manipulation is possible, and be
inclined to try and achieve the same goal. Humans, specifically children, have also been shown to use
this method for replicating behaviour. Gergely et al. (2002) showed that children, when shown by an
adult (the model) how to turn on a light by using your head, will copy different behaviour depending on
certain experimental conditions. If the model clearly could have used her hands to turn on the lights,
the children will usually copy the behaviour and also use their head. If, however, the model has the
hands obstructed, by being wrapped in a blanket (the model is supposedly cold), the children will more
often copy the manipulation using the easiest method they can, by using their hands to turn on the
light. In the latter condition, the children are emulating the behaviour, because they know the light can

1

The colony rats serving as models were trained to avoid the more palatable food choice by applying electric
shocks when they tried to eat it.
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be turned on, and they use the easiest method for replicating this desired manipulation, with their
hands instead of their heads.
Imitation; the children in the previously described experiment who use their heads to turn on the light,
are probably imitating the adult model. This form of observational learning is very common in humans,
but the subject of much debate when it comes to its existence in other animals. Tomasello et al. (1993)
do not believe true imitative behaviour is displayed by animals in the wild, applying the strict criteria
that behaviour which has been learned by imitation needs to be novel, show the same strategies used
and achieve the same goal as the original observed behaviour. Whereas Byrne and Russon (1998)
believe imitation can function on different levels of complexity, with a general distinction between
‘action level imitation,’ which is ‘imitation of basic elements of behaviour’, and ‘program level
imitation’, which involves imitation of the broader organizational structure of behaviour. They contend
that imitation in animals has been ignored due to the lack of observed ‘action level imitation’, which is
the stricter type of imitation as defined by Tomasello et al. (1993). However, they claim that imitation
can still occur on a different level, whereby the general hierarchical structure of behaviour is imitated,
without showing the same detail in the specific actions involved. As an example they explain in detail
how chimpanzees inhabiting the surroundings of volcanoes in Rwanda, Zaire, and Uganda prepare
nettle as food. The process requires the manual removal of the worst of the stings and then preparing
a parcel of nettle with the underside of the leaves facing outside, which contain fewer stings. The
precise manual actions to remove the stings and bundle the nettle are perhaps not imitated among
chimpanzees, but the organization of how the entire process is worked out might be. Gathering nettle,
removing the stings and inedible dry parts, wrapping it and eating can be done serially, in parallel or
any combination per part of the process, allowing for many variations of the entire process. Group‐
members show a high similarity in their organization of these behaviours, which Byrne and Russon
(1998) believe is difficult to explain other then as an example of ‘program level’ imitation.
Whether imitation is used by humans or non‐humans, on a ‘program based’ or ‘ action based’ level, it
requires the ability to understand the goal of the behaviour that is to be imitated (Tomasello, 1993;
Byrne & Russon, 1998; Gergely et al., 2002). This is necessary in order to distinguish which parts of the
observed behaviour form a functional whole, and which parts are either irrelevant or belong to a
different behaviour.

2.4. Challenges in modelling cultural transmission
The assumption that cultural transmission exists will probably not be argued, but how this transmission
between two individuals takes place is an important process to study, especially concerning the more
debated form of transmission by imitation. An important contribution to this question is made by
modelling‐studies that can theoretically test possibilities and determine their plausibility. In this thesis,
I will apply a form of imitation, which has several important problems faced by research trying to
model this type of cultural transmission.
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The major problems faced by any model trying to implement a form of imitational learning are
threefold as recognized by Wolpert et al. (2003):
1) How to map perceived variables unto your own action variables. If I were to try and imitate my friend
eating soup, I would probably be sitting in another chair with my own spoon and bowl. This means that
I will perceive the position of his arm in relation to bowl and spoon as completely different from my
own. All of these differences in perspective are but the start of the problem, for even if I could
compensate for this, I still need to translate the complex series of his joint‐movements unto my own.
Imitating the grasping of a spoon means I have to recognize the fingers involved, their constant
changes in speed and position and make predictions that are accurate enough for me to copy the
entire behaviour. Of course, imitation almost never works directly on this level of detail, for I will
probably already know how to grasp a spoon, but it shows how non‐trivial this problem is.
2) How to solve the problem of differences in embodiment. The model and observant probably do not
have the exact same bodies, and also do not share the same motor programs. Slight differences in
limb‐length, muscle strength or other physical constraints mean that two individuals can never act
exactly the same. Two individuals will also have had different experiences that formed their motor‐
programs, leading to differences in accuracy, dexterity, or other qualitative differences in how they can
act. Imitating another‘s behaviour will therefore always involve a process of translation unto the
individual’s own constraints.
3) Obtaining the intention of the model by observing his/her movements. This problem is perhaps the
most fundamental of all three. Practically, the problem comes down to recognizing the goal of the
behaviour, in order to determine which parts of the observed behaviour are relevant and which are
not. But understanding which goal another individual is trying to achieve is a complex ability that
requires a form of ‘mind‐reading’. How this is achieved by humans and other animals is a tricky
question, involving concepts that are inherently difficult to model, such as intentions and desires.
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3. Imitation through back‐propagation learning in artificial neural networks
The problems described in the previous chapter are the major challenges faced in current attempts to
model (mainly) imitation. Many studies focus on the proximate questions involved in trying to
understand imitation and the transmission of culture. Although addressing these problems is an
important part of the greater puzzle that is cultural evolution, I will try to avoid the abovementioned
problems altogether.
The method of cultural transmission for my model will be a form of imitation. Why imitation? Because
it provides cultural transmission with the highest fidelity, and is thought to be mainly or perhaps even
exclusively responsible for cumulative culture (more on this in chapter 4.2) in populations (Tomasello
et al., 1993; Boyd & Richerson, 1996), a necessary part for any interesting cultural evolution to take
place. Individuals in my model will be equipped with a feed‐forward artificial neural network (FFANN)
that enables them to interact with the environment and imitate other agents. Both of these abilities
will be addressed in the following chapters after a quick introduction on FFANNs.
A feed‐forward artificial neural network is a standard type of artificial neural network. Usually, and in
my model, it consists of three layers, each composed of several artificial neurons: one input layer with
input neurons, one hidden layer with hidden neurons, and one output layer with output neurons. As
their names imply, the input layer receives the input (usually by sensors) from the environment, and
the output layer returns an output (usually by actuators) that causes an effect in the environment. Each
layer is connected to the next layer (input‐ to hidden‐layer, and hidden‐ to output‐layer) by having a
connection between each of the neurons of one layer to each of the neurons of the other layer. This
way, activation received by the input neurons can be forwarded through the connections to the hidden
neurons, which again forward this activation to the output neurons. Each connection has its own
weight, by which the forwarded activation is multiplied, and this can be a positive or negative weight,
correspondingly leading to inhibition or excitation of the neuron it forwards its activation to. Finally,
each neuron does not simply forward all of the received activation, but it applies a function to the total
activation it receives, before forwarding the result. Details on the precise implementation of my FFANN
can be found in chapter 7.2.1.

3.1. Artificial Neural networks as biologically plausible individuals
Connectionist networks have been used in computational models as a powerful method for bridging
the gap between structure outside a system and inside (Hutchins & Hazelhurst 1995). Artificial Neural
Networks (ANNs) can do this by linking sensory data from the structure outside a system, the
environment, to the values of neurons that function as input neurons, supplying the system inside with
the ability to consistently and robustly receive information about the environment (Gurney, 2007). In
this aspect, ANNs are able to perceive the world without the problem of grounding that symbolical
systems face. There is no need to translate information of the environment into semantically
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congruent information that is needed for a symbolic system to function. The internal system of a neural
network can process such externally received information by letting the activation spread through the
connections, leading to activation values in other neurons that can be used as output for the system.
Such a simple feed‐forward ANN is therefore capable of displaying autonomous behaviour in an
environment by acting on perceived information in the system in a consistent manner. This of course
requires the ANN to obtain values for its connection‐weights that result in behaviour that can be
considered functional, instead of arbitrary weights resulting in seemingly random behaviour.
The main reason feed‐forward ANNs can generate functional behaviour in an environment is because
they can generalize or classify input. If these classifications then correspond to meaningful classes in
the environment, actions can be chosen per class that make sense (Gurney, 2007). Finding the weight‐
values that result in such meaningful classification, and thus functional behaviour, is not a trivial
problem. This is where evolution should come into play, a process which will be explained in later
chapters.

3.2. Imitation through back‐propagation learning
One of the advantages of a feed‐forward ANNs lies in their potential for learning the correct weight‐
values to map each input‐pattern unto a certain output‐pattern, if it is first trained with an appropriate
number of such corresponding patterns. A popular algorithm for such learning is the back‐propagation
algorithm (Rumelhart, 1986), which is capable of adjusting the weights of a network to reduce the error
in its output. Per input‐pattern, this error is the difference between the ANN’s generated output and
the desired output with this specific input‐pattern. When use iteratively on a set of matched input and
output patterns, this algorithm will let the error of the network converge to a minimum. If the sets of
matched patterns have many internal consistencies or, in other words, are easily divided into classes,
then this error can be very small. The back‐propagation algorithm has been criticized for not being very
biologically plausible. However, when a model is not specifically interested in developmental
processes, this is not relevant (Gurney, 2007). In addition, recent neurological studies have shown
evidence for propagation of error in biological neural networks (Fitzsimonds et al., 1997) that show
similarities to the process modelled by this algorithm.
I will use the back‐propagation algorithm as a form of imitation between individuals in my model. If
one agent has a certain set of connection‐weights that shows functional behaviour in the environment,
then a second agent could learn this behaviour by using the first agent’s input and output as the
matched training set. This way, the second agent can try to imitate the first by observing its behaviour.
Because the first agent uses an ANN to achieve its behaviour, the behaviour is obviously learnable by
the other agent if it has the same type of neural network (equal topography). This form of imitation‐
learning for agents with an ANN has already been shown to be possible by Denaro and Parisi (1997),
resulting in agents that can accurately copy the behavioural patterns of others.
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3.3. Confronting the problems of modelling imitation
The proposed form of cultural transmission through imitation described in the previous chapters has
the benefit of avoiding most, if not all, of the problems listed in chapter 2.4. The first problem, that of
the observer not knowing which of its potential actions corresponds to the perceived action, is reduced
to a trivial problem. The perceived action of a neural network is fully characterised by the values of all
its output‐neurons, which can simply be matched by the observer’s own output neurons. The second
problem, of having differences in embodiment, is similarly solved. In my model, any two neural
networks have exactly the same topography. Every input neuron of one agent corresponds to the
corresponding input neuron of every other agent, and the same goes for the output neurons.
The final problem listed in chapter 2.4 requires some more attention before contending it is avoided. In
real‐life situations, imitation faces the problem of knowing which observed parts of behaviour are
important, and which are not. As discussed, a possible way of solving this is by trying to extract the
intentions of the individual observed. The agents in this model will obviously not have intentions, as
they have no internal motivations and only behave reactively in response to input from the
environment. The only goal present in the model is to find a set of connection‐weights that
corresponds to an agent with a high fitness in a particular environment. This goal only expresses itself
on a population‐wide level where the best agents are chosen for reproduction, and the agents
themselves have no way of acting upon the goal of achieving a higher fitness. When imitating another
agent, it is not possible for an agent to differentiate between functional and less functional behaviour,
because this distinction does not exist on the individual level. Imitation in this model therefore avoids
the problem of extracting intentions by simply not having any.
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4. Cultural evolution
The concept of culture as an evolutionary process is not necessarily new, as the idea was already
mused upon by the likes of Darwin (1871), Dawkins (1976) and Dennett (1995). Only recently however
has the idea attracted attention from a wide range of scientific subjects (Mesoudi et al., 2006). Existing
fields such as behavioural ecology and cultural anthropology are slowly including it in their theories,
and other scientific branches saw the rise of new sub‐fields such as social cognitive neuroscience and
evolutionary archaeology. Surprisingly, one of the very first scientific arenas in which work was done on
cultural evolution is the field of computational modelling.
Before exploring the current views on cultural evolution from different perspectives, I will first touch
on the unifying theory that is the main inspiration of theories on cultural evolution, its ideological
parent: genetic evolution 2 (Boone & Smith, 1998; Henrich & McElreath, 2003; Mesoudi et al., 2004,
Mesoudi et al., 2006). Current evolutionary biology has come a long way from its inception by Darwin.
Many breakthroughs, most notably the one in genetics, have led to a modern view of biological
evolution that, although still in the process of continuous discussion, has led to the following generally
accepted view of how species evolve.
Every individual organism has a genetic code (its genotype) that, through a complex interactive process
with its environment, is solely responsible for all the physical and behavioural properties expressed in
that individual (its phenotype). The genotype of every individual is the product of the genetic code of
one or two parents, and the phenotype is therefore very similar to its parents. The success of survival
and reproduction, often called fitness, of an individual is almost fully defined by its phenotype, linking
the proliferation of the genotype in a species to its expressed fitness by its phenotype. This can even be
indirect, when the genes expressed in one individual increase the fitness of another individual with
(some of) the same genes (called inclusive fitness). This is called the process of selection, where genetic
code that is more advantageous to its carrier(s) will be ‘selected for’ and therefore have a higher
frequency in the gene pool of future generations. An important insight here is that genetic code is
subdivided into separate transferrable pieces, the genes. A child will be the combination of the genes
of its parents, and the unit on which selection works is therefore the gene 3 .

2

I feel a disclaimer is in place here, for the following paragraphs seem to attempt the impossible task of briefly
giving the reader an overview of modern evolutionary theory. Let me dismantle this doomed attempt by stating
that the paragraphs will only mention the core principles of the evolutionary process, and skip all nuances and
details that are not crucial for the purposes of this thesis, but are indispensable for a complete appreciation of
one of the most potent and influential theories of the past centuries.

3

This is not a fully accepted theorem. Discussion still exists whether selection can also work on higher levels, such
as groups (for a discussion, see Gould & Lloyd, 1999). For the purpose of this study it is however not very relevant
on which level selection could work, it is sufficient to say that it does work on the level of genes.
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A vital ingredient is still missing in the picture being sketched of evolution. Natural selection can only
account for a tendency of populations and entire species to move towards the combination of genes
from the gene pool that expresses the highest fitness. Selection by itself adds no new genetic code to
the gene pool and cannot explain how novel properties or new species arise. The missing ingredient is
of course mutation, which randomly changes pieces of the genetic code. Usually, this leads to an
expressed phenotype with a decreased fitness. However, sometimes a mutation will lead to a
phenotypic advantage, increasing the chances of this new genetic code to be selected for.
The process of selection combined with genetic mutation will lead to a gradual adaptation and
diversification of organisms. The different parts that enable evolution are often used as a map to
supply a theory of cultural evolution (Boone & Smith, 1998; Henrich & McElreath, 2003), of which the
most important analogies are bases on the following parts:
•
•
•

•
•

The existence of a genetic code, or more specifically; the genes.
The expression of the genotype into a phenotype through interaction with the
environment.
The connection between the phenotype and its effect on reproductive success of its
own genes (exclusive fitness) and related genes (inclusive fitness), which allows for the
process of selection.
Mutation of genetic code (and conversely the persistence of non‐mutated code).
Inheritance, or transfer of genetic information to other individuals (offspring).

4.1. Current theories and models on cultural evolution
Most theories on cultural evolution use cultural counterparts for all of the genetic parts of evolution
listed at the end of the previous chapter. This way, the general structure of the theory is kept intact
from genetic evolution, and the same Darwinian properties can be expected in cultural evolution
(Mesoudi et al., 2006). Culture under the effects of evolution should therefore at least display several
of the properties of variation, competition, inheritance, the accumulation of modifications, adaptation,
geographical distribution, convergence, and changes of function. In a review of current research
Mesoudi et al. (2004) show that perhaps not all of these properties find their exact analogy in cultural
evolution, but the overall similarity is sufficient to make credible any theory on cultural evolution. I will
now discuss the general approach of theories on cultural evolution, focusing on its analogy with genetic
evolution, but leaving out the disparities. These differences in analogy are an important challenge for
current models, and will be discussed in their own chapter (4.4.1).

Cultural evolution needs a corresponding unit for the gene by which variation, selection and
transmission can work, such as proposed by Dawkin’s (1976) with his concept of ‘memes’ and Lumsden
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and Wilson’s (1981) with their ‘culturgens’. This is usually modelled in a mathematically discrete form
(Daly, 1982; Henrich & McElreath, 2003), either by explicitly stating the number of cultural variants
present in a system beforehand or only allowing cultural traits to consist of a certain combination of
pre‐defined characters. An extreme example of the former is a model by Henrich and Boyd (1998) in
which only two variants of a cultural trait are modelled, to test a hypothesis about conformism in
cultural evolution. A good example of culture as a combination of characters chosen from a discrete
space is the general model for cultural evolution as described by Reynolds (1994). This model describes
the use of cultural algorithms to simulate cultural variety and change, which are a direct correlate to
genetic algorithms, using strings of bits to represent a specific cultural trait.
With most models having such a discrete representation of culture in place, it is relatively easy to
implement the transfer of cultural traits and their mutation. Using the previous examples of models for
cultural evolution, Henrich and Boyd define a chance for an individual to change the variety of its
cultural trait on the basis of the presence of the different varieties in the population, which takes care
of both cultural transfer and mutation. Reynolds’ model implements mutation by changing random bits
in the string that represents an individual’s cultural traits, and further allows for crossovers to take
place (creating one string of bits from parts of the strings of two other individuals), which is in clear
analogy with genetic mutation and transfer.
For cultural evolution to work in accordance with the theory of its genetic counterpart, cultural traits
must express themselves into a phenotype that affects the trait’s own chances of reproduction. The
chances a cultural trait has on its own chances of transfer are not as straight‐forward as with genetic
evolution. Where selection for genes can generally be well understood in terms of their effect on the
carrier’s fitness (which is of course a simplification), cultural traits are not transferred through
reproduction of its carrier, but through many different and subtle mechanisms. Where children have
no choice in being the genetic offspring of their parents, individuals have a great deal of influence on
the cultural traits they copy from others. Henrich and Boyd’s model, for instance, studies what
environmental conditions favour a more conformist attitude of choosing cultural traits, picking the
variety that is most common in the population, instead of using a more individual trial and error
approach. Other such influences or factors, on how cultural traits influence the success of their own
transmission, are individuals acting as ‘opinion leaders’, or choosing not to imitate a cultural trait
because of a ‘bad example’ (Daly, 1982). It would go beyond the purpose of this thesis to give an
exhaustive list of other influences on the success of cultural transfer (in addition to being impossible),
but models must choose which of these factors to take into effect, and are often aimed at studying the
influence of one such mechanism on cultural evolution.
Cultural evolution has seen much interest from a computational modelling field. Such models are often
based on a strong analogy with genetic evolution. Cultural traits are modelled in a discrete fashion, like
genes, and variation can take place by taking combinations or mutations of the discrete values that
constitute a cultural trait, as happens in genetic variation. The weakest part of the analogy is perhaps
how selection takes place (Mesoudi et al, 2004; 2006). Where genetic code directly influences the
fitness of its carrier, and thereby its reproductive chances, cultural traits present in an individual can be
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transferred in many ways, and the effect a trait has on its own chances of transfer are likewise
influenced by many factors. In addition to building a theoretical framework for understanding cultural
evolution, some attempts have been made to study cultural evolution, mainly that of human societies,
from an empirical perspective. This following chapter will try to give a quick overview.

4.2. Cumulative cultural and cultural evolution in human societies
As explained in an earlier chapter (2.2), culture can develop in species where variations in behaviour
can become a population level characteristic, and this variation cannot be explained by ecological or
genetic factors. This is enabled by the transmission of behavioural traits among individuals of the
population, and this transmission can have different forms, with the notable distinction between
individual and observational learning of cultural behaviours. This distinction in cultural transmission will
turn out to be crucial in determining the complexity a culture can achieve, and may well explain why
human cultural evolution has resulted in a (seemingly) much more complex culture than that of any
other species.
This distinction in complexity deals with the question whether a culture is cumulative or not.
Cumulative here means that an individual can learn a set of behavioural traits from a peer (e.g. a
parent), add new behaviours unto it, and then pass on the accumulation of old and new behaviours
unto other peers, such as the next generation (Boyd & Richerson, 1996; Henrich & McElreath, 2003;
Whiten & Van Schaik, 2007; Enquist & Ghirlanda, 2007). In theory, the set of behavioural traits being
passed on (in essence, the culture) can achieve as much complexity as the cognitive carrying capacity of
the population, which for humans is at least the culture we see today. ‘Simple’ cultural transmission,
such as local enhancement, cannot support large sets of behavioural traits, and therefore limits the
species’ ability to accumulate behavioural traits over time. Observational learning, probably coupled
with language, is needed to achieve highly complex cultural accumulations over the span of many
generations (Tomasello et al., 1993).
Evolution can take place in both cumulative and non‐cumulative culture (Whiten & Van Schaik, 2007).
Although I will be focusing on the former, this is not to say the latter is necessarily uninteresting. The
distinction between cumulative and non‐cumulative is one of complexity, not category, and non‐
human culture has been shown to be cumulative up to a certain point. An example of such cumulative
culture in the animal kingdom is the tools used by New Caladonian Crows, which have increased in
complexity over the course of time (Hunt & Gray, 2003). Evidence for cumulative culture in
chimpanzees in the wild is of a much weaker sort (Whiten et al., 2003), and controlled experiments are
being conducted that still cannot confirm nor rule out the existence of cumulative culture in
chimpanzees (Marshall‐Pescini & Whiten, 2008).
The clearest example of cumulative culture is of course our own, but it still needs to be understood
how human culture evolved up to this point and what evidence there is for this process. Empirical
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research aimed at human cultural evolution is being conducted, but faces many problems. One such
problem is quantifying and isolating parts of a culture to study, and in recognition of this, Pocklington
and Best (1997) show that by carefully choosing which ‘replicators’ of culture to study, evolutionary
processes can be observed. They use an example of word pairs in NetNews (an internet based
discussion system), and show that the frequency of a word pair in one ‘post’ (an entry in a discussion)
co‐varies with the success of a discussion (the number of posts in the discussion) and thus the success
of replication of that word‐pair (which persists throughout the discussion). Another problem faced in
studying cultural evolution is the possible lack of observable patterns. If human cultural change is
inherently unpredictable, then perhaps there is no underlying systematic evolutionary process at work
(Rogers & Ehrlich, 2008). In search of evidence of the contrary, Rogers and Ehrlich have analyzed design
features of canoes from 10 Polynesian island groups plus Fiji. They show that functional design features
(e.g. double hull or riggers) change at a different rate than non‐functional features (e.g. figureheads or
painted symbols), indicating that functional features were subject to negative selection pressures (bad
designs disappeared), which means that at least some cultural traits are subject to an evolutionary
process.

4.4. Challenges in modelling cultural evolution
Up until now I have talked about how culture arises, what is necessary for its evolution, and hopefully
made convincingly clear that cultural evolution does exist. Without a consistent body of empirical
research in place on the theory of cultural evolution (Mesoudi et al., 2006), it is still mainly up to
theoretical models to study the process of cultural evolution. Since I will be building and studying such
a model myself, it is important to discuss the main challenges faced by such model, to attempt to
overcome or avoid some of them.

4.4.1. Assuming an analogy between cultural and genetic evolution
Most, if not all, theoretical models about evolution borrow heavily from the analogy with its most well
known natural occurrence and origin of the theory; biological evolution. This is certainly useful for
guiding research and ensuring completeness, for if you find good analogies to the necessary parts in
biological evolution, you can be sure it works. It is however dangerous if the analogy is driven too far,
and might lead to assuming analogies to parts of biological evolution that are not there (Daly, 1982;
Henrich, 2003). This might be the case for the theorized cultural counterparts to ‘genes’ (e.g. ‘memes’
and ‘culturgens’).

It is easy to see why a discretely defined particle of culture, essentially a ‘piece’ of culture, is useful. It
allows for exactly the same fidelity in transfer as the gene, and it is the unit on which mutation can
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work to provide variants in the larger pool of competing culture‐pieces, an essential part if this form of
evolution is to work. Also, there is usually an implicit assumption that the ‘meme’ is immutable while
present in the host between the moment of acquiring and passing on the cultural trait, another
unrealistic property (Daly, 1982). Culture does not remain constant as if it were a discrete piece lodged
into a person’s brain, but is highly influenced by the person carrying the trait, as testified by many of
history’s revolutionary human thinkers.
The existence of the ‘meme’ is therefore highly debated (Daly, 1982; Boone & smith, 1998), and few
studies have found any good observable correlates in actual human culture (with some notable
attempts, such as the ones mentioned before on word‐pairs and canoe‐features, also see: Hewlett &
Cavalli‐Sforza, 1986; Guglielmino et al., 1995). The question therefore remains how to model cultural
evolution without having a cultural analogy to nature’s ‘genes’.
The analogy is problematic in other respects as well. Where genetic evolution spreads only from
parents to children, culture could spread between virtually any two individuals that come into contact.
Culture furthermore contains no analogy to the translation of a genotype into a phenotype, a key
mechanism in genetic evolution. Some claim that behaviour and artefacts (e.g. tools) are the
phenotypic expression of culture (O’Brien & Holland, 1990). The mechanism of this expression,
however, remains unknown, and such understanding is vital to any theory of cultural evolution, for it is
the phenotype that influences the chances of success for the underlying cultural trait (Boone & Smith,
1998).

4.4.2. The limitations of popular models on cultural evolution
Another important challenge lies in the type of modelling tools usually applied to study cultural
dynamics in general (not specifically evolution). Analytical models provide valuable insights. They show
us under what mathematical circumstances a cultural trait can invade a population, or it can discover
the equilibrium between observational and individual learning at certain parameter settings (Boyd &
Richerson, 1985). Another example is the study of patterns of diffusion and transmission of cultural
traits, using mathematical techniques originally applied in population genetics (Cavalli‐Sforza &
Feldman, 1981).
To make such an analytical approach possible, the model needs to incorporate enormous
simplifications, reducing the cultural presence in a population to frequencies, making assumptions on a
population‐level scale without individual differences and applying the simplifications borrowed from
genetic evolution as just mentioned (mainly the use of discrete cultural particles, such as ‘memes’). Any
complex process under study, such as diffusion patterns or variations in adaptations, are reduced to a
set of mathematical equations. Which is not necessarily a disadvantage, for it allows thorough analysis
of entire ranges of parameter values, giving quick insight in how a system reacts to many, or even all,
possible circumstances. It makes it impossible, however, to track the changes of individuals or allow for
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non‐predefined model behaviour to emerge. Why this would be interesting or even necessary, will be
made clear by my chosen technique of modelling a complex system.
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5. Cultural and genetic evolution in a multi‐agent system
The model under study in this thesis has the general goal of providing an experimental environment to
test differences in evolutionary dynamics between cultural and genetic evolution. I have already
discussed how culture will be transmitted between individuals, by a form of idealized imitation through
back‐propagation in neural networks. What is still missing in my proposal for a model, is the framework
in which such transmission of culture can take place.
The chosen model type is a multi‐agent system. This is a type of model in which each individual is
modelled independently from other individuals and is autonomous in determining its behaviour on the
basis of its knowledge about the environment. Each individual is called an agent, and each of the
agents in my model will interact in the same environment as the other agents.
The reason I chose a multi‐agent system is precisely because it models a system on the basis of its
individual components. Genetic and cultural evolution need a system in which individuals express
behaviour on the basis of either a certain genetic code or a cultural trait, enabling competition
between alternative behaviours. Another reason why the individuals need to be explicitly modelled in
my model is the form of cultural transmission proposed, which needs exactly one parent and one child
to work.
By allowing competition between agents, a process of selection can arise, in which each generation
exists of the best behaviours present in the previous generation. And by allowing transfer of behaviour
between individuals, from a parent to a child, a form of mutation can introduce new variations of
behaviour that might turn out to be more successful. With both selection and mutation working on an
individual level, a multi‐agent system is the best modelling framework for the models I wish to study.

5.1. Mutation
The agents in my cultural model will, of course, not start out with functional behaviour, but need a
process that can add novel behavioural traits that might turn out to be more functional, resulting in
higher fitness. The agents need a form of mutation in their behaviour. When an agent learns to imitate
another, back‐propagation can reduce the error virtually to zero if the behaviour to be learned is easy,
which for a neural network means that the input can be categorised. Assuming this is true for most
simple environments (and it turns to be true in the environments I use), the behaviour of parent and
child will be very similar. Similar behaviour means that no variation is added to the culture of agents,
and the form of cultural transmission proposed will not provide the mutation necessary for evolution
to work.
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Under similar circumstances, Denaro and Parisi (1997) have shown that an extra form of noise needs to
be added to the transmission for new variations in behaviour to arise. The child learns the parent’s
behaviour by receiving the same input as the parent and adjusting the internal weights to match the
parent’s output‐values. By adding noise to the perceived output of the parent, the child will learn a
variation of the displayed behaviour of the parent. Denaro and Parisi (1997) have shown that this form
of mutation, coupled with a selection‐process, is sufficient for novel behaviour to arise and allow
evolution to take place.
Analogue to the cultural model, there is also a need for new variations of behaviour to be introduced in
the genetic model with every generation. Mutation is relatively easy for a model in which behaviour is
transferred by simply copying each of the weight values of the parent’s neural network unto the
child’s. By randomly changing some of the values during the copying‐process, the mutated child agent
will contain a variation of the parent’s behaviour,

5.2. Selection
A multi‐agent system is an ideal setting for selection to take place. With many agents per generation,
there will inevitably be agents with higher fitness values than others in a specific challenging
environment. By choosing the ‘best’ performing agents to populate the next generation, a gradual
increase in fitness is to be expected. This is especially true when selection is coupled with the form of
mutation introduced in the previous chapter, which allows new behavioural variants to be selected for
if they provide higher fitness. This is a form of supervised selection, where the parent‐agents are
actively chosen by the value of their fitness every generation. This allows for an experimental setup
that is split up in rounds, every round starting with a new generation born of the best agents of the last
round. This conveniently allows for comparative analysis between rounds, a great help in keeping track
of overall population fitness and behaviour.

5.3. Cumulative culture without individual learning
I have discussed how cumulative culture needs a type of cultural transmission that can transfer
increasingly complex sets of behaviour. Imitation as a form of observational learning should be able to
support this demand, and the type of imitation chosen for my model can indeed copy all behaviour
displayed by one agent unto another. This is partly a trivial result, since the behaviour displayed by one
agent must necessarily be replicable by another, since they have identical topographies in their neural
networks. The child agent ‘only’ needs to find the correct weight settings to imitate its parent, which
the back‐propagation algorithm should be able to do. In theory, the maximum complexity of the
behaviour that can be transmitted is only limited by the network’s topography, and not by the
proposed method of cultural transmission.
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Even though the proposed model can support cumulative culture, this does not mean it will. The
agents in my model will have fixed weight values from the moment they have been born and learned
their parent’s behaviour. This means that during their run, they will not learn any new behaviour that
might be passed on to the next generation. Then, how does culture accumulate? Even though agents
cannot learn novel behaviour individually, new behaviours are added randomly by the process
mentioned in chapter 5.1, by a form of mutation. This way, novel behaviour is added as a small
variation of already present behaviour, and the culture in a population can increase in complexity over
the span of generations. The reason why agents do not have the ability to learn new behaviour
individually will be explained in the next chapter.
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6. Finding differences between genetic and cultural evolution
Genetic and cultural evolution differ in many respects. Where genetic evolution has lead to the entire
initial phenotype of an individual within a species, cultural evolution adds behavioural patterns on top
of this phenotype, by allowing individuals to learn the behaviour of others. As the final product of
genetic evolution, the genetic code in interaction with the environment codes for all the physical
aspects that make an organism function, and this genetic basis does not change for the remainder of
the organism’s life. In sharp contrast, the final product of cultural evolution, a population’s culture,
results in physical manifestations outside of the individual, such as tools, weapons or entire cities, and
these expressions of culture rarely stay constant throughout an individual’s life.
Without going in depth on the many differences that could cause the eventual differences in dynamics
of the two types of evolution, I want to know what one difference can cause in the dynamics of two
modelled forms of evolution, and for this I chose the most fundamental of all differences. Both forms
of evolution influence the behaviour of an individual, and both forms of evolution allow some
behaviour to be transmitted from one individual to another, but they differ on the method of
transmitting this behaviour. This is the difference where a study on evolutionary dynamics should start
that wishes to understand cultural evolution by contrasting it with genetic evolution, and that is why
my two models only differ in this respect.
The previous chapters have proposed how to implement two models of cultural and genetic evolution,
and they indeed only differ in their method of transmitting behaviour between individuals. However, it
is perhaps not clear why certain aspects of either form of evolution are left out. The first of such
exclusions is the potential for culture to be shared amongst any two individuals. My model of cultural
evolution ignores this potential, and only allows for culture to be transmitted from a parent to its child.
The reason for this constraint is to keep the cultural model equal to the genetic model, which of course
only allows for transmission between a parent and its child.
The second exclusion is individual learning, whereby each individual in a society can adapt its behaviour
during its lifetime. Although theoretically both forms of evolution allow for this to take place, its
probable effects are drastically different. Genetic agents would never be able to transfer individually
learned abilities, whereas this is precisely what cultural agents are good at. Therefore, individual
learning would result in an additional fundamental change between the two forms of evolution. This
would likely cause major changes in evolutionary dynamics on top of the already present difference in
how behaviour is transmitted, making it very difficult to reason about the cause of these changes in
dynamics.
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6.1. Proximate questions
Having settled on the models of evolution and the difference between cultural and genetic evolution
that is to be implemented, it is important to define how these models are to be studied and to which
end. The ultimate research question posed in chapter 1.1, of understanding the evolutionary dynamics
of cultural evolution, needs to be scaled back and fitted to the models at hand. Several choices have
already been made that scale back the ultimate research question, of which the first was the choice to
contrast cultural evolution with genetic evolution, to enable a comparison with this more understood
form of evolution.
With the same aim, choices have been discussed about the precise methods to be used in the models,
which has lead to a framework in which to study cultural evolutionary dynamics. The most important of
these choices are the proposed form of idealised imitation, the choice of using a multi‐agent system
and having neural networks to control each agent’s behaviour. The only remaining choice now is to
choose the experiments in which to test these models.
Within the constraints of time, computational power and the possibilities of the proposed model, I
have eventually conducted 5 experiments to test evolutionary dynamics in a simulated environment
involving a food searching problem. This environment requires the individuals of my models, the
agents, to find food in order to increase their chances of reproduction (further details to be found in
the implementation section). Inspired by a common need for organisms to find nutrients and energy
necessary for reproduction, this challenge should enable an evolutionary process whereby succeeding
generations of agents get better and better at finding food. More functional behaviour, one that finds
more food, has higher chances of being transmitted to the next generation, either by genetic
inheritance or idealised imitation, and agent populations should eventually be able to adapt to any
food searching challenge they face.
To find interesting differences in dynamics between the two models of evolution, the experiments are
designed to test whether each model is capable of facing a specific food searching challenge, one which
requires a specific adaptation of the agent in order to increase its chances of reproduction (its fitness).
With agents having different senses and the environment containing different types of food with
specific energy contents, each experiment requires the agents to find a new solution to the problem of
using the correct sense to find the correct food type (again, more details will follow in the
implementation section). The following 5 experiments have been conducted:
Experiment 1: Testing whether both models display a process of evolution and the emergence of novel
behaviour. Any interesting evolutionary dynamics require evolution to work in the first place. In
addition, to study differences in how populations adapt, evolution must face a challenge that requires
adaptation. The population of agents must not already contain the necessary behaviour to find the
food, but through the process of evolution this behaviour must emerge slowly after many generations.
Therefore, experiment 1 will test both models in a standard environment, to see whether evolution is
successful at letting the agents adapt to the challenge, and to see whether novel behaviour emerges
that was not present in the initial population.

27

Experiment 2: Testing the persistence of functional behaviour across generations in both models. In
order for any process of evolution to work, adaptations that are successful should persist across
generations. If the transmission of functional behaviour across generations is somehow interrupted,
the evolutionary process has no behaviour to select for and must start anew. This experiment will test
whether a removal of the challenge itself, so removing all food in the environment, will result in
persistence of functional behaviour in both models.
Experiment 3: Testing how the agent‐populations of both models adapt to a challenge, after they
already adapted to a similar challenge. Genetic evolution is able to re‐use existing structures for
different purposes, a phenomenon called exaptation. Famous examples include bird feathers, which
originally evolved for temperature regulation and are now important for flight, and the mammalian ear
bones that are important for hearing, which used to serve a function in the jaw joint. To test whether
both models are capable of re‐using an already present adaptation, a second food type will be
introduced, after the agents already adapted to finding an initial food type.
Experiment 4: Testing how well both models can track rapid changes in an environment. Challenges
present in an ecological system are rarely static. Food sources, such as plants or prey, are themselves
adapting for better survival, and this requires continuous adaptation to an ever changing environment.
Taking prey as an example, such changes can be relatively rapid if they involve a change in visibility to
improve a prey’s camouflage, in comparison to structural changes of the prey, such as increased
running speed. To test how well both models can adapt to such a rapid non‐structural change in the
environment, the models will be allowed to adapt to an initial food searching challenge, after which the
perceptibility of the food changes, requiring the use of a different sense to perceive the food.
Experiment 5: Testing how the required change in one part of an agent’s behaviour affects another
functionally independent part. It is believed that both genetic and cultural evolution favour the
development of modular functional structures (Reader, 2006), which ensures that adaptations in one
functional structure do not affect another independent structure negatively. This will be tested in both
models by allowing the agents to first adapt to finding two types of food, each visible to a different
sense, after which one food type turns poisonous, requiring a change in part of the agent’s behaviour
without losing the ability to find the healthy food.
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7. Implementation
All that remains is building a model that can simulate the evolutionary process proposed in the
previous chapters, in order to test the 5 experiments mentioned. Actually, two models will be needed,
identical except for the method of transfer of behaviour from the parent to the child. They are simply
called G‐model for the model that uses Genetic inheritance, and C‐model for the one that will simulate
the Cultural transmission of behaviour through a form of imitation. Since the models will be identical in
all other aspects, all the following chapters on implementation describe both models, unless explicitly
stated which separate model is being described. The implementation will eventually result in a 2D
simulation of an environment in which individuals, the agents, move around in search for food‐objects
(figure 3). This simulated environment is partly inspired by the model of Van der Vaart and Verbugge
(2008), but shares little in common except a similarity in the challenge beset on the agents and having
evolution take place to let agents adapt to the environment. First, the environment of my models will
be discussed, after which the agents, their reproduction and the method for transfer of behaviour per
model will be addressed.
Figure 3. This shows a still of
the visual output of one of
my models (they are visually
identical).
Showing
the
agents with their locations
indicated by the blue dots,
and their fields of view by
the sections delineated in
blue attached to these dots.
Food‐objects are the other
colored dots, whereby red
indicates a food‐type that
has
negative
energy
(poisonous food type), and
green indicates a positive
energy‐value (healthy food
type). The plane has no
borders, which can be seen
by the fields of view that re‐
appear on the other side.
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7.1. The environment
The individuals implemented in my models, the agents, need to interact in an environment that
provides them with a challenge to adapt to. I chose an environment inspired by a real world problem of
food finding, since this allows for easy interpretation of behaviour, and I find it more interesting to
study emerging behaviours that resemble real‐world behaviour.

7.1.1. Space
The world has a spatial component in which the agents can move around. This space is a two
dimensional plane of 800 by 800 units of length. This unit of length does not correspond to a real unit
of length, but it is important for the relative determination of other units in the model, such as the
distance between objects and speed. To avoid local differences in the environment, I removed all
borders by connecting the opposing edges of the square plane, forming a torus or donut‐shaped world.
This creates an obstacle‐free environment for the agents to move around in, ensuring that all observed
behaviour is due to interaction with objects of interest.

7.1.2. Time
The world naturally needs a time component as well, which is discrete, since this is much easier to
implement in a computational model. Time will be taken in steps, and during each time‐step all agents
are allowed to interact with the environment, receiving input from their surroundings, and acting upon
this information. These actions are kept relatively small (e.g. maximum forward movement of an agent
is 2 per time‐step) in order to approach continuous time dynamics. Every round will consist of 20000
time‐steps, after which a new generation is started for the next round. The number of total rounds per
run will be defined per experiment.

7.1.3. Food
The world is populated by two types of objects; agents and food (as seen in figure 3). Agents will be
discussed in more detail in the next chapter, and the food objects are stationary objects that contain a
certain value of energy. Different types of food can exist, varying in how they are perceived by the
agents and how much energy they contain. These values of energy can be positive or negative, called
healthy food (depicted as green) and poisonous food (depicted as red) accordingly. Every food‐type will
have a constant number of food‐objects in the environment, so every food‐object that is eaten will be
immediately replaced by a new food object of the same type at a random location in the plane. The
precise number of constant food‐objects per type are set per experiment, as are their energy‐values
and how they can be perceived (more on perception in chapter 8.2.2)
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7.2. The agents
In addition to food, the environment will contain the objects that represent the agents of the model.
Each round starts with a generation of 100 agents, which persist throughout that round until its end, to
be replaced by next round’s generation. At any given time, each agent has a location in the
environment, its Cartesian coordinates, and an orientation relative to the environment. This
orientation determines in which direction the agent can move and, together with the agent’s
coordinates, it determines the exact area that is visible to the agent. Each agent’s neural network will
receive information on the food‐objects present in this visible area, and the output of the network will
determine the agent’s forward speed and its change in orientation. When moving forward, the agent
might stumble upon food objects

7.2.1. The neural network
Each agent will have a neural network with 36 input neurons in the input layer, 5 or 10 hidden neurons
in the hidden layer (depending on the experiment), and 2 output neurons in the output layer. As with a
standard feed forward artificial neural network (FFANN), there are two types of neurons, differing in
how activation received by the neuron is forwarded to the next layer. The input neurons immediately
receive their activation value (v) from the ‘outside’, in my model this is the perceptual information, and
will forward this activation without change to the next layer. The other neurons are a bit different.
Each of these receives activation from all of the neurons from the previous layer through their
connections, so each of the hidden neurons receives activation from all 34 input neurons, and each of
the output neurons receives activation from all 5 or 10 hidden neurons. This received activation is
multiplied by the weights (w) of the connections, ranging between ‐1 and 1, and summed up. Then, an
activation function is applied to determine the output‐activation of the neuron (v). I chose the sigmoid
activation function, which is standard for a FFANN. This function effectively squashes the received
activation, limiting the neuron’s output to a range between 0 and 1 (figure 4), and giving an output of
0.5 with no input activation. Summarized, the output‐activation of the hidden and output‐neurons is
calculated as follows:
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with

with
m is the maximum number of hidden neurons,

, for all

, for all
is the weight‐value of the connection between

neuron x in the previous layer to neuron y in the current layer (layer),

is the (final) activation value

of neuron x in the current layer (layer)

Figure 4. The sigmoid
activation function used
to determine the output
activation of a neuron
with a certain input
activation. The red dotted
line shows how 0 input
activation leads to 0.5
output activation.

By default, the first generation of each experiment will have randomly initialized values for its weights.
Each of the weights will have a value picked from a uniform distribution between ‐0.1 and 0.1, thus
resulting in a very weak initial network that lets agents run straight ahead, almost without any
interference from perceived input.
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7.2.2. Perceiving, moving and eating
Food can only be detected within a certain distance to the
agent, set at 50, and within a certain angle relative to the
agent’s current orientation, set at 0.3 π radians. This limits
perception to a field of view as depicted in figure 4 of 0.6 π
radians (or 108 degrees, which is slightly less then the
human horizontal field of view of about 120 degrees).
Because the perception of food needs to be mapped unto a
discrete set of input neurons of the neural network, the
field of view is split into multiple cones of view (figure 4).
Each sense has its own cones that cover the entire field of
view. With 17 cones per sense, each cone therefore
corresponds to about 0.035 π radians and will detect the
nearest perceivable food‐object within its sight, ignoring
more distant objects. The distance of the nearest food‐
object per type and per cone will then be used as input for
the neural network, with each cone being mapped unto its
own input neuron. All the experiments are run with 2
senses and 17 cones per sense, thus totalling 34 distinct
input‐values that need to be mapped to a corresponding
number of input neurons (figure 5).

Figure 4. Field of view of an agent, with
the 17 cones that divide each sense.

After the neural network has forwarded the activation of
the input neurons through its hidden neurons to the output
neurons, the activation of these latter neurons needs to
result in two types of behaviour: turning and forward
movement. An output neuron can have a value ranging
between 0 and 1, with 0.5 being the average value when it
receives no input. Rotation is calculated by using the

Figure 5. Perception by an agent (purple
circle with ‘A’) of different types of food‐
objects. The top picture shows the agent
with its field of view and all the food‐objects
(green and blue circles) within it. The picture
below that shows what the first sense is able
to detect, showing which objects are
detected per cone (only 9 cones are shown
instead of 34). And the picture below that
shows the same, only for the other sense
and the blue food‐objects. The bars show a
value of how close each cone detects the
nearest visible food‐object. Together, these
values are used as input for the neural
network, which forwards the activation
received (picture below, with an example of
how the activation is forwarded across the
neurons, depicted as circles that are colored
according to how activated they are (white is
low activation, and red is high activation)).
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activation of the first output neuron, resulting in a rotation per time‐step (R) between ‐0.02 and 0.02 π
radians:

And forward speed is calculated by using the activation of the second output neuron, resulting in a
forward speed (S) between 0 and 2 (note that an output neuron without any input still has an
activation value of 0.5, resulting in a default forward speed of 1):

The forward speed of course results in a change of coordinates, which might cause the agent to come
close enough to a food‐object for it to be eaten. This happens automatically, any food‐object that is 5
units of length, or closer, will be eaten by the agent, and the energy of the food‐object is added to the
agent’s.
Combined, the perception‐ and movement‐constraints will allow an agent to easily reach any food‐
object that it runs into (a food object that enters the field of view on the far side). With any food‐object
being first perceived at an effective distance of 45 (50 maximum viewing distance minus 5 eating
distance), the agent will have 45 time‐steps to reach it at average speed or a little over 20 time‐steps at
maximum speed. Since a food‐object can lie at a maximum relative angle of half the field of view, or 0.3
π radians, and the agent can rotate a maximum of 0.02 π radians per time‐step, requiring 15 time‐steps
to rotate half its field of view, this should be sufficient for effective food finding.

7.3. Selection and Reproduction
To allow for any evolution to take place, the agents in my models will of course need to be able to
reproduce. The method of reproduction is the only difference between the two models, and chapter
8.3.2 and 8.3.3 will discuss in detail how respectively genetic and cultural reproduction take place.
What is not different between the two models is the process of selection, or which agents get selected
to reproduce in order to populate a new generation, a process I will discuss now before continuing to
the topic of reproduction.
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7.3.1. Selection
After each round, a new generation of agents will be initialized to roam in the environment. The new
agents will be children of the former generation, but not all agents get to be parents. Selection takes
place by choosing the 20 best performing agents, the ones with the highest accumulated energy, to be
the parent of 5 agents in the new generation. This way, every generation will always start with 100
agents.

7.3.2. Reproduction in the G‐model: mutation
Agents that reproduce through genetic transmission will simply instantiate 5 new agents with identical
neural networks, with identical weight values. Mutation is the only influence that might change weight‐
values in agents of the G‐model, and it takes place only during reproduction. Each of the newborns has
a 30% chance that mutation will take place. The non‐mutated children guarantee that a parent’s
genotype does not disappear and stays part of the selection‐process, ensuring that genotypes with a
high fitness will stay intact until better performing agents arise from the evolutionary process.
If a child‐agent is chosen for mutation, a certain number of its weights will be altered. The number of
such weight‐mutations per agent is picked from a uniform distribution between 0 and 35 neurons.
These randomly chosen weights will have their strength changed by a value chosen from a normal
distribution around 0 and with a standard deviation of 1 (but never exceeding the maximum weight‐
values of ‐1 and 1).

7.3.3. Reproduction in the C‐model: imitation
The reproduction process is a more complicated in agents from the C‐model. It starts out the same,
with 5 new agents instantiated for each parent. These new agents, the children, will learn the
behaviour of the parent by the process described in chapter 3.2, through back‐propagation learning.
But, as was also remarked in chapter 3.2, an extra source of noise needs to be added to ensure that
new variants of behaviour can arise, a vital part of cultural evolution. As with the agents from the G‐
model, some children will not go through this cultural version of ‘mutation’, and will learn their
parent’s behaviour without extra noise. This will keep the parent’s behaviour relatively intact, to
compete again for selection. The percentage of children chosen to receive the extra noise is 20%.
Learning by imitation means that the children need to receive information about their parent’s
behaviour. Instead of letting each agent during its round have 5 children observe and learn the
behaviour of the parent, with only a fraction of them making it to the next round, I chose a less
computationally heavy method. Each agent will have its behaviour recorded during the round. Every
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time‐step, the precise values of the agent’s input‐ and output‐neurons are stored into memory. That
way, at the end of a round, each agent will have a complete record of all the input it received during its
lifetime and the corresponding output it produced in response.
With 20,000 time‐steps per round, it is perhaps overzealous to use all of an agent’s experience as
learning material. It is both unrealistic that a child would always pay attention, and it is simply too
much data to use for the back‐propagation‐algorithm. A total of 500 time‐steps are randomly picked,
but only those in which the agent encountered at least one object in its field of view, otherwise there
would be nothing to learn (the agent’s neural network would have no input nor output). This leaves
two paired sets that can be used as training data; with set I consisting of 500 elements that each
contain the 34 values of the input‐neurons at one time‐step, and set O consisting of 500 elements that
each contain the 2 values of the output‐neurons at that same time‐step.
The last operation before training is the addition of extra noise to the training sets of some of the
children, the ones randomly chosen to receive the cultural version of ‘mutation’. This noise is added to
set O, making the child learn a variation of the behaviour expressed by its parent. Each of the 2 values
in each of the elements of set O has a 25% chance of having its value altered, by having a random value
added that is picked from a normal distribution around 0 with a standard deviation of 0.25.
With the two final paired sets, a neural network can be trained with the back‐propagation algorithm in
an effort to make this neural network produce the same output‐values as recorded in set O when
exposed to the corresponding values in set I, in essence imitating its parent. The child to be trained
starts with a randomly initialized network, in which each of the weights has a value randomly chosen
from a uniform distribution between ‐1 and 1. Since it is an algorithm, back‐propagation is best
explained by describing it in separate steps as seen in table 1, but I think it helps if I first explain its
general workings.
The back‐propagation algorithm will train the network through multiple iterations, each time using all
of the training‐data, and only stopping when the child shows no more improvement in imitating its
parent. During each iteration, the algorithm will randomly select one of the time‐steps from the
experience of the parent (an element from set I) and use this as input for the child’s network. The child
will produce its own output, and this is compared to what the parent produced as output (the element
from set O corresponding to the same time‐step). The difference between the child’s and parent’s
output is seen as an error, and the algorithm will change the internal weights of the network in such a
way, that if the same training‐data were to be used again, this error would be smaller. This is done for
each of the time‐steps in the parent’s experience, and at the end of this iteration, a total error is
calculated from all the separate errors generated during training. A convergence‐criterion is then used
to see whether this total‐error is still decreasing during the last few iterations, and if not, training is
stopped. Otherwise, training is resumed by starting a new iteration, and adjustments are made to the
learning‐rate parameter, depending on whether the total‐error is increasing or decreasing.
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Steps 1 till 8 of table 1 define the general workings of the back‐propagation algorithm. The variable
learning rate, defined in step 12, is an adaptive heuristic, as first described by Jacobs (1988), which is
used to speed up convergence towards the minimal error.
Table1: Imitation using the back‐propagation algorithm.
Step 0

Start the first iteration n

Step 1

Pick an element from set I at a random position t, one that has not yet been chosen
during this iteration. If all elements have already been chosen during this iteration, go
to step 9.

Step 2

Use the 34 values from the chosen element in step 1 to set the activation of the
child’s input‐neurons, and let the child’s network produce its two output‐values,
called c(t)1 and c(t)2.

Step 3

Take the element from set O at position t, and call it o(t) with its two separate values
o(t)1 and o(t)2.

Step 4

Determine the child’s error for both output‐neurons by calculating the difference
between the child’s output neurons and the parent’s output neurons:

Step 5

Back‐propagate the error of the output‐neurons to the neurons in the hidden layer,
using the following formula4:

for all

, where m is the maximum number of hidden neurons
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Step 6

Adjust the weights between the hidden neurons and the output neurons in such a
way that any future error would be smaller with the same input and desired output,
using the following formula4:

for all

and

, where m is the maximum number of hidden
neurons

Step 7

Adjust the weights between the input neurons and the hidden neurons to reduce any
theoretical future error with the same input and desired output, using the following
formula4:

for all

and

, where m is the maximum number of
hidden neurons

Step 8

Go back to step 1.

Step 9

Calculate the total squared error generated by the child’s output‐neurons during
every passage through step 4 in this iteration n:

where m is the number of elements in sets I and O

Step 10

If n<50, then go to step 12, otherwise determine whether the total‐error has
converged with the following criterion5:

and

Convergence criterion:
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Step 11

If the convergence criterion is met, stop training. Otherwise, continue to the next
step.

Step 12

Adjust the learning‐rate parameter a to increase or decrease the size of weight‐
changes in steps 6 and 7, depending on whether the total‐error at step 9 is increasing
or decreasing:
If
If

Step 13

, then multiply a by 0.7
, then multiply a by 1.05, with a maximum of 0.8

Start a new iteration n+1, go to step 1.
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7.4. The models in action
With the above implementations in place the two models show a similar default dynamic. Agents will
start ‘naïve’ in the first generation, and, because of their initial low weight values, will run straight
ahead without having their movements influenced much by encountered food‐objects. Agents will be
running into food, whether by accident or by successfully evolved behaviour, that might increase or
decrease their energy depending on the food‐type. After 20000 time‐steps, the round will end and the
20 agents with the highest energy‐values are chosen to populate the generation of the next round.
Each parent gives birth to 5 agents and the behaviour of the parent will be passed on to its child. How
this is done depends on the model‐type, where the G‐model will simply copy the neural network of the
parent to the child (with a chance of mutation), the C‐model will have the child learn the parent’s

4

These formulas are at the core of the back‐propagation algorithm. Since the back‐propagation algorithm is very
commonly used and well documented, I do not feel the need to explain its workings and proof in my thesis, since
it suffices to know that the algorithm can be successfully used to train a neural network with training‐data such as
used in my model. If the reader wishes to know more about the workings and proof of the back‐propagation
algorithm, I would recommend reading chapter 6 from Kevin Gurney’s “An Introduction to Neural Networks, UCL
Press, 1997”

5

This convergence criterion needs two averages of the total error, one from the last 25 iterations, and one from
the 25 before that. It then checks to see whether the decrease in error between these two averages is less than
one thousandth of the decrease between the total error of the first iteration and the average of the last 25. The
criterion would also be met if the error between these two averages would increase, but this is not a problem.
Back‐propagation learning almost always decreases the total error per iteration, and any increase in error over
the last 50 iterations would most certainly mean that the error has converged.
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behaviour by imitation, by which the child will attempt to replicate the behaviour displayed by its
parent in the last round (with a chance of having noise added to this displayed behaviour).

7.5. Discussion of implementation
During test runs, the proposed implementation behaves as expected, and as such is ready to be used
for the experiments that follow in the next chapter. But, before continuing, I wish to discuss the rather
simple form of how genetics is implemented in my G‐model. It could be argued that directly using the
weights of the connections in the neural networks as a genetic code is too simplistic. The genetic code
of an organism does not directly code for any of its physical characteristics, but needs a complex
system of interactions before it results in a phenotype. I would like to argue however that the weight
values in a neural network also do not directly result in characteristics of the agent. Only a complex
interaction of different weight values result in behaviour, and as such I believe that using an agent’s
weights as its genetic code does not introduce an additional simplification to my G‐model.
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8. Experiments
The experiments run with the described model will try to answer the proximate research questions
posed in chapter 6.1. The setup of every experiment will contain 100 agents per generation, and will be
populated with one or more types of food, usually totalling 50 pieces. The two types of food will be a
healthy type, containing 100 energy, and poisonous food, containing ‐100 energy. Experiments will run
between 200 and 400 runs, depending on how long it takes for the agents to adapt to the environment
and converge to a stable energy‐level.

8.1. Experiment 1
Before testing how the two types of evolution fair under different environmental circumstances, it is
first necessary to test if both models are capable of displaying any evolution at all. To test this, an
experiment will be run with the simplest environment possible, just one type of healthy food, which
can be perceived by one of the agent’s senses (the agents actually do have their second sense, but it
simply cannot ‘see’ anything and thus has no effect on the neural network). The agents will start out
with a randomly initialized network, as always, and I expect to see novel behaviour to emerge after
several generations. An important issue for any future experiment is to know whether novel behaviour
acquired after several generations has emerged due to mutation (genetic or the cultural equivalent) or
was already present in the initial population of the first generation. This is an important issue, because
if the latter is true, only the selection‐process has taken place weeding out the behaviour with the
highest fitness, and no novel behaviour has emerged due to mutation.
This issue might even be true beyond just the first generation in the C‐model, because newborns
always start with a randomly initialized network that might, although unlikely, already contain
functional behaviour. These newborns will be trying to imitate their parents, most likely erasing all
initially present behaviours, but this must be tested for, to exclude the possibility that supposed
emergent novel behaviour observed in any future experiments is in actuality simply the selection of the
best agents of past randomly initialized generations.
This experiment will have two different complementary setups. The first setup is designed to show that
novel behaviour can arise with the proposed implementation. The second setup is designed to show
that this novel behaviour cannot arise solely by the selection‐process, in a setup where mutation is
turned off and randomly initialized agents are added to every generation.

8.1.1. Setup 1 of experiment 1
The first setup of this experiment will let both model‐C and model‐G run under the standard
implementation just described. At any given time‐step 50 food‐objects, containing 100 energy each,
will be present in the 2D‐plane of the environment. These food objects are only visible to sense 1,
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meaning that the other sense will not receive any input activation and has no effect on the neural
network. Each run of the experiment will last for 200 generations, and 10 of these runs are performed
per model‐type. This will test the claim whether evolution will take place, showing an increase in
agents’ fitness, and whether novel behaviour arises after several generations.

8.1.2. Setup 2 of experiment 1
The second setup of this experiment will try to test the converse claim to what setup 1 tries to show,
that if novel behaviour is seen after several generations in setup 1, it is not caused by mutation, but by
selection of randomly initialized agents. This can be done by running the same experiment, only
without any form of mutation and by introducing several randomly initialized agents every turn. To
exclude all forms of mutation, imitation is not used in this setup, for even the best imitation leaves
small variations in behaviour. Every child should be an exact copy of its parent, and the only way the
population can improve its fitness is by selecting the best among its new random agents or agents from
the previous generation.
To keep the total amount of 100 agents per generation intact, this setup will have each of the 20 best
performing agents only create 3 children, totalling 60 agents, leaving room for 40 randomly initialized
agents per generation. Random initialization means that each of the weights of the agent will have a
value picked from a uniform distribution between ‐1 and 1, thus enabling all theoretically possible
behaviours. In total, this setup will have 20 runs, each lasting 200 generations.
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Figure 6. Three types of
evolution compared. The
values shown are the
average energy each agent
accumulated during one
round for all runs of that
evolution‐type. Error bars
are
shown
in
corresponding
lighter
colours.

8.1.3. Results and discussion experiment 1
Figure 6 shows how mean energy‐accumulation changes over time per evolution‐type. Both models
already start at a non‐zero mean energy value, which is caused by random food interception, or in
other words “agents that happen to run into food”. From this value on, cultural (red) and genetic
(black) evolution show a clear increase in fitness (food‐accumulation), and the same holds true for
setup 2, without any form of mutation (green). What is immediately clear from these results is that
both cultural and genetic evolution produce agents with a much higher fitness than a model without
any mutation. Randomly initialized agents apparently have little chance of attaining functional
behaviour. Only during the first few generations can selection favour reproduction of better behaviour,
explaining a small part of the increase in fitness of the other two evolution‐types at the start. This is
made even more convincingly clear by figure 7, in which the top‐left graph shows a distribution of the
fitness of 10.000 generations of 100 randomly initialized agents each, with weights between ‐1 and 1.
No selection was used between generations, so each generation is initialized anew. Not even a single
individual agent out of 1.000.000 achieves an energy‐accumulation of 4000 or over. The other graphs in
figure 7 allow a comparison with the C‐ and G‐model from setup 1, showing the distribution of fitness
of the 200.000 agents per model‐type (10 runs with 200 generations of 100 agents). Of course,
eventually, randomly initialized agents would achieve any fitness possible, but if compared to the
fitness‐levels achieved by the C‐ and G‐model agents, it should be convincingly clear that it goes a lot
quicker with one of the forms of mutation by the C‐ or G‐model.
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Figure 7. Three density functions for
fitness‐level per agent. It shows the relative
proportions of the number of agents per
fitness‐levels (y‐axis), and ordered by
fitness (x‐axis).

These results should provide convincing evidence that the forms of evolution in my models allow for
the emergence of novel behaviour, in this case behaviour with much higher fitness. However, it should
be even more convincing if the behaviour itself could be compared between the first few and last few
generations, and actually finding out what kind of novel behaviour has emerged. The problem with
neural networks is that they are notoriously hard to inspect. Luckily, for the purposes of this study, I am
not interested in the precise internal workings of the agents, only in the behaviours they display and
how they vary over the course of several generations. By observing the displayed behaviour of several
generations of agents in some of the above runs for both the C‐ and G‐model, I saw agents becoming
more and more reactive in response to perceived food. Eventually, this leads to behaviour in which the
agents became more successful in turning towards food‐objects towards the sides of their fields of
view. This change in behaviour can be quantified by tallying the cone in which the food objects first
appeared before being eaten. This is done for several of the generations from the two model types of
setup 1, leading to the results shown in figures 8 and 9 for the G‐ and C‐model respectively.
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Figure 8. Results for the G‐model,
showing in which cone a food‐object
first appeared before being eaten. A
selection of generations from setup 1 is
shown, for which the results for all 10
runs are stacked. The position of the
bars corresponds to the position of the
cone in the field of view, with the 9th bar
being
the
middle
cone
(and
coincidentally always the highest).

At the first generation, all 10 runs of the G‐model show only food‐objects being eaten that lie dead
ahead of the agents. Not a very surprising result, since the agents have very weak weight‐values and
therefore almost no change in the standard activation of the output neurons, which results in a speed
of around the standard of 1 and almost no turning. After 25 generations, mutations in these weights
have led to more reactive behaviour in response to the perception of food. These mutations are not
immediately very functional, often leading to turning away from food right in front of the agent. But,
overall the agents of generation 25 have become more successful in eating food from a wider initial
area in which the food appears, instead of only running into food dead ahead. From this point on, the
agents improve upon this behaviour of being able to turn towards food‐objects at an angle, leading to
ever larger numbers of food‐objects being eaten at cones further from the center, as can be seen in
generations 50, 100 and 200.
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Figure 9. Results for the C‐model,
showing in which cone a food‐object
first appeared before being eaten. A
selection of generations from setup 1 is
shown, for which the results for all 10
runs are stacked. The position of the
bars corresponds to the position of the
cone in the field of view, with the 9th bar
being
the
middle
cone
(and
coincidentally always the highest).

Results are similar for the agents from the C‐model, as seen in figure 9. The first generation is again not
capable of turning towards food‐objects. The biggest difference, which was already visible in figure 6, is
that agents from this model learn the more functional behaviour much quicker. Already, after 5
generations, the agents are turning successfully towards food‐objects in their field of view. And this
behaviour continues to improve at a much quicker rate then in the G‐model. The C‐model furthermore
does not show any substantial decrease in the success of eating food‐objects appearing in the centre
cone, which the G‐model did around the 25th generation. Even though the C‐model does seem to be
more successful in obtaining functional behaviour more quickly, I find it difficult to attribute this to the
difference in type of evolution. The chosen implementation for genetic evolution is limited in many
ways, as discussed in chapter 8.5. Building models for two natural processes leads to differences in the
limitations imposed on their abstractions, limitations that are no longer directly comparable in general
terms. Where cultural evolution seems to be faster now, this could well be the reverse if, for instance,
sexual reproduction was introduced.
A final result worth mentioning is that both models do not seem to ever become successful at eating
food perceived in the cones furthest to the sides of the field of view. From observations I do see agents
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turning towards them, but not fast enough before the forward speed results in losing sight of the food‐
object.
8.1.4. Conclusion experiment 1
The results from experiment 1 show that both types of evolution result in the emergence of novel
behaviour. Behaviour that is not selected from the initial random population, but that slowly emerged
due to a form of mutation added to the reproduction of new generations. Agents that initially did not
turn towards food objects, did display this functional behaviour after several generations of evolution
in both the C‐ and G‐model.

8.2. Experiment 2
This experiment is based on the second test proposed in chapter 6.1, which will determine how the
different models react to a sudden short (1 or more generations) disappearance of food. During an
interval in which no food is present, agents will not be able to accumulate any energy, and selection
will be entirely random with respect to choosing which 20 agents get to reproduce the next generation.
The agents from the C‐model are only capable of transmitting behaviour by imitating the previous
generation. Such imitation however needs an environment to express the behaviour in, and without
food, food‐searching behaviour becomes impossible to express. The expectation is therefore that the
C‐model will lose all accumulated culture. The G‐model on the other hand has all behaviour stored in
its genetic code, or the weight‐values of the agents’ neural networks, which is irrespective of expressed
behaviour. During foodless generations, there will however no longer be any process of selection to
compensate for mutations that decrease the potential fitness of a neural network. Combined with the
much higher chance of mutations happening that decrease potential fitness compared to a few
possible improvements in weight‐values, agents in the G‐model should slowly lose functional behaviour
over the course of foodless generations.

8.2.1. Setup experiment 2
Figure 10 shows a schematic overview of this experiment’s setup. During the first 100 generations,
both models will be allowed to adapt to the standard environment of 50 type 1 energy objects with
100 energy each. At generation 101, all food objects will be removed, essentially leaving a barren
environment in which agents cannot perceive anything. This situation will last for 1 or more
generations, after which the environment is restored to its previous state, with 50 food objects. Each of
the model‐types was run 10 times for a foodless period of 1 generation, and 10 times for a foodless
period of 20 generation. All runs last for 200 generations, and all other aspects of the model were kept
at default settings.
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Figure 10. A schematic view of the setup of experiment 1. Showing the initial environmental
conditions, which conditions change, and the final environmental conditions.

8.2.2. Results and discussion experiment 2
The most important result to look at is the total energy that agents accumulated during the different
runs. Because this is the result of how well the agents can intercept foods at different angles of
perception, it should show whether the agents lost this ability after the foodless period. This can be
seen in figure 11, and, as expected, cultural evolution indeed loses all of its adapted behaviour after
even just one foodless generation (red line). I’ve omitted the results for the runs of the C‐model with
20 foodless generations, as it shows exactly the same loss of adaptation. The G‐model on the other
hand does not lose any of its adapted behaviour after just one foodless generation (figure 11, green
line), as is to be expected for a model which does not need to show behaviour in order to transfer it.
Random mutations do however lead to a gradual decline in potential fitness if the foodless period
continues much longer. The process of selection cannot select between potentially better and worse
candidates for selection, and if food is restored to the world, this has a visible impact on the expressed
functional behaviour of the genetic agents. When the same agents of the genetic model were left
foodless for 20 generations instead of just 1, this drop in fitness is clearly visible, as seen in figure 11
(blue line).
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Figure 11. The effect of
temporarily removing food
from the environment. The
values shown are the average
energy
each
agent
accumulated during one
round for all runs of that
evolution‐type. Error bars are
shown in corresponding
lighter colours.

8.2.3. Conclusion experiment 2
Cultural evolution as implemented in the C‐model cannot retain behavioural patterns across
generations in which those patterns cannot be expressed. This is in essence a trivial result, since
transferring behaviour by imitation necessarily needs this behaviour to be expressed in the first place.
Similarly non‐surprising is the result that the G‐model can retain behaviour across foodless
generations, because it is coded for in the weight‐values of the neural network that can still be
transferred to the next generation. Eventually however, the absence of selection and continued
mutations will cause this potentially functional behaviour to slowly disappear.

8.3. Experiment 3
This experiment will test the proximate question of how both types of evolution deal with the
introduction of a new food source, after the agent populations have already adapted to dealing with an
initial food source.

8.3.1. Setup experiment 3
Following a similar setup to experiment 2, this experiment will also first allow both models to adapt to
the standard environment, before introducing the change in the environment and observing the effects
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in subsequent generations. Where the previous experiment had the potential for seeing acquired
behaviour either disappear or remain intact, this experiment, and the ones that follow, introduce a
change that should cause different or partly novel behaviour to arise. To ensure that all runs of both
models display similar behaviour at the moment environmental change is introduced, the pre‐change
period will be 200 generations instead of 100 as in experiment 1.

Figure 12. A schematic view of the setup of experiment 3. Showing the initial environmental conditions,
which conditions change, and the final environmental conditions.

As shown schematically in figure 12, the change in the environment will be the introduction of a new
food type. The first 200 generations will contain 25 food objects, of 100 energy each, which are only
visible to sense 1. At generation 201, 25 food objects of type 2 will be introduced, also containing 100
energy, but exclusively visible to sense 2, which is connected to input neurons 18 till 34. Because the
second sense was not in use during the first 200 generations, mutation was not allowed to take place in
any of the weights between the input neurons for the second sense and the hidden layer. Otherwise,
these connections would start from a different situation, with random weight values in the range of ‐1
and 1, as compared to the weights of the initial population, which started with random weight values
between ‐0.2 and 0.2. Such a difference would make a comparison more difficult between the
adaptations of the models to the first food type and its adaptations to the second food type.

8.3.2. Results and discussion experiment 3
This experiment starts with 25 food objects during the pre‐change generations, instead of the 50 that
were present during the initial generations of the previous experiments. Looking at the first 200
generations of figure 13, both models show a similar increase in fitness while adapting to food type 1,
as they did to the 50 food objects present in the previous experiments, with all values halved of course.
The precise speed of adaptation might be different, but the overall dynamics are the same as an
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environment with 50 food objects and both models have no difficulty in obtaining functional behaviour
that greatly increases their absolute fitness.
Figure 13. The effect of
adding an additional healthy
food type. The values shown
are the average energy each
agent accumulated during
one round for all runs of that
evolution‐type. Error bars are
shown in corresponding
lighter colours.

After the introduction of an extra 25 food objects into the environment, an immediate increase in
fitness is observed, which is caused by agents randomly running into the newly introduced food
objects, just as the agents of the first generation also had a base fitness from running randomly into
type 1 food objects. The further increase in absolute fitness is more interesting, whereby at least for
the genetic model it is clear that the increase of fitness goes much faster than it did for the first part of
the experiment. To get a better view of what is happening at the moment of introduction of the new
food type and the generations onwards, figure 14 splits the total fitness acquired into the contribution
per food type, expressed as the total number of food objects intercepted per type and per model.
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Figure 14. The consumption of specific types of food objects. The values shown are the average
amount of objects eaten by an agent during one generation for all runs of that evolution‐type. Error
bars are shown in corresponding lighter colours.

Figure 14 is identical in shape to figure 13 for the first 200 generations, since only food type 1
contributed to the fitness of the agents during this period. Once the second food type gets introduced,
there is a noticeable drop in consumption of food type 1 in both models. For the genetic agents this
can be easily explained by the influence of type 2 food perception on the behaviour of the agents.
Since the connections that forward the activation from the second sense have randomly initialized
weights, the general influence of this sense on the network is noisy, affecting the general functioning of
the neural network negatively. For the cultural agents, this drop in accumulation of type 1 food objects
is more gradual, which can be explained by these agents quickly learning to adapt to intercept the new
food type, as seen by the blue line in figure 14. Whenever a cultural agent encounters both food types,
it will not ignore food of type 2, leading to a slight drop in the former dedicated interception of type 1
food objects.
The biggest difference between adaptation to the first food type and the second type is the speed at
which this adaptation takes place. Since at least for cultural evolution this increase in speed is difficult
to make out in the previous two figures, the graph in figure 15 is designed to make it easier to compare
the different slopes. For each of the four adaptations, so per food type and per model, the relative
increase in food interception is shown. Each adaptation has its minimal value and maximal value fitted
to the vertical axis, so that each adaptation shows the relative speed at which it achieved its maximal
contribution to fitness.
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Figure 15.
The relative
increase in accumulated
number of food objects per
type and per model. It shows
how fast each of these
conditions went from its
minimum value at the start
to its maximum value. Values
are not comparable between
graphs, because each has
been fitted to the y‐axis, but
it does allow for a
comparison in speed of
adaptation.

Compared this way, it is even clearer that genetic evolution indeed adapts much faster to intercepting
food objects of type 2 (green) then it did for type 1 (black). This is probably due to the fact that part of
the neural network is already organized for correct food searching behaviour. The connections
between the hidden en output layer have already adapted to intercepting food objects of type 1, and
the new food objects need exactly the same adaptation in order to be intercepted. It would be similar
to knowing how to find and crack peanuts, and then learning to find acorns, already knowing a method
to crack them. Genetic evolution therefore has a reduced problem to work with; finding the correct
weights settings for the connections between the input neurons connected to sense 2 and the hidden
layer.
The same increase in adaptation speed can also be seen for cultural evolution in figure 15, when
comparing the slopes for the adaptations to type 2 food (red) and type 2 (blue). The explanation is
somewhat similar to that of the former paragraph, whereby the cultural agents already have functional
parts in their neural network that contribute to intercepting food objects of type 2. But, instead of
inheriting these functional weight settings between the hidden and output layer, a child agent will
learn to intercept type 1 food by imitating its parent, and thereby acquiring a neural network
organisation already suited for intercepting food objects of type 2.
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8.3.3. Conclusion experiment 3
Both models adapted quickly to the change in environment introduced at the 200th generation.
Because of the increased speed of adaptation for intercepting the second food type as compared to the
food type, the already present behaviour in the agents at the moment of environmental change must
have been beneficial to the new challenge. This is very understandable, since the new challenge is
functionally equivalent to the initial challenge, only with a different sense. Both forms of evolution
therefore can make use of already present functional parts of their behaviour, showing no difference in
their evolutionary dynamics.

8.4. Experiment 4
The fourth experiment will test how both models react to a change in the visibility of food objects, in
line with the proximate question found in chapter 6.1.

8.4.1. Setup experiment 4
Both models will again start out with the standard environment for the first period of time; 200
generations with 50 food objects. After this, the change that will be introduced will not remove nor add
food as in experiment 2 and 3, and the total amount of food and energy will remain constant. What is
going to change will be the visibility of the food, and figure 16 shows the setup of this experiment with
this transition of the food’s visibility.

Figure 16. A schematic view of the setup of experiment 4. Showing the initial environmental conditions,
which conditions change, and the final environmental conditions.
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Until generation 200, the food is fully visible to the first sense and still invisible to the second sense.
The following 4 turns will see an increase in the visibility of the food to the second sense with 25% per
turn, meaning that the food is fully visible to the second sense at turn 204. This situation lasts for 2
turns, during which food is visible to both senses. At turn 206, the visibility of food to the first sense will
slowly decrease, with 25% per turn for 4 turns. This will lead to the final situation at turn 210, from
which moment onwards the food is visible to the second sense and invisible to the first sense, and the
models will run for another 190 generations.

8.4.2. Results and discussion experiment 4
After the agents in both models have adapted to the standard environment during the first 200
generations, the food changes in visibility and the effect this has on the agents’ fitness can be seen in
figure 17. The most obvious resulting effect is the large drop in fitness of the agents in the genetic
model from the moment food is not longer visible to the first sense, where the cultural model does not
show any such drop. The genetic agents clearly cannot find the food using their second sense, even
though they were successful at finding food before with their other sense.
Figure 17. The effect of changing
the visibility of the food. The
values shown are the average
energy each agent accumulated
during one round for all runs of
that evolution‐type. Error bars
are shown in corresponding
lighter colours.
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The result seen in the genetic model is not very surprising when considering the change in the neural
network needed. Even though the challenge seems to stay the same in most aspects, correctly rotating
towards food to successfully intercept it, it requires a massive change in neural network weights. All
connections from the second sense to the hidden layer need to be set to similar values as the
connections from the first sense to the hidden layer. The only method by which evolution in de genetic
mode can achieve this, is by a series of mutations that happen to change weights towards these
required values. Such a series of mutations will take about as long as it did for the first sense, and only
the connections between the hidden layer and the output layer can stay the same. This explains the
sudden drop in fitness seen in figure 17 and the slow return to the old fitness.
The cultural model shows an entirely different reaction to the change in visibility of the food objects, in
fact it shows almost none. From the moment food slowly becomes visible to the second sense, there is
a small increase in fitness, and once the visibility to the first sense disappears, the fitness returns to
about the level it had before the change. For the remainder of the run, the cultural model’s agents
simply continue to have a high fitness level, as if no change in visibility of the food had occurred.

The small increase in fitness, seen during the introduction of food visibility to the second sense, can be
explained by the way children imitate the behaviour of their parents. A child does not know which
sense a parent uses, and its neural network will make use of all input patterns available to learn the
correct output seen in the parent. Turning towards a food object therefore can be triggered by
activation received through the first sense or the second sense, and since food objects are visible to
both between the 200th and 206th turn, a child’s neural network will adjust its weights to make use of
both senses. Being able to use both senses has a small advantage over using just one sense, because it
increased the total activation received by the neural network, which results in a small increase in
forward and rotation speed, explaining the small increase in fitness seen.
Whether a child will learn to use its first or second sense through idealised imitation is irrespective of
their parent’s use of senses, and during the turns in which food is visible to both senses, agents will be
neutral with respect to which sense is more important for food finding. From the moment the visibility
of food to the first sense starts to disappear, it will become easier to imitate the behaviour of a parent
by using the stronger second sense, and subsequent generations will switch over to using the second
sense up to the point where food is invisible to the first sense.
There is a final matter to discuss before concluding anything from this experiment. This experiment
introduces its change much more gradual than the other experiments. An instantaneous switch in food
visibility from one sense to another would however have been less interesting, since both models
would be impossible to adapt quickly. The genetic model would show the same result as it does now,
and the cultural model would show a result similar to removing all food objects in the environment as I
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did in experiment 2. The period chosen for the change of the environment is as short as possible, while
still showing this interesting difference in evolutionary dynamics.

8.4.3. Conclusion experiment 4
When comparing how both models react to the change in visibility of food, the large difference in
fitness curves seen in figure 17 can be fully explained by the method of transmitting behaviour used in
either model. Where genetic agents can only slowly change the weights in their neural network
through mutation and selection, the cultural agents will imitate their parent’s behaviour by using any
input that best predicts this behaviour, independent of the input their parents use, allowing them to
easily switch between senses across generations.

8.5. Experiment 5
The final test proposed in chapter 6.1 is designed to see how an adaptation that changes one behaviour
might affect another behaviour that does not need to change.

8.5.1. Setup experiment 5
This fifth and last experiment has a different initial condition, in which the environment contains two
food types, each visible to a different sense, and both healthy. The total amount of food objects is still a
constant 50, and both models are allowed to adapt to this environment for the first 200 generations.
The change in the environment at the 201st generation is a change in energy value for one of the food
types, as depicted in figure 18. The second food type, visible only to the second sense, will suddenly
become poisonous, containing ‐100 energy instead of a positive 100 in energy. Nothing else changes,
and the first healthy food type will remain exclusively visible to the first sense as will the second food
type to the second sense, a situation to which the models can adapt for another 200 generations.
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Figure 18. A schematic view of the setup of experiment 5. Showing the initial environmental conditions,
which conditions change, and the final environmental conditions.

8.5.2. Results and discussion experiment 5
As with the previous experiments, the first result to look at is the average fitness level of each agent
per generation and per model, which is determined by the amount of energy that an agent
accumulated during its round. Figure 19 shows how both models adapt to the environment containing
two healthy food types during the first 200 generations. Their relative increase is very similar to the
previous experiments in which only one food object was present, but the absolute fitness levels are
lower. Where an environment with 50 food objects of just one type shows fitness rising to an
asymptote of around 4000 (as seen in experiments 1, 2 and 4), this environment with 2 food types
shows a fitness eventually settling at a little over 3000 after 200 generations. This is understandable,
since the challenge has become more complicated compared to finding food with only one sense, and
therefore more difficult for the same neural network to handle.
At the moment the second food type turns poisonous, both models’ fitness levels plummet to zero.
This is not unexpected, since the overall energy present in the environment is zero too, with an equal
number of healthy and poisonous food objects, and with the agents in both models having adapted to
eat both types of food equally well. The models do not stay at zero fitness, and the increase in fitness
during the last 200 generations can only be explained by the ability of both types of evolution to let
new behaviour emerge. This must be behaviour that decreases the consumption of the now poisonous
food type, while retaining the ability to eat the food objects that are still healthy.
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Figure 19. The effect of adding an additional healthy food type. The values shown are the average
energy each agent accumulated during one round for all runs of that evolution‐type. Error bars are
shown in corresponding lighter colours.

After the change in the environment, the adaptation that will lead to the quickest increase in fitness is
the adaptation to not eat the poisonous food objects anymore. This is an easy adaptation for both
forms of evolution, because removing a behaviour is much easier then having a new behaviour emerge.
Most mutations, whether genetically or by noise during the idealised imitation, will negatively affect a
behaviour, and this explains the rapid increase in fitness seen after the introduction of poison in the
environment, because agents stop actively intercepting the poison.
Almost as important as removing the behaviour to intercept poisonous food objects is retaining the
functional behaviour of intercepting the healthy food objects. Any alterations in the weights of the
neural network should only lead to a degradation of eating poison and should leave the weights that
control for the interception of healthy food objects intact. Figure 20 shows how much of the healthy
food objects are being intercepted during this experiment. The first 200 generations show how these
food objects contribute half the fitness seen in figure 19. From the moment the second food type turns
poisonous, the model with genetic evolution shows a dip in the amount of healthy food objects being
intercepted. When comparing the average amount of healthy food objects intercepted by the 10 runs
in the 10 generations before the environmental change with the 10 generations afterwards, this dip is
significant (two‐tailed unpaired t test, p<0.05). No such dip of healthy food objects eaten is visible for
the cultural model.
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Figure 20. The consumption of healthy food objects. The values shown are the average amount of
type 1 food objects eaten by an agent during one generation for all runs of that evolution‐type. Error
bars are shown in corresponding lighter colours. (* two‐tailed unpaired t test, p<0.05)

Both models are capable of quickly removing the previously functional behaviour of eating the second
food type, but only the cultural model does this without negatively affecting the food searching
behaviour that is still functional; the ability to intercept the first food type. Genetic evolution can select
for agents that have one or several mutations which negatively affect both behaviours. It can do so
when the resulting behaviour causes less poison being eaten than healthy food missed. Any such
combination of mutations still results in a net increase in fitness of the agent, and the ability to eat
healthy food will only decrease by a fraction of the poison now being avoided. The cultural model on
the other hand introduces mutations on the level of expressed behaviour. Noise is added to the output
of the parent, allowing the child to learn a variation of the parent’s behaviour. Such mutations have a
much higher chance of only negatively influencing one of the behaviours present, and this allows the
cultural model to remove the ability to intercept poisonous food without any effect in the ability to
intercept healthy food.
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Figure 21. The consumption of food objects that are initially healthy, but turn poisonous at the 200th
generation. The values shown are the average amount of type 2 food objects eaten by an agent
during one generation for all runs of that evolution‐type. Error bars are shown in corresponding
lighter colours.

Figure 21 shows the amount of poisonous food objects intercepted by both models, again confirming
that both models quickly lose the ability to intercept the second food type from the moment it turns
poisonous. Furthermore, figure 21 shows an additional interesting result. After just a few generations,
both models are able to bring down consumption of poison to the level seen in the first generation, but
only the genetic model is able to lower consumption even further. The cultural model is apparently
only able to ignore the poison, still randomly intercepting food objects of type 2 for the remainder of
the run. Genetic evolution on the other hand drops below the value that indicates random
interception, and is able to actively avoid poison, reducing the consumption to about half the amount
seen in the cultural model.
This is a result I’m having difficulty explaining. Both forms of evolution should be able to introduce
random variations in behaviour that increase fitness, and I expected to see the introduction of active
avoidance of poison to emerge through cultural evolution as well. But, since the consumption of type 2
food objects in the cultural model returns to the value that indicates random interception, it clearly
does not actively avoid it. I have yet to find a satisfactory explanation for this difference in cultural
dynamics.
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8.5.3. Conclusion experiment 5
The results of experiment 5 show that both models are able to quickly adapt to not eat the food type
anymore that turned poisonous. This adaptation negatively affects the ability to continue eating the
healthy food type in the genetic model, although this is only a small effect and is restored quickly. The
cultural model shows no such negative influence and its agents keep on eating the healthy food as
successfully as before. Another difference between the two models, the ability of the genetic model to
actively avoid poison where the cultural model cannot do this, is a result I unfortunately cannot explain
yet.
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9. General discussion
Having conducted the experiments and analysed the most interesting results, it is now necessary to
discuss how this relates back to the ultimate goal that I defined at the start. What can this thesis
contribute to the understanding of the dynamics of cultural evolution? A question I will answer in
several parts, starting with the proximate questions addressed in the experiments and working towards
overall insights gained about the models used and how they might shed light on how cultural evolution
works.
The experiments were designed to see how cultural evolution faired under different circumstances, as
contrasted with the more well known type of evolution represented by the genetic model. I have
already discussed the most interesting results and concluded that there are several observed
differences in the dynamics of cultural and genetic evolution. Chapter 6.1 posed several proximate
questions, each formulated as a test for both models. I will now discuss how the obtained results
address these proximate questions.
Experiment 1: Testing whether both models display a process of evolution and the emergence of novel
behaviour. The results leave little doubt on whether evolution occurred in either model. Agents clearly
showed a gradual increase in the fitness criteria that was selected for, and over the course of
generations there was a marked increase in the agents’ ability to accumulate energy. The ability to
rotate towards food objects within view was not present in the initial generation, which can only mean
that it emerged during the process of both cultural and genetic evolution.
Experiment 2: Testing the persistence of functional behaviour across generations in both models. The
rationale behind this experiment was that successful behaviour must be able to persist across
generations in order for evolution to be successful. The cultural model failed miserably under the
conditions set in this experiment, but it would be hasty to interpret this as a sign that cultural evolution
is always bad at retaining behaviour across generations when environmental aspects necessary for the
behaviour are missing. The conditions were extreme, and it is highly unlikely that any functional
behaviour would be expressed at all during an entire generation.
There are even ways in which cultural traits can be transmitted without the necessary environment
being present. Humans are especially capable of this, teaching conspecifics certain abilities by making
use of abstract communication, such as drawing pictures of the hunt on cave walls, or by describing a
specific situation using words alone. This experiment does however show that there is a strong link
between the presence of environmental aspects, necessary for a behaviour to be expressed, and the
ability to transfer this behaviour across generations. Which is very plausible, since cultural traits that
are not expressed for a period of time (in the order of generations) are likely not functional anymore to
the individuals of that culture, and will most likely be forgotten.
Experiment 3: Testing how the agent‐populations of both models adapt to a challenge, after they
already adapted to a similar challenge. This experiment was designed to see whether cultural evolution
can make use of already present adaptations when adapting to a new environmental challenge, an
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ability that is believed to be present in genetic evolution. Indeed, the genetic model does adapt much
faster to the second environmental challenge as compared to the first, indicating that it makes use of
already present adaptations. Cultural evolution shows a similar ability to adapt much faster to the
second challenge, meaning it too can make use of already present adaptations, and as such the two
models show no difference in evolutionary dynamics.
I am not entirely convinced that this result can be used as an interpretation that cultural evolution can
always make use of already present adaptations when facing a new challenge. The agents in this
experiment only had one adaptation to an initial challenge before the new challenge was introduced,
and these two challenges were remarkably the same. It would be interesting to see whether a cultural
agent, with many already present adaptations, can also adapt faster if a new challenge shares but a few
aspects with several different previous adaptations.
Experiment 4: Testing how well both models can track rapid changes in an environment. This
experiment showed perhaps the largest difference in evolutionary dynamics between the two models.
Where the genetic model was not capable of tracking the change in the environment, the cultural
model was able to. The experiment could be considered too contrived, having a very artificial transition
of food visibility that needed to take at least a few generations, otherwise the cultural model would not
have been able to track the change either. I would argue however that it still shows an interesting
difference in evolutionary dynamics between the two models. Cultural agents can rapidly change the
internal representation of their neural networks in just a few generations whenever a situation
necessitates this. Genetic agents on the other hand, will always need many generations for a large
change in internal representation, because they have a maximum speed of neural network change,
which is determined by the amount of mutations per generation and how quickly these can be selected
for.
Human history is full of examples whereby the behaviour of individuals in a population rapidly changes
in just a few generations, because of a change in that population’s culture. Technological
breakthroughs, migration and adaptation to new lands, or even population‐level wars, all show how
quickly new functional behaviour can spread quickly among a population, allowing individuals to track
changes in the environment (changes that are often caused by the human population themselves, but
this does not change the validity of this example).
Experiment 5: Testing how the required change in one part of an agent’s behaviour affects another
functionally independent part. Genetic evolution is thought to favour modularity in function, to enable
(among other things) independent adaptations in function, without interference in non‐relevant
functions. This experiment introduced a change in the environment which required the agents to
radically change one part of their behaviour, their ability to intercept the now poisonous food objects.
The first interesting difference in evolutionary dynamics between the models is that only cultural
evolution could change agent behaviour without negatively affecting the ability to keep intercepting
healthy food objects. Genetic evolution did affect the ability of agents to keep on eating healthy food
objects, which is odd, since this type of evolution was expected not to show this negative influence
among isolated functionalities.
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This thesis is not aimed at giving insights into genetic evolution, and the unexpected result of
experiment 5 will not be interpreted as evidence that genetic evolution cannot acquire new behaviours
without negatively affecting others. It does show that cultural evolution can change the function of one
behaviour without negatively affecting another, under conditions in which it evidently does occur for
another type of evolution. And as such, this result would warrant future experiments that test more
rigorously the conditions under which cultural evolution is capable of changing adaptations separately,
where genetic evolution cannot.
If future experiments would find that cultural evolution is better able to separately adapt a single
behaviour, this would be interesting for two reasons. First of all, it would explain in part why cultural
evolution is perhaps much faster then genetic evolution, because adaptations can occur with less
negative side‐effects in other adaptations that need to be compensated for, slowing down evolution.
Second of all, it would indicate that cultural evolution works on a functional level, directly altering the
expression of behaviour and leaving the precise internal representation to a learning process (such as
idealised imitation). Having evolutionary changes take place on a functional level would have the
adaptation of one behaviour take place in isolation of the adaptation of another, explaining the results
in experiment 5.
The idea that cultural evolution works on a functional level is perhaps more than a possible future
conclusion after further experimentation. Experiment 2 showed how a lack of environmental aspects,
those necessary to express a behaviour, results in immediate disappearance of that behaviour in future
generations. And experiment 4 showed how cultural agents are capable of rapidly changing their
internal representation when a different sense can and eventually must be used to express the same
behaviour. Both these results are in line with the idea of selection and mutation working on a
functional level in the cultural model.
Genetic evolution can only work on the lowest possible level, slowly changing the genetic code to
create variations of phenotype that might result in higher fitness to be selected for, and as such works
as a bottom‐up process. Cultural evolution, in a sense, does not care for the precise values of the
underlying representation responsible for behaviour. It selects for behaviours first, and then lets (in my
model) imitation take care of the precise weight values, thus working as a top‐down process.
Whether this fundamental difference in evolutionary dynamics truly exists, of bottom‐up versus top‐
down evolution, is certainly too early to tell. My model is limited in many ways, with most limitations
being deliberate. By having only one difference in the types of evolution, I can be sure that all
differences found between the two models are caused by the method of transmitting behaviour from
one generation to another, a fundamental difference between how genetic and cultural evolution
work. But, other implementation choices might have been too limited. The environment was kept very
sterile, with only objects present and perceivable that were necessary for fitness enhancing behaviour.
In addition, the agents were only capable of receiving functional input (seeing food) and acting in
functional ways (moving around), limiting any possible evolvable behaviours to a subspace of
behaviours that contained a very high concentration of functional behaviour. Getting successful models
of evolution is perhaps less of a feat under such conditions.
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In spite of such scepticism, I still think my method of comparing a model of cultural evolution with a
genetic counterpart is a promising way to answer the ultimate question. Understanding the
evolutionary dynamics of cultural evolution is a complex endeavour, requiring the analyses of many
different underlying processes for which no physical systems can be found to gain quick insights.
Genetic evolution on the other hand does have a physical basis, the genetic code, that explains much of
its workings. If a computational model, such as the one proposed in this thesis, can determine which
parts of genetic evolutionary theory also apply to cultural evolution, all that remains is studying the
differences between the two. Knowing these differences is the key to understanding cultural evolution,
and finding a few of these differences has been the goal of this thesis, with enough success to warrant
continuation of the proposed methods of study.
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10. Conclusion
The proposed model of cultural evolution works, showing the ability to adapt to a variety of
environmental challenges, as does the genetic model. This allows for a comparison in evolutionary
dynamics between the two models, and 5 experiments were conducted, each designed to simulate
conditions under which interesting effects in the models were expected to arise.
The results of the experiments did indeed show interesting difference in how the two types modelled
evolution react to changes in the environment, but none of these results were conclusive by
themselves. As a whole, the results point in the direction of an interesting fundamental difference in
evolutionary dynamics, whereby genetic evolution works as a bottom‐up process, slowly changing the
genetic code to facilitate variations in phenotype, and cultural evolution works as a top‐down process,
creating variations in behaviour and leaving the precise underlying representation that facilitates this
behaviour to a form of observational learning.
More experiments are needed however, in order to confirm this idea. Given the simplicity of my model
environment, and the limited power of my evolutionary algorithm, it remains difficult to decide
whether the (non‐)presence of a certain evolutionary dynamic is due to the actual properties of the
type of evolution or caused by omissions in the model. Further experiments with a model that
incorporates some of the missing aspects would allow for more confident conclusions about the
differences in evolutionary dynamics between cultural and genetic evolution. However, given the
differences that were observed, the approach presented in this thesis certainly seems to be promising.
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