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1.1

Introduction

Corvids, the extended family of crows, have long enjoyed a reputation for being
clever (Marzluff & Angell, 2005). Over the last two decades, however, science has
started supporting that reputation (Emery, 2006). Studies in both naturalistic and
experimental settings have revealed many remarkable abilities. To name just a few
examples, it has been shown that New Caledonian crows make tools to probe for
insects (Hunt, 1995), that pinyon jays reason flexibly about hierarchies (Paz-yMino, Bond, Kamil, & Balda, 2004), that jungle crows identify individuals by their
contact calls (Kondo, Izawa, & Watanabe, 2010), and that common magpies
recognize themselves in mirrors (Prior, Schwarz, & Gunturkun, 2008).
Interestingly, some of the most impressive results have come from experiments
conducted within a single context: That of caching and recovery. This behavior, of
burying food in order to save it for future consumption, is exhibited by nearly all
species of corvid (Goodwin, 1986). In the laboratory, caching has been used to
study many different aspects of corvid cognition, ranging from episodic memory
(Clayton & Dickinson, 1998) to landmark use (Gould-Beierle & Kamil, 1998) and
future planning (Cheke & Clayton, 2011), as well as the central topic of this thesis:
Their ability to socially outsmart their competitors (Clayton, Dally, & Emery, 2007;
Schloegl, Kotrschal, & Bugnyar, 2007).
If a corvid watches a conspecific cache, it can remember where the other bird’s
items are hidden, and then come back to steal them later. This kind of cache theft
has best been studied in ravens, who seem to go about their pilfering in a
remarkably sophisticated way. Specifically, they seem to keep track of who else
knows about a cache’s location, and then alter their behavior accordingly
(Bugnyar, 2011; Bugnyar & Heinrich, 2005). However, cachers appear to have
their own defense mechanisms; Western scrub jays, for instance, preferentially
cache far away from competitors (Dally, Emery, & Clayton, 2005a, 2006), behind
barriers (Dally, et al., 2005a), and in the shadows (Dally, Emery, & Clayton, 2004).
Furthermore, if they cannot help being watched, they often re-cache their items
later, when they are alone (Dally, et al., 2005a; Dally, Emery, et al., 2006; Emery,
Dally, & Clayton, 2004).
Such re-caching after conspecifics have left the scene is often considered
particularly complex from a cognitive point of view, because the birds seem to
respond flexibly to a threat that is no longer present (Emery & Clayton, 2009). This
has led to the suggestion that corvids might possess a ‘theory of mind’, or the
ability to reason about the mental states of others (Grodzinski & Clayton, 2010;
Schloegl, Kotrschal, & Bugnyar, 2007). Thus, a scrub jay might re-cache because it
9

suspects that a competitor wants to steal its worms, because that competitor saw
where they were hidden, and therefore knows their location. However, this
interpretation of corvid behavior is controversial; others claim that cognitively
simpler explanations are possible (Penn & Povinelli, 2007).
With respect to chimpanzees, the debate over what should and should not count
as evidence of ‘theory of mind’ has been going on for decades (Call & Tomasello,
2008); this is clearly a difficult issue for animal cognition researchers to solve.
Therefore, in this thesis, I take a new approach: I aim to better understand the
social cognition of corvids by building a computational cognitive model of their
caching and recovery behavior. Starting from a number of basic assumptions about
corvid memory and learning, I build a kind of ‘virtual bird’, which is then exposed
to simulated versions of real experiments. By comparing model outcomes to
empirical data, new explanations are derived for why corvids cache and re-cache
the way they do. This general approach is often used to study humans (Anderson,
2007; Sun, 2008), but is rarely applied to other species (Penn, Holyoak, &
Povinelli, 2008). In the rest of this chapter, I first introduce the central topics of
this thesis: Corvids, caching, ‘theory of mind’, and cognitive models; I conclude
with an overview of the remaining chapters.

1.2

Corvids

The Corvidae are a family of medium-to-large songbirds, with over 100 species
inhabiting a wide variety of habitats, on every continent except Antarctica
(Goodwin, 1986). Although all Corvidae may be called crows, this name is usually
reserved for the glossy black birds of the genus Corvus, with familiar examples
being the jackdaw, the carrion crow, the rook, and the raven, the world’s largest
songbird. In the Netherlands, the two other representatives of the Corvidae are
the magpie, Pica pica, and the jay, Garrulus glandarius. For this thesis, the two
species of most importance are the Western scrub jay, Aphelocoma californica, and
the Clark’s nutcracker, Nucifraga columbiana.
The Western scrub jay is a blue and grey bird of approximately 30 centimeters in
length; it occurs across the South Western United States, in woodlands and
suburban gardens. Its closest relatives are the other New World jays, an
assemblage of over thirty species, often brightly colored. Although superficially
similar to the Eurasian jay, the Western scrub jay is only distantly related to it. The
Clark’s nutcracker is grey with black wings, slightly larger than the Western scrub
jay, and occurs in mountains and coniferous forests across Western North America.
It shares its genus only with the spotted nutcracker, Nucifraga caryocatactes,
which occupies similar habitats across Europe and Asia.
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Typically, corvids form monogamous pair bonds, with the same birds raising their
young together throughout life. However, beyond this basic fact, levels of sociality
vary greatly across species (Clayton & Emery, 2007). Clark’s nutcrackers and
Eurasian jays are at one end of this continuum; they are solitary outside of the
breeding season, and vigorously defend their territories. Rooks and jackdaws are
at the other end; they feed together in flocks throughout the year, and build their
nests in large colonies. Carrion crows, ravens, and Western scrub jays are in the
middle; paired birds live with their partners year round, and will occasionally
tolerate visits by neighbors and floaters.
Most corvids are opportunistic foragers, eating whatever is available (Goodwin,
1986). However, different species have different specialties. Ravens, for instance,
often subsist on meat scavenged from carcasses (Heinrich, 1988), while Western
scrub jays feed mainly on insects and seeds, and Clark’s nutcrackers survive on
seeds almost exclusively (vander Wall & Balda, 1981). These different diets also
lead to different caching habits, as will be discussed in the next section, §1.3.
As a family, the Corvidae seem to be exceptional with respect to their cognitive
abilities. Corrected for body weight, their brains are extraordinarily large, and
comparable to those of chimpanzees (Jerrison, 1973). Furthermore, their
nidopallium and mesopallium, areas associated with complex decision making, are
also relatively larger than those of other birds, outstripping nearly all other species
with the exception of a few parrots (Rehkamper, Frahm, & Zilles, 1991).
This well-developed brain seems to facilitate adaptive and flexible behavior; in the
literature, more anecdotal reports of tool use are found for corvids than for any
other avian family (Lefebvre, Nicolakakis, & Boire, 2002), and a similar pattern
emerges when looking at feeding innovations more generally (Lefebvre, Whittle,
Lascaris, & Finkelstein, 1997), although in this analysis, falcons and storks score
even higher, and parrots were not considered. This kind of explicit comparison
complements the cognitively impressive results coming from observations and
experiments focusing on corvids specifically, which will be considered in more
detail during the rest of this thesis.

1.3

Caching

To better understand the caching behavior of corvids, it is useful to place it in a
comparative context. So far, all species of corvid seem to cache, with the
exception of the jackdaw (Goodwin, 1986). Thousands of other birds, mammals
and insects cache as well (vander Wall, 1990); what they have in common is that
they delay the consumption of food, and manipulate its location so that it is less
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likely to be lost to competitors. However, species cache food for a variety of
reasons and periods, and differ markedly in the way they choose, recover, and
defend their items. This will be discussed in the current section, based on reviews
by vander Wall (1990) and Källander and Smith (1996).
Generally speaking, species that store food are classified along two dimensions:
Cache spread, and cache duration. Some animals concentrate all their saved food
in a single location, such as a nest or hive, and are considered larder hoarders.
Others purposefully disperse their caches, often placing only very few items at
each site, and are termed scatter hoarders. In terms of cache duration, short-term
hoarders and long-term hoarders are distinguished. Short-term hoarders return to
retrieve their caches in a matter of hours or days, while long-term hoarders may
leave them untouched for months. Short-term hoarders usually cache because
access to food is erratic, or because it is easier to procure at certain times of day.
Conversely, long-term hoarders usually cache in anticipation of seasonal change.
Corvids all appear to be scatter hoarders, but vary in the length of time they save
their caches. Long-term hoarding is well documented in many species of corvid;
both Western scrub jays and Clark’s nutcrackers cache seeds in autumn to recover
in winter, although Clark’s nutcrackers rely on cached food to a greater extent
(vander Wall & Balda, 1981). In the laboratory, scrub jays also readily cache
perishable items for a matter of hours (Clayton & Dickinson, 1998), but to what
degree or purpose they do so in nature is unknown. In the wild, short-term
hoarding has best been established for Northwestern crows, who bury clams at low
tide to eat at high tide, often on the same day (James & Verbeek, 1984).
Furthermore, short-term hoarding also seems plausible for ravens, who bury
scraps of meat torn from animal carcasses (Bugnyar & Heinrich, 2005).
Of course, for food hoards to be useful, their makers must be able to return to
them. Intuitively, three kinds of recovery mechanisms appear plausible (Källander
& Smith, 1996; vander Wall, 1990). First, animals may find a cache site by
detectable cues, such as a scent emitted by hidden food or a soil disturbance
above a cache. Second, animals may recover hidden food by constrained search. If
storers preferentially hide food in very specific kinds of sites, then constrained
search at such sites may yield acceptable recovery rates. Third, retrieving food
hoards may be a function of memory.
In corvids, the first two mechanisms seem to play a limited role. For instance, it
has been shown that Clark’s nutcrackers recover their own caches more accurately
than those made by others in their absence (vander Wall, 1982) and that
Northwestern crows recover smelling and nonsmelling clams hidden by
experimenters equally well (James & Verbeek, 1983).
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Instead, corvids seem to remember the visual features of their cache sites, and
use these features to return to their stores. When Clark’s nutcrackers (GouldBeierle & Kamil, 1999) and Eurasian jays (Bennett, 1993) are offered landmarks to
remember their caches by, they make predictable errors when the landmarks are
moved. However, both Clark’s nutcrackers (Gould-Beierle & Kamil, 1999) and
Eurasian jays (Bossema & Pot, 1974) also seem to be able to use more general
spatial information, such as distance and orientation to an aviary’s edge, as cues to
relocate their caches. For Western scrub jays, such general spatial information
seems to completely override local landmark use (Watanabe, 2005). When they
are given the opportunity to cache in an individually marked ice cube tray, and that
ice cube tray is moved to a new location within their cage, with a different one put
in its place, they search where their caches used to be, not where the tray’s
markings are correct. In conclusion, although the degree to which different kinds
of visual features are used by different species is not yet completely clear, the
consensus is that corvids recover their caches by memory.
For some species, there is also evidence that they remember more than the where
of their caches; they also seem to remember the when and the what of their
caches, an ability known as ‘episodic-like memory’ (Clayton, Griffiths, Emery, &
Dickinson, 2001). This was first demonstrated for Western scrub jays, who were
given the opportunity to cache two different food types in two different sides of an
ice cube tray (Clayton & Dickinson, 1998). Over a series of training trials, they
were taught that their highly preferred wax worms were spoiled and unpalatable
after 124 hours, while their less preferred peanuts stayed fresh. Subsequently, if
they were given the opportunity to recover from their tray after four hours, they
searched more on the wax worm side, while if their tray was returned after 124
hours, they searched more on the peanut side (Clayton & Dickinson, 1998).
A similar ability was later demonstrated in common magpies, who were taught that
egg pellets of different colors turned into wooden beads after different intervals
(Zinkivskay, Nazir, & Smulders, 2009). They, too, searched predominantly for
edible pellets, indicating that they remembered where and when they had hidden
what. For Clark’s nutcrackers, the picture is more equivocal. When they probe for
hidden food, the degree to which they open their beaks correlates with the size of
the item they are attempting to recover, indicating that they remember the where
and the what (Moller, Pavlick, Hile, & Balda, 2001). But when Clark’s nutcrackers
were tested in the paradigm pioneered with magpies (Zinkivskay, et al., 2009),
they recovered more edible items only after the long interval, and not the short;
the cause for this difference is unclear (Gould, Ort, & Kamil, 2012).
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Finally, for caching to be useful, items must still be available at recovery.
Generally, cached items face four different kinds of threat (vander Wall, 1990),
which corvids defend against in different ways. First, fungi and microbes may feed
on hidden food, and cause it to spoil or decompose. To prevent this, Clark’s
nutcrackers select healthy, unmoldy items for storage, using the weight, color and
internal acoustics of pine seeds to avoid rotten ones (vander Wall & Balda, 1981).
Second, if the cached food is live prey, it may escape. As one example defense,
Northwestern crows tear the legs off crabs before caching them (James &
Verbeek, 1983). Third, environmental factors, such as rain or snow, may move
caches to new locations, or make them impossible to recover. However, with the
help of visual landmarks, many corvids accurately recover items even when some
aspects of the landscape change; see, for instance, Bossema and Pot’s (1979)
study with Eurasian jays.
Fourth, other animals, either conspecifics or heterospecifics, may find caches and
take them. The defense against this threat takes different forms (Dally, Clayton, &
Emery, 2006); corvids may fly long distances to cache outside the territories of
potential pilferers (vander Wall & Balda, 1981), space their caches so that they are
less likely to be found by others (Clarkson, Eden, Sutherland, & Houston, 1986),
and aggressively defend their items from approaching thieves (Dally, Emery, &
Clayton, 2005b). In addition, they seem to use cognitively more sophisticated
tactics, such as staying out of sight (Dally, et al., 2005a) or moving items that
conspecifics saw being hidden of (Emery & Clayton, 2001); these tactics will be
discussed in the following section, §1.4.

1.4

‘Theory of Mind’

In this thesis, I study whether corvids use a ‘theory of mind’ to protect their
caches; therefore, it is worthwhile to have a broad perspective on the term. It was
first coined by Premack and Woodruff in 1978, when they asked whether a
chimpanzee could reason about the mental states of others. They showed one
chimpanzee, Sarah, videos of a human actor in various predicaments, such as
being locked in a cage or shivering due to a broken heater (Premack & Woodruff,
1975). After each video, they showed Sarah two pictures, one of which solved the
actor’s problem; that she consistently chose this picture over the other was
interpreted as evidence that she understood the actor’s intentions (Premack &
Woodruff, 1978). Since then, ‘theory of mind’ has been studied in a wide variety of
species, not least of all human children; developmental psychologists now produce
the bulk of the literature on the subject (Apperly, 2011).
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With respect to humans, the litmus test for ‘theory of mind’ has become the ‘false
belief task’ (Wimmer & Perner, 1983). The most common form of the ‘false belief
task’ goes as follows: A subject is told that two characters, say Alice and Bob, hide
an object, say a bar of chocolate, in a specific location, such as a square box. Then
Alice leaves the room, and Bob moves the bar of chocolate to a new location, such
as a round box. Then Alice comes back, and the subject is asked: “Where will Alice
look for the chocolate?” The consensus is that most three year olds erroneously
answer with the object’s true location, while most four year olds correctly answer
with Alice’s false belief (Wellman, Cross, & Watson, 2001).
Interestingly, infants as young as fifteen months can pass nonverbal versions of
this ‘false belief task’ (Onishi & Baillargeon, 2005), while nonhuman primates
consistently fail, across a variety of experimental settings (Call & Tomasello, 1999;
Kaminski, Call, & Tomasello, 2008; Krachun, Carpenter, Call, & Tomasello, 2009;
Marticorena, Ruiz, Mukerji, Goddu, & Santos, 2011). However, other tests of
‘theory of mind’ in both chimpanzees and rhesus macaques have come out positive
(Flombaum & Santos, 2005; Hare, Call, Agnetta, & Tomasello, 2000; Hare, Call, &
Tomasello, 2001), leading some to conclude that they have a simpler, precursor
version of ‘theory of mind’, which extends to intentions, perceptions, and the
distinction between knowledge and ignorance, but not to false belief (Byrne &
Bates, 2010; Lyons & Santos, 2006; Premack, 2007; Seed & Tomasello, 2010).
The first experimental paradigm considered to produce results consistent with
‘theory of mind’ in chimpanzees was developed by Hare and co-authors (2000;
2001). In the basic version of this experiment, two chimpanzees compete over two
pieces of food, placed in a central compartment. The subordinate can see both
pieces, while the dominant can see only one; in this situation, the subordinate
tends to obtain more of the food that only it can see than of the food that both it
and the dominant can see. This happens even if the subordinate is given a small
head start, so that it cannot be reacting to the dominant’s movements. Although a
subsequent study failed to replicate this result (Karin-D'Arcy & Povinelli, 2002), this
failure was later explained as a consequence of placing the food too close to the
subordinate, so that competition was reduced (Bräuer, Call, & Tomasello, 2007).
However, not all results obtained with chimpanzees seem to indicate an
understanding of what others can see. One notable example comes from a series
of experiments by Povinelli and Eddy (1996). Young chimpanzees were trained to
beg from two experimenters, of which one could see them, and one could not. For
example, one experimenter wore a bucket on her shoulder, the other over her
head; one wore a blindfold over her mouth, the other over her eyes, and so on. If
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the chimpanzees begged from the ‘seeing experimenter’, she gave them food;
otherwise, there was no reward.
It was found that the chimpanzees quickly discriminated between an experimenter
facing them and an experimenter with her back turned, but that they had to learn
all the other distinctions gradually, over a series of trials (Povinelli & Eddy, 1996).
Although chimpanzees have performed better in subsequent experiments with the
same paradigm (Bulloch, Boysen, & Furlong, 2008; Kaminski, Call, & Tomasello,
2004; Tempelmann, Kaminski, & Liebal, 2011), within this specific setup, they have
never shown a robust understanding of the role of either the eyes or the face in
determining what others see.
With respect to corvids, when tested as either cachers or pilferers, both ravens
(Bugnyar, 2007) and Western scrub jays (Clayton, et al., 2007) have repeatedly
acted in ways suggestive of an understanding of mental states. Specifically, it has
been argued that they might reason about what potential competitors see and
know, and then take appropriate countermeasures (Byrne & Bates, 2010; Emery &
Clayton, 2009). Both ravens (Bugnyar & Kotrschal, 2002) and scrub jays (Dally, et
al., 2005a) seem to prefer to cache far away from competitors and behind barriers.
Furthermore, if they are watched, Western scrub jays cache more in the shadows
(Dally, et al., 2004), and cache and re-cache their items multiple times, as if
attempting to confuse the onlooker’s knowledge of their caches’ location (Dally, et
al., 2005a). If scrub jays are heard but not seen, they lose their preference for
caching in noisy substrates, as if trying to prevent others from hearing where their
caches are hidden (Stulp, Emery, Verhulst, & Clayton, 2009).
At recovery, if Western scrub jays are in private, they re-cache more if they were
watched while they were caching than if they were not (Emery & Clayton, 2001).
Also, they re-cache more of the items cached close to other birds (Dally, Emery, et
al., 2006). These actions have been interpreted as an effort to re-hide the items
that were best seen by other birds. If scrub jays cannot recover in private, they recache more of the items associated with the current onlooker, as if they realize
which items the current onlooker knows about. (Dally, Emery, et al., 2006).
Interestingly, only birds with experience of pilfering seem to re-cache more after
being watched (Emery & Clayton, 2001).
The tactics of ravens are equally impressive. While caching, if they can hear two
conspecifics, but see only one, they subsequently recover significantly more of
their items when paired with the ‘knowledgeable' bird than when paired with the
‘ignorant’ bird. Such potential pilferers also flexibly adjust their strategies;
subordinate competitors who know where an item is hidden rush to pilfer it when
16

paired with a dominant who also knows the cache’s location, but delay otherwise,
as if waiting for an opportunity to raid when the dominant cannot see it (Bugnyar
& Heinrich, 2006). Similarly, when a raven is shown two cache sites in front of a
competitor, it first raids the cache that the competitor also had a line of sight to,
and only then raids the other (Bugnyar, 2011).
However, for corvids, as for chimpanzees, there are also results that seem less
consistent with ‘theory of mind’. As one example, although ravens can follow the
gaze of humans and even follow gaze around barriers (Bugnyar, Stowe, &
Heinrich, 2004; Schloegl, Kotrschal, & Bugnuar, 2007), they do not seem to use
gaze cues to locate hidden food, irrespective of whether such gaze cues are being
provided by humans or conspecifics (Schloegl, Kotrschal, & Bugnyar, 2008a,
2008b). Although rooks (Schmidt, Scheid, Kortschal, Bugnyar, & Schloegl, 2011),
jackdaws (von Bayern & Emery, 2009) and Clark’s nutcrackers (Tornick, Gibson,
Kispert, & Wilkinson, 2011) fare somewhat better, none of these species reliably
use the orientation of a human’s eyes to locate hidden food.
Various reasons have been given for why certain species might fail certain ‘theory
of mind’ related tasks; one common explanation for failure on both the ‘begging
paradigm’ described for chimpanzees and the ‘object choice paradigm’ described
for ravens is the tests’ cooperative nature; maybe subjects find it easier or more
important to display their sociocognitive skills in settings that have higher
ecological validity (Hare, 2001; Lyons & Santos, 2006; Schloegl, et al., 2008a).
However, there are also many authors who argue that any kind of ‘theory of mind’
remains unproven, or even unlikely, for all species other than humans (Barrett,
2010; Bolhuis & Wynne, 2009; Lurz, 2009, 2011; Penn, et al., 2008; Penn &
Povinelli, 2007; Povinelli, 2003; Povinelli & Vonk, 2003; Shettleworth, 2010a,
2010b). Although these authors draw attention to negative results, such as the
ones described above (Povinelli & Vonk, 2004), a more common criticism is that
even consistent success on such tasks would not be definitive; instead, animals
might be solving the challenges put to them through associative learning in daily
life, or through reasoning about behavior, rather than about mental states.
However, a problem with such alternative hypotheses is that they are nearly
impossible to falsify; it is very difficult to control or quantify what subjects learn
outside of experimental settings, and the difference between ‘reasoning about the
orientation of another’s eyes’ and ‘reasoning about what they see’ is very small.
That is why, in this thesis, we attempt to develop more specific alternative
hypotheses, using a new approach: Cognitive models.

17

1.5

Cognitive Models

In studies of human cognition, the use of computational cognitive models, or
cognitive architectures, is now well-established (Anderson, 2007; Sun, 2008). The
basic idea behind a cognitive architecture is to explicitly simulate all aspects of
cognition, from perception to memory to decision making, and to thereby generate
a kind of ‘virtual subject’, whose behavior can be directly compared to that of its
biological counterparts. Thus, a cognitive architecture is essentially a theory of how
the mind works, implemented as a computer program. This approach has four
distinct benefits.
First, for a theory to be implemented as a computer program, it must be precisely
specified, ensuring that its assumptions can easily be tested and debated. Second,
because of this precise specification as a computer program, a cognitive model’s
predictions are exact. Third, within a cognitive architecture different experiments
are simulated within the same framework, so that theories and parameters are not
overfitted to specific results. And fourth, the very process of designing and
evaluating a cognitive architecture often brings new insights that would be difficult
to discover otherwise.
Currently, a number of major architectures have been used to simulate human
cognition, including SOAR (Newell, 1990), EPIC (Meyer & Kieras, 1997), CLARION
(Sun, Merrill, & Peterson, 2001) and ACT-R (Anderson, 2007). However, there
have been few applications to other species (Penn et al. 2008; though see Bryson
& Leong, 2007; Harrison & Trafton, 2009). Although many simulations have been
built to study animals (Grimm & Railsback, 2005), they do not usually take the
form of cognitive architectures, but of agent-based models (e.g., Evers, de Vries,
Spruijt, & Sterck, 2011; Hemelrijk, Hildenbrandt, Reinders, & Stamhuis, 2010; van
der Vaart & Verbrugge, 2008). There, the behavioral rules that drive the actions of
individuals are simpler, and the interesting patterns arise from the interactions
between individuals, or between individuals and their environments, rather than
from the cognitive processes occurring within individuals themselves.
Therefore, the goal of this thesis is to design a new cognitive architecture for
caching corvids. It is inspired by ACT-R (Anderson, et al., 2004), an architecture
designed for humans that has been under development since the 1970s. It
consists of a number of independent modules; among the most important are its
declarative memory, which stores facts in small units called chunks, its visual
module, for encoding perceptual information, and its manual module, for
interacting with the outside world through key presses. The interaction between
these modules is handled by its production system, essentially a repository of “if18

then” rules. It has been used to investigate many different topics, ranging from list
memory (Anderson, Bothell, Lebiere, & Matessa, 1998) to interval timing (Taatgen,
van Rijn, & Anderson, 2007) and from learning mathematics (Anderson, 2005) to
driving cars (Salvucci, 2006). However, ACT-R is strongly geared towards
simulating humans sitting behind computer screens, and generates predictions on
a timeframe of milliseconds, too precise to compare to the results coming from
corvid studies; therefore, a new, corvid-specific model is useful.

1.6

Overview of This Thesis

The objective of this thesis is to develop a cognitive architecture suitable for
simulating caching corvids, and to use this architecture to investigate the social
cognition involved in their caching and re-caching tactics. The basics of this
architecture are presented in Chapter 2. Drawing upon ACT-R’s declarative
memory module in particular, a model is built of how corvids choose where to
cache and recover, and this model is validated against two sets of studies, one on
recovery errors by Clark’s nutcrackers, and one on learning in Western scrub jays.
In each case, the model replicates the patterns evident in the empirical data, and
provides new explanations for them. In Chapter 3, this model is extended with
new behavioral rules related to caching in the presence of conspecifics. It is shown
that these additions cause the ‘virtual bird’ to re-cache more after being watched,
just as real Western scrub jays do, even though the added rules do not involve any
reasoning about mental states. In Chapter 4, the model is extended further, so
that it captures the behavior of both Western scrub jays and Clark’s nutcrackers
after actually being pilfered, rather than after just being watched. This makes it
possible to explicitly compare the behavior of these two species, and also reveals
unforeseen consequences of different trial orders. In Chapter 5, a broader
perspective is taken. Common criticisms of ‘theory of mind’ studies in animals are
reviewed, with examples drawn from both primates and corvids, and an argument
is made for the power of cognitive models to address such criticisms. Finally,
Chapter 6 concludes this thesis, with a summary of the new insights generated,
and ideas for future work.
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Corvid Caching: Insights From a
Cognitive Model
Abstract
Caching and recovery of food by corvids is well-studied, but some ambiguous
results remain. To help clarify these, we built a computational cognitive
model. It is inspired by similar models built for humans, and it assumes that
memory strength depends on frequency and recency of use. We compared
our model’s behavior to that of real birds in previously published
experiments. Our model successfully replicated the outcomes of two
experiments on recovery behavior and two experiments on cache site choice.
Our ‘virtual birds’ reproduced declines in recovery accuracy across sessions,
revisits to previously emptied cache sites, a lack of correlation between
caching and recovery order, and a preference for caching in safe locations.
The model also produced two new explanations. First, that Clark’s
nutcrackers may become less accurate as recovery progresses not due to
differential memory for different cache sites, as was once assumed, but due
to chance effects. And second, that Western scrub jays may choose their
cache sites not on the basis of negative recovery experiences only, as was
previously thought, but on the basis of positive recovery experiences instead.
Alternatively, both ‘punishment’ and ‘reward’ may be playing a role. We
conclude with a set of new insights, a testable prediction, and directions for
future work.

A version of this chapter previously appeared as:
van der Vaart, E., Verbrugge, R. & Hemelrijk, C.K. (2011). Corvid
caching: Insights from a cognitive model. Journal of Experimental
Psychology: Animal Behavior Processes, 37, 330 – 340.
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2.1

Introduction

Like many animals, corvids cache food items, saving them for later (vander Wall,
1990). Some species, like the Clark’s nutcracker, bury thousands of pine seeds,
and rely on them for months, surviving on little else throughout the winter (vander
Wall & Balda, 1981); other corvids, like the common raven, hide just a few scraps
of meat for a duration of hours, in order to get their fair share of a carcass
(Heinrich & Pepper, 1998). Corvid caching and recovery has been extensively
studied in the laboratory, and has been shown to depend on memory (for a
review, see de Kort, Tebbich, Dally, Emery, & Clayton, 2006). However, despite a
wealth of empirical data, some results are difficult to interpret.
In this chapter, we attempt to clarify two such ambiguous results, one concerning
the recovery of caches, the other concerning choice of cache sites. We do this
using a new approach: That of computational cognitive modeling. Although many
computational models have been built to study animals (Grimm & Railsback,
2005), so far, the focus has tended to be on ecological questions, such as ‘what
causes dominance hierarchies to form?’ (Hemelrijk, 1999) or ‘how do individuals
decide when to migrate?’. In contrast, cognitive questions, that concern animal
memory, learning, or problem solving, are seldom subjected to this approach
(Penn, et al., 2008).
However, computational models of human cognition have proven to be very useful,
both for uncovering basic mechanisms and for predicting performance on practical
tasks (Anderson, 2007; Sun, 2008). A single cognitive architecture, such as ACT-R,
the Adaptive Control of Thought – Rational (Anderson, et al., 2004), can be used
to investigate topics ranging from list memory (Anderson, et al., 1998) to interval
timing (Taatgen, et al., 2007), and from learning mathematics (Anderson, 2005) to
driving cars (Salvucci, 2006). Therefore, it seems likely that applying the same
technique to corvids will also produce new insights.
The first issue that we explore with our computational model is the fact that, in the
laboratory, Clark’s nutcrackers become significantly less accurate as recovery
progresses. As they find more and more of their own caches, they make more and
more errors, over the course of just a few days (Balda, Kamil, & Grim, 1986; Kamil
& Balda, 1990). This is surprising, as in the wild, these birds accurately recover
thousands of seeds, months after caching them. Balda, Kamil and Grim explain this
apparent discrepancy by hypothesizing that Clark’s nutcrackers remember some
caches better than others, and recover their best-remembered caches first.
However, attempts to find out what might make certain sites more memorable
than others have so far not been successful (Kamil, Balda, & Good, 1999).
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The second curious result that we focus on comes from a set of experiments by de
Kort, Correia, Alexis, Dickinson and Clayton (2007). In this chapter, the question is
whether Western scrub jays, another corvid species, can learn to adjust their
choice of cache sites in response to their experiences at recovery, and if so, what
the mechanism is: Are they reacting to reward, preferring to cache in locations
where they have previously found worms, or are they influenced by punishment,
avoiding locations where they have previously failed to find worms? Here, the
problem is that two experiments seem to offer contradictory answers to this
question: In one, the birds’ behavior seems to indicate that reward is at work,
while in the other, punishment seems to be the best explanation.
Our computational model tackles these two issues in the following way. First, we
implement a basic set of assumptions about corvid cache and recovery cognition
as a working computer program, creating a kind of ‘virtual bird’. This set of basic
assumptions is built on the basis of existing literature, both on corvids and on
cognitive models. Then, we expose our ‘virtual bird’ to simulated versions of the
empirical setups, and see how its behavior compares to that of its biological
counterparts.
We start from three basic assumptions: First, that when an individual caches or
recovers, it encodes one, integrated memory of the event (Clayton, Yu, &
Dickinson, 2001). In the model, this is accomplished by creating a chunk, which
encodes the event’s location and success. Second, that the fresher a memory is,
and the more often it has been used, the easier it will be to recall (Anderson &
Schooler, 1991). In the model, this is done by giving every chunk an activation,
which decays with time, but increases with every update. And third, that a bird’s
memories of its earlier cache and recovery experiences strongly affect where it will
cache and recover next.
In our simulations, we investigate whether this basic model is sufficient to replicate
the different patterns evident in the recovery behavior experiments (Balda, et al.,
1986; Kamil & Balda, 1990). In addition to declining recovery accuracy, the
patterns considered are the frequency of revisits to emptied sites, and the lack of
correlation between caching and recovery order. Furthermore, by systematically
varying the kind of learning in the model, we study whether Western scrub jays
are most likely motivated by reward or by punishment in the cache site choice
experiments (de Kort, et al., 2007).
The chapter is organized as follows. First, we describe the computational model
and its underlying assumptions. Then, we provide an introduction to the recovery
behavior experiments conducted with Clark’s nutcrackers (Balda, et al., 1986;
Kamil & Balda, 1990), and show our model’s fit of each. This is followed by a
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description of the cache site choice experiments done with Western scrub jays (de
Kort, et al., 2007) and our model’s replications of each. We conclude with a
general discussion of our model, its findings, and future work.

2.2

Method

The original corvid experiments under consideration all share much of the same
structure: They consist of a sequence of caching and recovery sessions, where the
birds are tested individually. In the caching sessions, the birds are generally sated,
and offered food items to cache; in the recovery sessions, they are usually hungry,
and the only food available is what they have cached in previous sessions. Another
common feature is that the subjects are always offered a discrete set of cache
sites to choose from. In the recovery behavior experiments (Balda, et al., 1986;
Kamil & Balda, 1990), this set of cache sites consists of a series of cups in the floor
of an experimental room. Each cup is filled with sand, and placed in a regular,
rectangular pattern. In the experiments on cache site choice (de Kort, et al.,
2007), the available sites are the individual sections of 2 x 8 ice cube trays, filled
with corn kibble. These ice cube trays are individually marked by a unique
arrangement of colored blocks, and are kept the same across trials. In addition,
every ice cube tray is always placed in the same location in a bird’s home cage,
where testing occurs.
As the experimental setup of the recovery behavior and the cache site choice
studies was similar, we can simulate them with a single computational model. It
consists of three parts: A cognitive model, a setup model and a simulator model.
The cognitive model is a computational theory of the cognitive processes under
concern; the ‘virtual bird’ part of our work. The setup model keeps track of the
state of the ‘physical world’ in the original experiments: What the potential cache
sites are, how many items are currently cached there, and so on. The simulator
model, finally, is what actually runs the experiments: It ensures that the cognitive
model and the setup model are initialized, that the ‘virtual birds’ are offered the
right number of caching and recovery sessions, and that data is collected for
further analysis.

2.2.1

The Cognitive Model

Our cognitive model focuses specifically on how corvids decide where to cache or
recover. This means that motivational issues are not considered; in caching
sessions, every ‘virtual bird’ is simply instructed to cache as often as the real birds
in the corresponding experiment did, and in recovery sessions, it continues to
recover until the simulator model tells it to stop. This can occur when the ‘virtual
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bird’ has recovered all its caches, or when it has recovered a specific number of
caches, or when it has made the maximum number of recovery attempts, mra. For
the recovery behavior experiments, mra is set to 150; for the cache choice
experiments, mra is set to 40; in each case, this is about twice the sites available.
As we do not know the maximum number of recovery attempts made in each set
of experiments, we aimed only to choose reasonable values; they were not fit to
the experimental data.
Every time a ‘virtual bird’ is asked to cache or recover, it evaluates all its possible
options – all the discrete cups or ice cube tray sections that are on offer. For each
of these options, it estimates the ‘attractiveness’ of caching or recovering there,
depending on the type of session it is currently in. In caching sessions, the
cognitive model estimates ‘cache attractiveness’; in recovery sessions, it estimates
‘recovery attractiveness’. This ‘attractiveness’ is a number, which the ‘virtual bird’
calculates on the basis of its experiences. These experiences are explicitly encoded
in memory, in chunks. Chunks, and the way they determine the behavior of our
‘virtual birds’, are explicitly described below, with a flowchart summarizing all the
component processes in Figure 2.1.
The basics of chunks. A chunk encodes an event’s type and location; ‘type’
refers to whether the event was a caching or recovery event, and ‘location’ refers
to the associated cache site. In the case of a recovery event, a chunk also records
success, which refers to whether or not a cache was actually found. Thus, a chunk
is a memory of a particular kind of experience – caching in a site, successfully
recovering there, or unsuccessfully recovering there. Every time the cognitive
model experiences one of these events, it creates the appropriate chunk, and
encodes it in memory. If the appropriate chunk already exists, that chunk receives
an update instead. These updates help determine the chunk’s activation, which
represents the memory’s ‘strength’. A chunk h’s activation Ah depends on its
recency and frequency of use, and is calculated according to Equation 2.1, adapted
from the cognitive architecture ACT-R (Anderson, 2007; Anderson & Schooler,
1991). In Equation 2.1, tj represents the elapsed time t since use j of chunk h,
while d is a decay parameter.

Ah = w h " $ t j
j

!
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#d

Equation
2.1

repeat
as often as
the real
birds made
caches

in a
caching session:

in a
recovery session:

calculate cache attraction
for every site (Eq. 2.2)

calculate recovery
attraction for every site
(Eq. 2.7)

reward
(Eq. 2.3)

+ activation
(Eq. 2.1) of that
site’s cache chunk

+ impact i ∗
activation (Eq. 2.1)
of all that tray’s
successful
recovery chunks

- activation (Eq. 2.1) inhibition of
return
of all that site’s
(Eq. 2.5)
recovery chunks

+ impact i ∗ activation (Eq. 2.1)
punishment
of all that tray’s
(Eq. 2.4)
unsuccessful
recovery chunks
inhibition of
return
(Eq. 2.5)
noise
(Eq. 2.6)

cache
relocation
(Eq. 2.8)

+ random value
dependent on
noise n

- activation
(Eq. 2.1) of that
site’s cache chunk

noise
(Eq. 2.6)

repeat
until a
specific
number of
caches is
found,
or the
maximum
number of
recovery
attempts
mra is
reached

recover in site with highest
recovery attraction

+ random value
dependent on
noise n

create or update the
corresponding recovery
chunk

cache in site with highest
cache attraction

create or update the
corresponding cache
chunk

Figure 2.1 Flowchart summarizing the model’s component processes.
The weighing factor wh is determined by chunk h’s type. Cache chunks have
weight wc, successful recovery chunks have weight wr1, and unsuccessful recovery
chunks have weight wr0. This weighing factor is included because when Clark’s
nutcrackers are caching, they probe the substrate of cups considerably more often
than when they are recovering (Kamil, et al., 1999). In addition, they probe cups
slightly more when they are successfully retrieving nuts, than when they fail to find
anything (Kamil, et al., 1999). We have taken this as a proxy measure of
memorability – the more a bird is engaged in a particular act, the more memorable
it is likely to be – and have set the weights wc, wr1, and wr0 to reflect the mean
number of bill probes reported for caching, successful, and unsuccessful recovery
events, respectively (Kamil, et al., 1999); see Table 2.1.
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Table 2.1 Fixed settings.
mra

wc

wr1

wr0

Experiment 1

150

5.02

1.82

1.44

Experiment 2

40

5.02

1.82

1.44

For the purpose of computing the activations of chunks, time is measured in steps.
Every cache or recovery event counts as one step, and time outside of the
experimental sessions is not considered. Adding a fixed number of steps to
represent every real time day, so that memory strength decays between sessions,
does not improve the model’s fit. However, it does require an additional parameter
that must be estimated, which we consider undesirable. Although real birds
definitely do experience memory loss over time, our approach still seems
reasonable, as the recovery accuracy of both Clark’s nutcrackers and Western
scrub jays appears to be insensitive to retention interval within the brief time
frames used in these experiments (Bednekoff, Balda, Kamil, & Hile, 1997; Clayton,
Yu, & Dickinson, 2003).
Deciding where to cache. When the cognitive model is deciding where to cache
next, every site’s ‘cache attractiveness’ Ck is determined by the effects of prior
experience plus noise. The site with the highest value of Ck is where the ‘virtual
bird’ will cache. Ck is computed according to Equation 2.2. Here, Lk stands for the
influence of learning, which can be turned on or off, while Ik is an inhibition of
return factor, which makes it less attractive for the ‘virtual bird’ to return to the
same site with the same aim.

C k = Lk " I k + noise

Equation
2.2

Learning. In the experiments on cache site choice (de Kort, et al., 2007), the
question is whether scrub jays are responsive to ‘reward’ or to ‘punishment’.
!
Accordingly, our cognitive model is capable of learning from either positive or
negative experiences at recovery. This is captured by a learning effect Lk on the
attractiveness of every cache site k.
When reward is turned on, the cognitive model checks to see if any recovery
chunks m exist that represent successful recovery attempts anywhere in the tray
of site k. If such recovery chunks m exist, the learning effect Lk[reward] on site k’s
attractiveness is equal to the total activation !Am of those chunks m, modified by
an impact factor i. This is captured by Equation 2.3. In other words, the stronger
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the model’s memories of successfully recovering from a particular tray, the more
attractive it finds it to cache there again.

Lk [reward ] = i " # Am

Equation
2.3

Conversely, when punishment is turned on, the cognitive model looks for any
recovery chunks n that represent unsuccessful recovery attempts anywhere in the
!
tray of site k. If such recovery chunks n exist, the learning effect Lk[punishment]
on site k’s attractiveness is equal to minus the total activation !An of those chunks
n, modified by an impact factor i, as shown in Equation 2.4. Put differently, the
stronger the model’s memories of unsuccessfully recovering from a particular area,
the less attractive it finds it to cache there again.

Lk [punishment ] = i " #$ An

Equation
2.4

Inhibition of return. To calculate the inhibition of return Ik associated with a site
k, the cognitive model checks whether any chunks l exist of the current session’s
!
type, that refer to the same site. If any such chunks l exist, the effect of inhibition
of return, Ik, associated with site k is equal to Equation 2.5, where !Al is the sum
of the activations of all such chunks l. Thus, the stronger the model’s memories of
already having cached or recovered in a particular location, the less likely it is to
visit there again with the same purpose.

Ik = " Al

Equation
2.5

Noise. Every site’s attractiveness always has a noise component, representing
sources of transient error. The noise term is computed according to Equation 2.6,
! architecture ACT-R (Anderson, 2007), where n is a
taken from the cognitive
parameter that we tune, and r is a random value between 0 and 1.

noise = n " ln

1#r
r

Equation
2.6

Deciding where to recover. For the cognitive model, deciding where to recover
is similar to deciding where to cache. Every site’s ‘recovery attractiveness’ Rk is
equal to the effects !
of prior experience plus noise. Whichever site currently has the
highest attractiveness Rk will be selected for recovery, as decided by Equation 2.7.
Here, Fk is a cache relocation effect, which helps the ‘virtual bird’ recover at sites
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where it has previously cached, while the inhibition of return Ik and noise are the
same as described previously.

R k = F k + I k + noise

Equation
2.7

Cache relocation. While recovering, the cognitive model calculates the cache
relocation effect Fk associated with a site k by looking for an existing cache chunk
!
o referring to the same site. If such a chunk is found, the cache relocation effect
associated with site k is equal to that chunk’s current activation Ao, according to
Equation 2.8. Thus, the stronger the model’s memory of having cached
somewhere, the more attractive it finds it to recover there.

F k = Ao

Equation
2.8

Putting it all together. Let us imagine that the ‘virtual bird’ is instructed to
choose a cache site, and that its memory contains three chunks: A cache chunk
!
coding for site A1 in tray A, created on the previous time step, a cache chunk
coding for site B1 in tray B, created during the previous trial, and a successful
recovery chunk coding for site B1 in tray B, also created during the previous trial.
Now, to decide where to cache next, the ‘virtual bird’ calculates the cache
attractiveness of all available sites, according to Equation 2.2.
For site A1 in tray A, the ‘virtual bird’ has an associated cache chunk, so its
attractiveness is dampened by inhibition of return, as given by Equation 2.5. The
amount of inhibition of return depends on the activation of the cache chunk, as
given by Equation 2.1. In addition, the site’s attractiveness is modified by noise, as
given by Equation 2.6. For the other sites in tray A, the ‘virtual bird’ has no
relevant memories, and so their attractiveness is determined by noise only.
For site B1 in tray B, the ‘virtual bird’ has both a cache chunk and a successful
recovery chunk from the previous trial. Therefore, inhibition of return is active, as
is reward learning, according to Equation 2.3, if it is turned on. Inhibition of return
causes the attractiveness of caching in site B1 to decrease with the activation of
the cache chunk, while reward learning causes the attractiveness of caching in site
B1 to increase with the activation of the recovery chunk, modified by the impact
factor i. Thus, in this case, the negative effect of inhibition of return is partially
reduced by reward learning. However, because cache chunks are more heavily
weighted than recovery chunks – see Table 2.1 – inhibition of return is likely to be
stronger than reward learning, depending on the chunks’ relative ages, and the
impact factor i. However, the cache attractiveness of all other sites in tray B is
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likely to be high, because inhibition of return does not generalize across trays,
while reward learning does. This is because Equation 2.3 looks for all successful
recovery chunks corresponding to a site’s tray, not just the site itself. Finally, the
cache attractiveness of all sites is modified by noise.
Whichever site is now estimated to be most attractive, is where the ‘virtual bird’
will cache. Due to the effects of noise, this can still be any of the available sites.
However, on average, the unused sites in tray B should now be most attractive to
cache in, because of reward learning, while site A1 in tray A should be least
attractive, because of inhibition of return, with the cache attractiveness of all other
sites between these two extremes. The cognitive model will continue to make this
calculation for each subsequent cache choice, based on its memories, until the
simulator model tells it to stop. A recovery session works in exactly the same way,
except that the ‘virtual bird’ is comparing the recovery attractiveness of sites,
according to Equation 2.7.
Comparing to empirical data. All model results are based on a sample size of
100 ‘virtual birds’ for each experimental condition, using the parameter settings of
Table 2.2. Because of the noise in the model, smaller sample sizes produce more
variable outcomes. For the decay parameter d and the noise parameter n, we
selected the settings that most closely matched the recovery accuracy of the real
birds in the first experiment, Experiment 1a, and then used the same settings
throughout. For the impact parameter i, which is only used in Experiment 2, we
chose the value that produced the best fit of Experiment 2a, and then kept it for
Experiment 2b, without any further fitting. Within the range of values in Table 2.2,
all possible combinations were tried. More extreme values were not considered, as
these always resulted in recovery that was not accurate enough. However, the
model’s qualitative results do not depend strongly on either its exact parameter
settings or the sample size used; see the Supplementary Material (§2.6).
Table 2.2 Adjustable parameters.
decay, d

noise, n

impact, i

Experiment 1

0.2

2

-

Experiment 2

0.2

2

0.9

range evaluated

0 – 1, by 0.1

0 – 5, by 0.5

0 – 2, by 0.1
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2.3

Experiment 1: Recovery Behavior

To investigate what insights our model can provide into the recovery behavior of
Clark’s nutcrackers, we compare its performance to that of the real birds in the
first experiments of (1986) and Kamil and Balda (1990).

2.3.1

Experiment 1a: Revisits to Emptied Sites

The main objective of this experiment by Balda and co-authors (1986) was to
discover why Clark’s nutcrackers tend to return to already emptied cups, termed
‘revisits’ (Kamil & Balda, 1985). In the wild, when corvids recover their caches, this
leaves visible signs of digging. In the laboratory, however, the sand is smoothed
over between recovery sessions. This means that the birds have no visual
reminders of where they have already recovered their caches.
Balda and co-authors hypothesized that perhaps this is what causes Clark’s
nutcrackers to make so many revisit errors in the laboratory. They tested this
hypothesis by running an experiment with two conditions: The marked and
unmarked condition. In the marked condition, the scattered sand of earlier digging
was there at recovery; in the unmarked condition, it was not. Both conditions
consisted of one caching session followed by three recovery sessions, which
started approximately ten days later, and occurred on alternate days. In each
caching session, the birds were allowed to make about twenty caches; in each
recovery session, they were allowed to recover approximately a third of what they
had hidden. Four birds were used in the experiment, all of which participated in
both conditions.
Balda and co-authors (1986) found no significant differences between the two
conditions. Irrespective of whether there were signs of previous digging, two out
of four Clark’s nutcrackers always made more revisits than expected by chance,
although only at the 10% significance level. In total, there were sixteen recovery
sessions where revisits could occur – four birds x two conditions x two sessions
with emptied cups – so that 50% of sessions involved more revisits than expected
by chance. Figure 2.2(a) shows the mean number of revisits made, collapsed across
the ‘marked’ and ‘unmarked’ conditions.!
In addition, the birds’ mean accuracy declined significantly across recovery
sessions, as defined by the total number of caches recovered divided by the total
number of cups visited; see Figure 2.2(b). Nevertheless, of the 24 recovery sessions
conducted – four birds x two conditions x three sessions – accuracy was
significantly higher than chance in 19, which is 79% of the total.!
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Model results. We run 100 ‘virtual birds’ only once, through one caching session
followed by three recovery sessions. First, we find that at the 10% significance
level measured by Balda and colleagues, the ‘virtual birds’ revisit significantly more
emptied sites than expected by chance in 31% of recovery sessions, and that their
mean revisit frequencies are similar to the empirical data; see Figure 2.2(a).
Second, as shown in Figure 2.2(b), we also find a significant decrease in recovery
accuracy, F(2, 198) = 230.33, p < 0.001, and that recovery accuracy is greater
than chance in 87% of sessions.!

(a) revisits

(b) accuracy
0.8

real birds
model

mean accuracy

mean revisits
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0.6
0.4
0.2
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3

1
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Figure 2.2 Results of Experiment 1a: Revisits to emptied sites.
Real birds (Balda, et al., 1986) and computational model. (a): Mean revisits to emptied
sites, with standard errors. (b): Mean recovery accuracy, as defined by the total number of
caches recovered divided by the total number of cups visited.

2.3.2

Experiment 1b: Manipulating Recovery Order

Here, Kamil and Balda (1990) specifically investigated why Clark’s nutcrackers
become less accurate across recovery sessions. To test the idea that this might be
because they remember some cache sites better than others, ten Clark’s
nutcrackers were exposed to two experimental conditions: The quarters and the
free condition.
In the quarters condition, the birds could only recover from a quarter of the room
every recovery session; in the free condition, the whole room was available. Each
condition consisted of one caching session, followed by four recovery sessions. In
both conditions, during the caching session, only 32 cups were available for
caching, eight in each quarter of the room. The birds were allowed to store seeds
until they had created at least three caches in every quarter. A week later,
recovery sessions began, conducted on successive days. This is where the
31

conditions differed: In the quarters condition, only one quarter of the room was
available for recovery during each session, while in the free condition, all cups
were always open. In the quarters condition, the birds could continue to recover
until they had retrieved all caches created in the available quarter; in the free
condition, they were allowed to recover 25% of their caches each session. Seven
birds successfully completed both conditions. Now, if Clark’s nutcrackers remember
some cache sites better than others, their accuracy should have stayed the same
across recovery sessions in the quarters condition, but it should have declined in
the free condition.
As can be seen in Figure 2.3, the results were as predicted. Specifically, there was
no main effect of either condition or session, but there was a significant interaction
between the two. Subsequent t tests revealed that this was due to a significant
decline in accuracy in the free condition. However, this result was difficult to
interpret, because chance levels of accuracy stayed the same in the quarters
condition, but decreased in the free condition. In the quarters condition, a new set
of cups and caches was available every recovery session; in the free condition, by
contrast, the full set of cups was open from the start, but the number of caches
left to be recovered kept decreasing. To compensate for this effect, Kamil and
Balda calculated a ‘modified accuracy score’ which compensates for chance levels
of accuracy, as derived from Olton and Samuelson (1976); see Equation 2.9. With
these modified scores, Kamil and Balda again found a significant condition by
session interaction, due to a significant decrease in accuracy in the free condition.
In further analysis, no relationship between caching and recovery order was found.

modified accuracy =

% accuracy " % chance
100 " % chance

Equation
2.9

Model results. As can be seen in Figure 2.3, ‘basic model’, the behavior of our
‘virtual birds’ is similar to that of the Clark’s nutcrackers: Accuracy decreases in the
!
free condition, but not in the quarters condition. However, due to our larger
sample size, we find significant main effects of both condition, F(1, 99) = 28.054,
p < 0.001, and session, F(3, 297) = 139.65, p < 0.001, as well as an interaction
effect, F(3, 297) = 80.948, p < 0.001. When we calculate modified accuracy
scores, we find no main effect of condition, F(1,99) = 2.725, p = 0.102, but we do
find an effect of session, F(3, 297) = 90.474, p < 0.001, as well as an interaction
effect, F(3, 297) = 48.007, p < 0.001. Furthermore, like the real birds, our ‘virtual
birds’ show no systematic relationship between caching and recovery order in the
free condition; of the 100 correlations, only six are significant, p < 0.05, and they
occur in both directions.
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Figure 2.3 Results of Experiment 1b: Manipulating recovery order.
Mean recovery accuracy of Experiment 1b, real birds, Balda and Kamil (1990) and
computational models. (a): Quarters condition. (b): Free condition. Here, the ‘probes’ model
makes 50% of its recoveries randomly, to reflect exploratory probes.

2.3.3

Discussion

In these two experiments, our ‘virtual birds’ reproduce two important aspects of
Clark’s nutcracker recovery behavior: They frequently revisit emptied cache sites,
and their recovery accuracy declines across sessions. For the former effect, three
possible explanations have been offered: Either the birds remember their cache
sites but not their recovery attempts, or they remember both, but continue to
make revisits for unknown reasons, or they start to forget their cache sites as soon
as they recover them, and make revisits due to ‘incomplete forgetting’ (Balda, et
al., 1986; Kamil, Balda, Olson, & Good, 1993). For our ‘virtual birds’, the answer
lies halfway between the first two explanations: They remember both, but they
remember cache sites better, because of the different weights used to calculate
the activations of cache chunks and recovery chunks. As explained in the Method
section (§2.2), these different weights are inspired by the fact that Clark’s
nutcrackers probe cups about five times when caching, but only twice when
recovering (Kamil, et al., 1999). When the model is deciding where to recover, it
looks for cache chunks and recovery chunks corresponding to every possible
location. The more active a cache chunk, the higher the attractiveness of
recovering there; the more active a recovery chunk, the lower the attractiveness of
recovering there. Initially, because the activations of chunks decay with time, a
newer, but lower-weighted recovery chunk will ‘cancel out’ an older, but higherweighted cache chunk. However, as the activation of the recovery chunk starts to
decay also, the ‘cancelling out’ starts to fail, creating revisits to emptied sites. We
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do not claim that this is the only possible explanation for the revisits made by
Clark’s nutcrackers, but it does follow the behavioral evidence.
Our computational model also provides a different explanation for the second
pattern; that is, the decline in recovery accuracy across sessions. Kamil and Balda
(1990) concluded that this was due to Clark’s nutcrackers remembering some
cache sites better than others, because the effect disappeared when recovery
order was controlled. For our ‘virtual birds’, however, the memorability of all cache
sites starts out the same. The activation of a cache chunk depends only on how
often the ‘virtual bird’ has cached in that particular site, and how recently it has
done so. However, this cannot be causing the model’s decreasing recovery
accuracy, because then we would find no difference between conditions in
Experiment 1b, as well as a significant, negative correlation between caching and
recovery order.
Instead, what explains our model’s fit of Experiment 1b is the differing chance
levels between the quarters and the free condition. In the quarters condition, the
number of caches that can be recovered remains the same across sessions, while
in the free condition, it declines. Kamil and Balda discarded this as a possible factor
because the birds’ accuracy actually declines faster than chance in the free
condition. In the model, this decrease in chance levels is ‘magnified’ by noise.
When the ‘virtual bird’ is deciding where to recover, it calculates the attractiveness
of doing so in all possible cups. On average, cups where it has cached will be more
attractive than cups where it has not cached, due to the positive effect of existing
cache chunks. However, noise may cause an ‘incorrect’ cup to temporarily be more
attractive than all ‘correct’ cups. The lower the ratio of ‘correct’ to ‘incorrect’ cups,
the higher the odds of this occurring, and the higher the noise level, the larger the
effect. In the quarters condition, the ratio of ‘correct’ to ‘incorrect’ cups remains
the same, while in the free condition, it decreases across sessions; this, in
combination with noise, is what explains our model’s decline in recovery accuracy.
One aspect of Clark’s nutcracker recovery behavior that our cognitive model
currently fails to capture is the fact that many recovery attempts in cups that never
contained caches are probably not true errors, but ‘exploratory probes’. Evidence
for this comes from the fact that when the costs of making a recovery attempt are
increased, the number of errors made drops significantly (Bednekoff & Balda,
1997). In the model, on the other hand, all errors are ‘true errors’, caused by
noise. However, we can adapt the model so that it too can make ‘exploratory
probes’ – where it randomly chooses a recovery cup, instead of computing cups’
attractiveness on the basis of its memory – and this gives us the results of Figure
2.3, ‘probe model’. In this run, 50% of recovery attempts were in fact exploratory
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probes, and noise was set to 1. This illustrates how the model can be used to
investigate the consequences of different assumptions concerning the strategies
used by real birds, as well as how incorporating such strategies might improve its
fit of the empirical data.

2.4

Experiment 2: Cache Site Choice

In the work by de Kort and co-authors (2007), it was found that Western scrub
jays are sensitive to the fate of their caches at recovery. When the birds were
offered one caching tray that was always pilfered, and another that was always
returned full, they learned to prefer the latter tray. This experiment, however, left
open the question of whether the birds were learning through reward, preferring
to cache in the tray that was always reinforced, or if they were learning through
punishment, avoiding the tray that was never reinforced.
These two accounts were contrasted in de Kort and co-authors’ (2007) Experiment
4a and 4b, and it is these two experiments that we simulate. However, as we built
our model, we discovered that ‘reinforcement’, or the lack thereof, can be
interpreted in two ways. Either, it can relate specifically to a bird relocating its own
caches in their expected locations, or it can relate to finding any worms,
irrespective of whether the bird has cached them there. Therefore, we tried
‘reward by recovering a cache’, ‘reward by finding any worm’, ‘punishment by
finding a cache missing’, and ‘punishment by any failed recovery attempt’. Of those
combinations, only the first – ‘reward by recovering a cache’ – successfully
reproduced all the empirical data. Therefore, we present the results of this model
in detail, and explain why the others failed to fit in the subsequent discussion.
We thus run the model with the reward of Equation 2.3 turned on, the punishment
of Equation 2.4 turned off, and the additional restriction that ‘virtual birds’ only
learn from recovery attempts directed at sites where they have previously cached.
In the model, this is implemented by specifying that the learning effect Lk[reward]
associated with a particular site is only affected by successful recovery chunks for
which a corresponding cache chunk also exists.

2.4.1

Experiment 2a: Return and Move

!

In this experiment by de Kort and colleagues (2007), some caches were moved
from one tray to another, in an effort to distinguish between the ‘reward’ and
‘punishment’ accounts. It consisted of two training trials, followed by one test trial.
The training trials consisted of a caching session and a recovery session, one day
apart. In the caching session, eight Western scrub jays were presented with two
trays, A and B, but one of them, tray B, was unavailable for caching, as it was
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covered by a lid. However, during the recovery session, both trays were fully
accessible. At this point, the birds in the return condition found their caches
returned to them in tray A, where they had left them, while those in the move
condition found their caches moved to tray B, with tray A now empty. Now, the
question was where the birds in the two conditions would prefer to cache on the
test trial, in which both trays were fully accessible. As shown in Figure 2.4(a), the
birds in the return condition cached predominantly in tray A, while those in the
move condition cached predominantly in tray B, with a significant condition by tray
interaction. However, subsequent analysis confirmed only that the ‘return birds’
significantly preferred to cache in tray A, while failing to confirm that the ‘move
birds’ significantly preferred to cache in tray B. Thus, this experiment was
considered inconclusive.
Model results. Given that our ‘virtual birds’ learn only from recovering their own
caches, we might expect them to only show tray preferences in the return
condition. However, like the real birds, our ‘virtual birds’ prefer tray A in the return
condition, and tray B in the move condition; see Figure 2.4(c). Although this last
preference seems numerically weaker in the cognitive model, it is still statistically
significant, unlike in the empirical data, due to our much larger sample size. We
find a significant condition by tray interaction, F(1, 198) = 2265.4, p < 0.001, as
well as a significant preference for tray A in the return condition F(1,99) = 11934,
p < 0.001 and for tray B in the move condition, F(1,99) = 84.642, p < 0.001. In
terms of the underlying mechanism, it turns out that in the move condition, our
‘virtual birds’ are not really preferring tray B, but instead avoiding tray A, due to
inhibition of return; see Equation 2.5. In the return condition, this effect is
overpowered by reward learning. In the absence of any positive recovery
experiences, however, inhibition of return drives our ‘virtual birds’ to avoid sites
where they have previously cached, and in the move condition, that includes most
of tray A.

2.4.2

Experiment 2b: Move, New Tray

!

The setup of this experiment by de Kort and co-authors (2007) again involved
movement of caches, but now involving a third, neutral tray. It comprised two
training trials, each consisting of a caching and a recovery session, and a single
test trial, consisting of a caching session only. Every session, four birds were
offered three trays, A, B and C. During the training trials, caching in trays B and C
was not possible, as access to these trays was blocked. However, at recovery, the
Western scrub jays found all their caches moved from tray A to tray B, leaving
trays A and C empty. On the test trial, all three trays were available for caching,
with the results of Figure 2.4(b). There was a significant effect of tray on the
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number of worms cached, and this was due to the fact that both trays B and C
contained more worms than tray A, while not differing from one another.!
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Figure 2.4 Results of Experiment 2: Cache site choice.
Average caches in trays in Experiment 2, with standard errors. Left column: Experiment 2a,
right column: Experiment 2b. Top row: Real birds, de Kort et al. (2007). Middle row:
Standard model, with ‘reward by recovering a cache’. Bottom row: Alternative model, with
‘both punishment and reward by recovering a cache’, with impact = 1.9.

Model results. As can be seen in Figure 2.4(d), our ‘virtual birds’ distribute their
caches much as the real birds did: They cache primarily in trays B and C, and very
little in tray A. This result is due to inhibition of return: Having already cached in
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tray A twice, the ‘virtual birds’ find it unattractive to cache there again. We find a
significant effect of tray on the number of worms cached, F(2,198) = 80.657, p <
0.001, and Tukey post-hoc comparisons confirm that trays A and B contain
significantly different numbers of caches, as do trays A and C, p < 0.001, while
trays B and C do not.

2.4.3

Discussion

Of our original four hypotheses concerning learning – ‘reward by recovering a
cache’, ‘reward by finding any worm’, ‘punishment by finding a cache missing’, and
‘punishment by any failed recovery attempt’ – our cognitive model provides
support for the first, by showing that it is consistent with the empirical data in
these two experiments. The idea that successful recoveries reinforce particular
caching strategies is not new; Clayton and co-authors (2005) already propose it.
However, de Kort and colleagues (2007) discard this explanation because it does
not account for the results of the ‘move, new tray’ experiment. Yet, in our model,
it can, due to the effects of a completely different mechanism: Inhibition of return.
Originally included in the model simply to spread out caching within sessions – real
birds do not cache in the same sites over and over – it unexpectedly turns out to
account for all the results that the ‘reward by recovering a cache’ hypothesis
cannot explain. In the move condition of the ‘return and move’ experiment, the
‘virtual birds’ avoid tray A because they have previously cached there; in the
‘return, new tray’ experiment, the same thing happens. Thus, ‘reward by
recovering a cache’, coupled with inhibition of return, can reproduce all of the
empirical data.
However, within our present framework, ‘reward by recovering a cache’ also seems
to the only hypothesis that can be made to fit. The most interesting alternative to
consider is that of ‘punishment by finding a cache missing’, as it is the one de Kort
and co-authors (2007) seem to favor. They explain the birds’ behavior in these
experiments as inhibited caching in pilfered locations, using a ‘memory at retrieval’
process. The idea is that when the Western scrub jays attempt to recover a cache
and find it missing, they recall the corresponding caching episode, and associate
their current state of frustration with it, which discourages them from caching in
that location again. As a result, the scrub jays learn to avoid trays that are pilfered,
and place their caches in ‘safe’ trays instead. Thus, according to de Kort and
colleagues, the mechanism at work is punishment. However, this cannot account
for the birds’ preference for tray A in the return condition of the ‘return and move’
experiment. Under this assumption, the ‘virtual birds’ learn only from finding their
own caches missing. Therefore, they cannot learn to distinguish between trays A
and B, as they have had no negative experiences with either.
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Similarly, we can also rule out the explanations ‘reward by finding any worm’ and
‘punishment by any failed recovery attempt’. In the ‘move, new tray’ experiment,
the birds only find worms in tray B, so ‘reward by finding any worm’ predicts that
they should also prefer to cache there, which they do not do. The reason for
excluding ‘punishment by any failed recovery attempt’ is more subtle, and we only
discovered it by actually running the model. It has to do with ‘move, new tray’
experiment: At first glance, it seems that if the ‘virtual birds’ learn only through
punishment, they should always cache equally in trays B and C, because they have
only lost caches from tray A. However, when we run an altered version of the
model, where we let the ‘virtual birds’ learn from every failed recovery attempt,
whether or not they have actually cached there, they always show a significant
preference for tray B. This happens because once the ‘virtual birds’ fail to find their
caches in tray A, they start probing the other trays. Then, they invariably
experience more unsuccessful recoveries in tray C than in tray B, because their
own caches have been moved to tray B, while tray C is empty. Only if recovery
attempts are linked to their own caching events can the birds learn to avoid
caching in tray A but treat trays B and C equally.
However, this does not mean that Western scrub jays cannot be learning from
punishment. In particular, our cognitive model is also capable of reproducing the
qualitative patterns evident in these experiments by assuming that it is active in
addition to reward, though only in response to recovery attempts directed at their
own caches. If we continue to fix all parameters at the settings derived for Clark’s
nutcrackers, this model, ‘both punishment and reward by recovering caches’,
cannot do better than Figure 2.4(e),(f). This result is similar to the empirical data,
except that it shows a very weak preference for tray A in the return condition. This
is because the ‘virtual birds’ are now affected by conflicting information; every time
they accidentally revisit a cache site that they have already emptied, tray A
becomes less attractive to cache in. Nevertheless, many slight variations of the
‘both reward and punishment by caches’ model do produce a robust preference for
tray A. For instance, if we change our setting of noise so that the birds make less
revisits to emptied sites, or if we assume that inhibition of return does not operate
across sessions, then we can produce a very acceptable fit; see the Supplementary
Material (§2.6).
Therefore, at present, our cognitive model cannot meaningfully distinguish
between ‘reward by recovering a cache’ and ‘both reward and punishment by
recovering a cache’. The first of these models depends on the assumption that
inhibition of return works across trials, which has some empirical support: When
Kamil and Balda (1985) forced Clark’s nutcrackers to re-use the exact same set of
cache cups, the birds became agitated, and made an unprecedented number of
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caches in ‘out-of-cup’ locations, such as under landmarks. Other studies relevant to
this question have been conducted with parids, the other major family of birds that
stores food. When Male and Smulders (2007) tested coal tits, the birds avoided
caching close to existing caches, but started reusing sites once they had
successfully recovered there. This is consistent with our account of ‘reward
learning’ usually ‘overpowering’ inhibition of return. On the actual question of
‘reward’ versus ‘punishment’, the evidence from parids is equivocal; in one
experiment black-capped chickadees shifted their caching from unsafe to safe
sites, but the setup does not make it possible to determine the mechanism
(Hampton & Sherry, 1994), while in another, the birds failed to show any evidence
of learning at all (Baker & Anderson, 1995), although admittedly they were only
given one trial to do so.

2.5

General Discussion

This chapter demonstrates that a computational cognitive model of corvid caching
and recovery can successfully replicate the outcomes of experiments concerning
recovery behavior and experiments concerning cache site choice. Our ‘virtual birds’
successfully reproduced declines in recovery accuracy, revisits to previously
emptied cache sites, a lack of correlation between caching and recovery order, and
a preference for caching in safe locations. By replicating four different experiments
with one model – and keeping parameters constant – we show the integrative
power of this approach. Of course, merely fitting empirical data is not very
interesting. A computational model is only truly useful if it leads to new insights.
We would claim that our model does that in four ways: It leads to new
interpretations of existing results, it helps clarify the consequences of specific
assumptions, it highlights the need for specific empirical data, and finally, it leads
to testable hypotheses.
First, with regard to new interpretations. In Experiment 1, on recovery behavior,
we show that the declining accuracy of Clark’s nutcrackers might be due to
chance, rather than due to differential memory for different cache sites, as was
previously assumed (Balda, et al., 1986; Kamil, et al., 1993). This seems to be a
useful alternative theory, because the attempt to discover what might make
certain sites more memorable than others has not been successful. Both the
physical characteristics of cache sites (Kamil & Balda, 1990) and the time spent
making them (Kamil, et al., 1999) have so far been ruled out as possible
explanations.
Furthermore, in Experiment 2, on cache site choice, we show that it is likely that
Western scrub jays react to positive recovery experiences when deciding where to
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cache. Originally, the data from this experiment was interpreted as evidence of
scrub jays reacting to ‘punishment’, but not to ‘reward’ (de Kort, et al., 2007). With
our computational model, we show that the latter explanation, ‘reward’, can in fact
account for all the empirical results, provided that the effects of inhibition of return
are also taken into account. This appears to be a novel insight, while still having
empirical support (Kamil & Balda, 1985).
Second, with regard to clarifying the consequences of different assumptions. In the
‘move, new tray’ experiment, it seems that Western scrub jays responding only to
punishment should always cache equally in trays B and C, because they have only
lost caches from tray A. However, running our simulations revealed a
counterintuitive result: If the ‘virtual birds’ learn from every unsuccessful recovery
attempt, they invariably learn to prefer tray B over tray C, because their own
caches have been moved from tray A to tray B, so that they experience more
unsuccessful recoveries in tray C than in tray B.
Third, with regard to highlighting the need for specific experimental data. In
Experiment 2, on cache site choice in Western scrub jays, we show that either
‘reward’, or ‘reward’ and ‘punishment’ working together, can explain the patterns
found in the empirical data. However, the two accounts are distinguished by how
they are affected by other aspects of the birds’ behavior. If scrub jays make a lot
of revisits to emptied sites, then learning by both ‘punishment’ and ‘reward’
becomes very difficult. Too often, the birds incorrectly conclude that a site has
been pilfered, when in fact they have already recovered the worms themselves.
Thus, although ‘revisit tendency’ and ‘learning’ may seem to be two unrelated
issues, our computational model shows that they are in fact intimately related. Our
approach therefore identifies the empirical data necessary to distinguish different
theories.
Finally, with regard to testable hypotheses. If our model’s assumptions are correct,
eliminating declining chance effects should eliminate declining recovery
performance in Clark’s nutcrackers. This was already done in Kamil & Balda
(1990), our Experiment 1b, with the quarters and free condition, but here,
eliminating declining chance effects also eliminated the birds’ control over the
order in which they recovered their caches. Thus, this experiment did not yet
differentiate between our hypothesis, and the idea that Clark’s nutcrackers become
less accurate because they recover their best-remembered caches first. However,
if the ratio of ‘cups containing caches’ to ‘cups not containing caches’ was kept
constant across sessions, without manipulating recovery order, the two accounts
offer different predictions. This could be done, for instance, by randomly closing
more and more empty cups as the number of full cups dwindles. Then, our model
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predicts that recovery accuracy should remain constant, while the ‘differential
memory’ hypothesis predicts that it should decrease.
As far as we are aware, our model represents the first computational approach to
the cognitive aspects of corvid caching. However, both Miller and Shettleworth
(2007) and Dawson and co-authors (2010) present related models of spatial
learning, where subjects must learn to relocate the rewarded corner of an
enclosure. These two models take a very different approach from ours; Miller and
Shettleworth (2007) simulate a single choice rule with changing associative
strengths, while Dawson and colleagues (2010) apply a small neural network to
simulate learning. In contrast, our model explicitly includes memory for past
events, and can easily be used to test the consequences of different behavioral
rules. These are complementary approaches; Miller and Shettleworth (2007) and
Dawson and co-authors (2010) are drawing on formal models of classical
conditioning, while we are inspired by the cognitive architectures built for humans.
Given the new insights already generated, further development of our model
seems worthwhile. At present, it predicts only where corvids should cache or
recover, without considering why they should cache at all. For Western scrub jays,
it seems likely that two motivational systems operate in parallel: One that inflexibly
drives them to cache, irrespective of the outcome, and one that is sensitive to
hunger, learning, and specific satiety (Clayton & Dickinson, 1999b). We can
explicitly simulate such motivational systems, by extending our ‘virtual birds’ with a
‘caching drive’ and a ‘hunger drive’, which together determine their propensity to
cache. In this way, we can extend the model’s applicability, and also use it to
investigate other curious results, such as the fact that scrub jays continue to cache
even if all their worms are pilfered (de Kort, et al., 2007).
However, there is also considerable potential to investigate completely new
cognitive questions. Corvid caching has also been used to study landmark use
(Gould-Beierle & Kamil, 1996), future planning (Raby, Alexis, Dickinson, & Clayton,
2007), and social cognitive skills (Bugnyar & Heinrich, 2005), among others. Many
of these experiments feature experimental setups similar to the ones considered in
this chapter, with discrete sets of cache sites and relatively simple manipulations of
the environment. And because our ‘virtual birds’ already explicitly encode their
caching and recovery experiences in chunks, we can easily extend our model to
experiments where corvids must remember particular configurations of landmarks,
or the identity of specific observers. Therefore, we aim to apply our cognitive
model to such experiments in future.
Another interesting direction might be to use our model to look at the caching and
recovery behavior of parids. Although the caching and recovery behavior of tits
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and chickadees is in many ways similar to that of corvids – they both scatter
hoard, and they both use spatial memory to retrieve caches – there are also many
intriguing differences. Parids, for instance, seem to have much shorter memories
(Balda & Kamil, 1992; Brodin, 2005; Brodin & Kunz, 1997; Hitchcock & Sherry,
1990), and they do not appear to use observational memory to locate the caches
of others (Baker, et al., 1988; Hitchcock & Sherry, 1995), while corvids do
(Bednekoff & Balda, 1996; Watanabe & Clayton, 2007). Attempting to replicate
such results with our ‘virtual birds’ might shed new light on the cognitive
differences between corvids and parids, if any.

2.6

Supplementary Material

In this Supplementary Material, we provide additional robustness data for all of our
experiments, and the results of two kinds of model variations for Experiment 2, on
cache site choice in Western scrub jays. First, we illustrate the effects of different
learning mechanisms; then we present two ways in which the model’s fit of the
empirical data can be improved, assuming that the ‘virtual birds’ learn from both
‘reward’ and ‘punishment’, but only in response to relocating their own caches.

2.6.1

Robustness

In the main text, we present the results of 100 ‘virtual birds’, using the parameter
settings of Table 2.2. In this section, we evaluate the robustness of these results
by looking at smaller, more realistic sample sizes, and by showing the effects of
other parameter combinations.
First, with respect to sample sizes. The original experiments involved between four
and seven birds per condition, but because of the effects of noise, the model’s
performance at these sample sizes varies between runs. Therefore, for each
experiment, we also run 100 groups of ‘virtual birds’ at the original sample sizes,
and report the percentage that show the statistical effects found in the real birds.
Furthermore, we also plot the results of the group that shows the greatest
difference with the empirical data, the model’s ‘worst group’. Second, with respect
to parameters. For each experiment, we show the model’s results with all possible
combinations of values within the ‘range evaluated’ of Table 2.2. As Roberts and
Pashler (2000) point out, the fact that a model with free parameters is capable of
reproducing empirical data is not in itself sufficiently informative. What is equally
important, is to understand how strongly the model predicts the observed results,
and if there are any plausible alternatives that it cannot reproduce.
Experiment 1a: Revisits to Emptied Sites. For this experiment (Balda, et al.,
1986), on revisits to emptied sites, we require the model to show three main
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statistical effects: First, that the ‘virtual birds’ revisit significantly more emptied
sites than expected by chance in at least 25% of sessions (based on the 31%
found in the real birds); second, that their recovery accuracy declines significantly
across sessions, and third, that their recovery accuracy is significantly higher than
chance in at least 75% of sessions (based on the 79% found in real birds).

Effects of smaller sample sizes. When we run 100 groups of four ‘virtual birds’
each, matching the sample size available to Balda and colleagues, we find the
results of Figure 2.5(a). Each required statistical effect is present in at least 75% of
runs. As can be seen in Figure 2.5(b),(c), even the group least like the empirical data
still shows qualitatively similar performance.
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Figure 2.5 Results of running 100 groups of four ‘virtual birds’ for
Experiment 1a.
(a): Percentage of groups that show the required effects of significantly revisiting emptied
sites (rev), decreasing recovery accuracy (dec), and significant recovery accuracy (acc). (b):
Revisits to emptied sites by the ‘worst group’. (c): Recovery accuracy of the ‘worst group’.

Effects of different parameter values. As shown in Figure 2.6, none of the
statistical effects present in this experiment depend strongly on the model’s exact
parameter settings. In Figure 2.6(a), we see that the ‘virtual birds’ make
significantly more revisits to emptied sites than expected by chance as long as
decay – systematic loss of memory strength – and noise – transient sources of
error – are both set reasonably low. Otherwise, the ‘virtual birds’ start making so
many ‘regular’ errors, that a tendency to revisit emptied sites becomes impossible
to detect. In the middle panel, we show that the model predicts a significant
decrease in accuracy as long as noise is set above 0, and in the right panel, that
the ‘virtual birds’ are significantly more accurate than chance in at least 75% of
sessions provided that decay and noise are not both set very high.
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Figure 2.6 Effects of different parameter values for Experiment 1a.
Open circles – meeting criterion; gray circles – failing criterion. (a): Revisits to emptied
sites. (b): Decreasing recovery accuracy. (c): Significant recovery accuracy.

Experiment 1b: Manipulating Recovery Order. For this experiment (Kamil &
Balda, 1990), involving the quarters and free condition, we require the model to
show three main statistical effects: First, that there is a significant condition by
session interaction effect on recovery accuracy; second, that there is a significant
condition by session interaction effect on modified recovery accuracy, as calculated
according to Equation 2.9, and third, that there is no correlation between caching
and recovery order in more than 10% of sessions.

Effects of smaller sample sizes. When we run 100 groups of seven ‘virtual
birds’ each, matching the sample size available to Kamil and Balda, we find the
results of Figure 2.7(a). The condition by session interaction effect on modified
recovery accuracy is most affected by the smaller sample size, as it only occurs in
about 60% of runs. Nevertheless, as can be seen in Figure 2.7(b),(c), even the group
that is least like the empirical data still shows qualitatively similar performance.
Effects of different parameter values. As shown in Figure 2.8, the statistical
effects present in this experiment are robust with regard to variations in the
model’s parameter settings. As long as noise is not set very low, the ‘virtual birds’
usually show behavior that is qualitatively similar to that of the real Clark’s
nutcrackers. The only exception is when decay and noise are simultaneously set
high; then the required condition by session interaction effect on modified recovery
accuracy occasionally disappears; see Figure 2.8(b). When there is both a lot of
memory loss, and a lot of transient error, modified recovery accuracy drops so low
that the difference between conditions disappears.
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Figure 2.7 Results of running 100 groups of seven ‘virtual birds’ for
Experiment 1b.
(a): Percentage of groups that show the required condition by session interaction effect on
recovery accuracy (acc), the condition by session interaction effect on modified recovery
accuracy (mod), and the lack of correlation between caching and recovery order (cor). (b)
and (c): Quarters and free condition accuracy of the ‘worst group’.
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Figure 2.8 Effects of different parameter values for Experiment 1b.
Open circles – meeting criterion; gray circles – failing criterion. (a): Condition by session
interaction effect on recovery accuracy. (b): Condition by session interaction effect on
modified recovery accuracy. (c): Lack of correlation between caching and recovery order.

Experiment 2a: Return and Move. For this experiment (de Kort, et al., 2007),
with the return and move conditions, we require the model to show three main
statistical effects: First, a significant condition by tray interaction effect on the
number of worms cached; second, a significant preference for caching in tray A in
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the return condition, and third, a significant preference for caching in tray B in the
move condition.

Effects of smaller sample sizes. When we run 100 groups of four ‘virtual birds’
each, the original experiment’s sample size (de Kort, et al., 2007), we find the
results of Figure 2.9(a). The first two required effects are present in 100% of runs.
The third required effect, a significant preference for tray B in the move condition,
is present in only 13% of runs. However, this corresponds to the empirical data,
where this preference was also not significant. Only 5% of our runs show tray
preferences in the wrong direction, with the ‘virtual birds’ preferring tray A over
tray B in the move condition, and this preference is never significant. Figure 2.9(c)
plots the ‘worst’ of these runs, the one most different from the empirical data.
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Figure 2.9 Results of running 100 groups of four ‘virtual birds’ for
Experiment 2a.
(a): Percentage of groups showing the required condition by tray interaction (cxt), a
significant preference for tray A in the return condition (A), and a significant preference for
tray B in the move condition (B). (b): Average caches in trays by the real birds (de Kort, et
al., 2007), with standard errors. (c): Average caches in trays by the model’s ‘worst group’,
with standard errors.

Effects of different parameter values. Of the 2541 parameter combinations
within Table 2.2’s range of values, 54% produce the required condition by tray
interaction effect, plus a significant preference for tray A in the return condition,
and for tray B in the move condition. When the model fails to fit, this is often
because either decay or noise is set very high, or because impact is set very low.
When the ‘virtual birds’ experience either high memory loss, or high transient
error, the working of inhibition of return is disrupted, and the ‘virtual birds’ fail to
prefer tray B in the move condition. When the cognitive model learns very little
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from every recovery attempt, reward learning is weaker than inhibition of return,
and the ‘virtual birds’ fail to prefer tray A in the return condition, or even come to
prefer tray B. However, such incorrect tray preferences develop only very rarely,
and only when impact is set at 0.1 or 0. See Figure 2.10, which shows ‘slices’ of
the model’s parameter space, at three different settings of impact.
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Figure 2.10 Effects of different parameter values for Experiment 2a.
Open circles – significant condition by tray interaction effect, and correct tray preferences,
light gray circles – failure to prefer tray B in the move condition, medium gray circles –
failure to prefer tray A in the return condition, darkest circles – unlike the real birds,
significant preference for tray B in the return condition.

Experiment 2b: Move, New Tray. For this experiment (de Kort, et al., 2007),
with three trays, we require the model to show three main statistical effects: First,
a significant effect of tray on the number of worms cached; second, significantly
more worms in tray A than in tray B; third, significantly more worms in tray A than
in tray C, and fourth, no significant difference in the number of worms in tray B
and in tray C.

Effects of smaller sample sizes. When we run 100 groups of eight ‘virtual birds’
each, to mimic the original experiment’s sample size of running four birds twice
(de Kort, et al., 2007), we find the results of Figure 2.11(a). The first required
effects are present in nearly 100% of runs, and the lack of difference between
trays B and C shows up in 78% of groups; in the other 22% of groups, the
preferences go in both directions. The ‘worst group’, the one that is most different
from the empirical data, is plotted in Figure 2.11(b), showing a preference for tray
C over tray B.
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Figure 2.11 Results of running 100 groups of eight ‘virtual birds’ for
Experiment 2b.
Left: Percentage of groups showing the required effect of tray (tray), significantly different
numbers of caches in trays A and B (AB), significantly different numbers of caches in trays A
and C (AC), and the same number of caches in trays B and C (BC); right: Average caches in
trays by the real birds, de Kort et al. (2007), and the model’s ‘worst group’, with standard
errors.

Effects of different parameter values. Of the 2541 parameter combinations
within Table 2.2‘s range of values, 59% produce all the required patterns. Another
30% do not show the effect of tray, and the final 10% show one or more incorrect
post-hoc comparisons. The effect of tray disappears when either noise or decay is
set very high, so that inhibition of return is disrupted, causing the ‘virtual birds’ to
fail to avoid tray A. The 10% of runs that develop incorrect tray preferences are
distributed more evenly across the model’s parameter space. These discrepancies
seem to be due to chance, rather than specific parameter combinations. This is
illustrated in Figure 2.12, which shows ‘slices’ of the model’s parameter space, at
three different settings of impact. As Figure 2.12 also shows, the setting of impact
has no effect on these results; that is because the ‘virtual birds’ learn only from
recovering their own caches, and this experimental setup does not give them that
opportunity.
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Figure 2.12 Effects of different parameter values for Experiment 2b.
Open circles – significant effect of tray, and correct tray preferences, gray circles – no effect
of tray, dark gray circles –incorrect tray preferences.

Discussion. As can be seen in Figure 2.5, Figure 2.7, Figure 2.9 and Figure 2.11,
our model usually shows the correct statistical effects when run with smaller
sample sizes, but not always. This seems acceptable, because real birds also show
variable behavior. For instance, in the case of Clark’s nutcrackers, although
recovery accuracy often decreases across sessions (Balda, et al., 1986; Kamil &
Balda, 1990), there is at least one study that finds the opposite (Kamil & Balda,
1985). Furthermore, our model is also robust with respect to changes in its
parameter values; see Figure 2.6, Figure 2.8, Figure 2.10 and Figure 2.12. For
Experiment 1, as long as noise and decay are kept reasonably low, all required
statistical effects are nearly always present. One effect, in particular, is extremely
robust: As long as noise is set above zero, our ‘virtual birds’ always show a
significant decrease in recovery accuracy. For Experiment 2, a similar story holds:
As long as impact is sufficiently high, and noise and decay are sufficiently low, all
required statistical effects are nearly always present. This means that Roberts and
Pashler’s (2000) robustness requirements are being met. On the one hand, most
effects are generated by the model irrespective of its exact parameter settings. On
the other hand, it is not so flexible that it can fit any result at all, because there is
one plausible alternative – constant recovery accuracy, as once found in Kamil &
Balda (1985) – that it cannot possibly reproduce.

2.6.2

Model Variations

In the main text, we discuss various learning options for Experiment 2, on cache
site choice in Western scrub jays, and explain that we can only fit all of the
empirical data if we let our ‘virtual birds’ experience ‘reward’, or both ‘reward’ and
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‘punishment’, but in both cases, only in response to relocating their own caches,
rather than in response to any worm they happen to find. In Figure 2.13, we
present the results of all possible combinations of such assumptions, as mentioned
in the main text: ‘Reward’ by recovering a cache, ‘reward’ by finding any worm,
‘punishment’ by finding a cache missing, ‘punishment’ by any failed recovery
attempt, both ‘reward’ and ‘punishment’ with respect to caches, and both ‘reward’
and ‘punishment’ by any worm.
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Figure 2.13 Averages caches in trays for Experiment 2:
Varying learning options.
Left column: Experiment 2a; right column: Experiment 2b. Top row: Real birds, de Kort et
al. (2007); others: Models using different learning options.
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These graphs were generated using the same procedure as described in the
Method section (§2.2) under ‘Comparing to empirical data’: We average the results
of 100 ‘virtual birds’, with the decay parameter d and the noise parameter n kept
the same as in Experiment 1, on recovery behavior, and the impact parameter i fit
to the results of Experiment 2a, on ‘move and return’; see Table 2.3 for the
resulting parameter settings.
Table 2.3 Parameter values for different learning options.
decay, d

noise, n

impact, i

‘reward by caches’

0.2

2

0.9

‘reward by any worms’

0.2

2

0.8

‘punish by caches’

0.2

2

0.1

‘punish by any worms’

0.2

2

0.2

‘both by caches’

0.2

2

1.9

‘both by any worms’

0.2

2

1.9

As Figure 2.13 shows, only ‘reward by recovering caches’ and ‘both reward and
punishment by recovering caches’ successfully reproduce all the patterns in the
empirical data. The latter of these models, however, shows only a very weak
preference for tray A in the return condition of the ‘return and move’ experiment.
This is because the ‘virtual birds’ are now affected by conflicting information; every
time they accidentally revisit a cache site that they have already emptied, tray A
becomes less attractive to cache in. If we aim to keep the model the same as for
the Clark’s nutcrackers in Experiment 1, on recovery behavior, this fit cannot be
improved. However, if we allow noise to vary freely, we can set it lower, so that
the ‘virtual birds’ make less revisits to emptied sites, and thus suffer from less
conflicting information; see Figure 2.14(c),(d). Similarly, if we assume that inhibition
of return does not operate across trials, then ‘reward’ learning does not have to be
as strong to produce a preference for tray A, and we can get the results of Figure
2.14(e),(f). For the parameter settings used, see Table 2.4.
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Figure 2.14 Averages caches in trays for Experiment 2:
Varying noise and inhibition.
Left column: Experiment 2a; right column: Experiment 2b. Top row: Real birds, de Kort et
al. (2007). Middle and bottom row: Models varying different constraints.

Table 2.4 Parameter values for altered models.
decay, d

noise, n

impact, i

‘both by caches’, low noise

0.2

0.5

0.9

‘both by caches’, less inhibition

0.2

2

2
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Corvid Re-Caching Without ‘Theory
of Mind’: A Model
Abstract
Western scrub jays are thought to use many tactics to protect their caches.
For instance, they predominantly bury food far away from conspecifics, and if
they must cache while being watched, they often re-cache their worms later,
once they are in private. Two explanations have been offered for such
observations, and they are intensely debated. First, the birds may reason
about their competitors’ mental states, with a ‘theory of mind’; alternatively,
they may apply behavioral rules learned in daily life. Although this second
hypothesis is cognitively simpler, it does seem to require a different, ad-hoc
behavioral rule for every caching and re-caching pattern exhibited by the
birds. Our new theory avoids this drawback by explaining a large variety of
patterns as side-effects of stress and the resulting memory errors. Inspired
by experimental data, we assume that re-caching is not motivated by a
deliberate effort to safeguard specific caches from theft, but by a general
desire to cache more. This desire is brought on by stress, which is
determined by the presence and dominance of onlookers, and by
unsuccessful recovery attempts. We study this theory in two experiments
similar to those done with real birds with a kind of ‘virtual bird’, whose
behavior depends on a set of basic assumptions about corvid cognition, and
a well-established model of human memory. Our results show that the
‘virtual bird’ acts as the real birds did; its re-caching reflects whether it has
been watched, how dominant its onlooker was, and how close to that
onlooker it has cached. This happens even though it cannot attribute mental
states, and it has only a single behavioral rule assumed to be previously
learned. Thus, our simulations indicate that corvid re-caching can be
explained without sophisticated social cognition. Given our specific
predictions, our theory can easily be tested empirically.

A version of this chapter previously appeared as:
van der Vaart, E., Verbrugge, R. & Hemelrijk, C.K. Corvid re-caching
without ‘theory of mind’: A model. PLoS ONE, 7, e32904.
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3.1

Introduction

Over the last decade, the social cognition of corvids – the extended family of crows
– has been the subject of much scientific attention. Experiments have shown, for
instance, that Clark’s nutcrackers can use human cues to find food (Tornick, et al.,
2011), that pinyon jays can reason about social hierarchies (Paz-y-Mino, et al.,
2004), and that rooks can cooperate to obtain rewards (Seed, Clayton, & Emery,
2008). Most impressive are the behaviors that ravens (Bugnyar, 2011; Bugnyar &
Heinrich, 2005, 2006; Bugnyar & Kotrschal, 2002) and Western scrub jays (Dally,
et al., 2004, 2005a; Dally, Emery, et al., 2006; Emery & Clayton, 2001; Emery, et
al., 2004; Stulp, et al., 2009) display in the context of caching. Like most corvids,
these species hide food under ground, saving it for later. However, items may be
stolen by conspecifics that saw the caching occur. This could create an incentive
for the birds to be sensitive to the visual perspectives of others (Grodzinski &
Clayton, 2010), and many results appear to confirm that they are.
When pilfering, if two ravens are present at a caching event, the more subordinate
one pilfers faster if the cache site was within the dominant one’s field of vision,
and thus likely to be stolen, than if the cache site was not (Bugnyar & Heinrich,
2005). Similarly, when a raven is shown two cache sites in front of a competitor, it
first raids the cache that the competitor also had a line of sight to, and only then
the other (Bugnyar, 2011). When caching, corvids bury most of their items far
away from onlookers, and behind barriers (Bugnyar & Kotrschal, 2002; Dally, et
al., 2005a; Dally, Emery, et al., 2006). Furthermore, Western scrub jays often recache their worms later, when they are in private, if they were forced to cache in
the presence of others (Dally, et al., 2004, 2005a; Dally, Emery, et al., 2006;
Emery & Clayton, 2001; Emery, et al., 2004).
The two explanations that have been offered for these results are the subject of
intense debate (Grodzinski & Clayton, 2010; Penn & Povinelli, 2007; Shettleworth,
2010a). First, the birds could be reasoning about the mental states of their
competitors (Grodzinski & Clayton, 2010). A scrub jay might infer that other birds
intend to steal its worms, and that if others see it caching they will know where its
worms are. Furthermore, a scrub jay could realize that caching far away from
onlookers makes it difficult for them to see its caches, and that re-caching when
alone will ensure that they no longer know the locations of its items. According to
this hypothesis, scrub jays thus have some elements of a ‘theory of mind’.
Alternatively, the birds could be applying behavioral rules that they have learned
previously, from experience in daily life (Penn & Povinelli, 2007). For instance,
through cache interruptions, ravens could learn the rule ‘cache far away from
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onlookers’ (Schloegl, Kotrschal, & Bugnyar, 2007): The nearer conspecifics are, the
greater the likelihood that one of them will try to take the food the cacher is trying
to bury. In this way, the birds could learn that the proximity of conspecifics implies
cache loss, and should therefore be avoided. However, they might also learn rules
that are more complex; for example, they might associate ‘a specific competitor’s
line of sight in the past’ with ‘a general feeling of unease’ regarding a particular
cache site.
A reason to favor this ‘prior learning hypothesis’ is that it seems cognitively simpler
than ‘theory of mind’; it does not require corvids to be capable of mental state
attribution, which is a controversial claim for all species other than humans
(Andrews, 2005; Call & Tomasello, 2008; Penn & Povinelli, 2007; Shettleworth,
2010a). However, as Tomasello and Call (Tomasello & Call, 2006) have argued, a
weakness of current accounts that depend on prior learning is that almost every
experimental result has to be explained by its own ad-hoc behavioral rule, acquired
in some hypothetical past situation; see, for instance, Penn and Povinelli (Penn &
Povinelli, 2007). Furthermore, for some of the more complex re-caching patterns
exhibited by Western scrub jays, it is difficult to imagine prior learning scenarios
that are plausible. For instance, in two studies (Dally, et al., 2005a; Dally, Emery,
et al., 2006), the birds not only preferred to cache far away from conspecifics;
hours later, when they were alone, they also re-cached more of what they had
cached close to other birds. To learn this, the birds would have to remember the
distances between cache sites and onlookers, and also relate these distances to
pilfering rates. This seems cognitively complex, especially for scrub jays in small
aviaries (Dally, et al., 2005b), where the effect of distance is likely to be small, and
thus, difficult to detect.
Therefore, our aim is to develop a cognitively simple theory that can explain the
re-caching behavior of Western scrub jays without these drawbacks. We do this by
taking our existing computational model of corvid cognition, as we have already
shown that it generates caching behavior that resembles that of real corvids
(Chapter 2). In the present chapter, we extend this model with a single behavioral
rule assumed to be previously learned – a preference for caching far away from
conspecifics – and a new set of assumptions related to stress. The model consists
of a ‘virtual bird’. Its basic behavior is driven by a memory system, based on
broadly validated, similar models built for humans (Anderson, et al., 2004;
Anderson & Schooler, 1991); for previous applications to other species, see
(Harrison & Trafton, 2009; Wood, Leong, & Bryson, 2004). It stores one integrated
memory of every act of caching and recovery (Clayton, Yu, et al., 2001), and the
more often, and the more recently, it has cached or recovered at a particular site,
the stronger that memory will be (Anderson & Schooler, 1991). The stronger its
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memory of having cached somewhere, the lower its tendency to cache there
again, and the higher its tendency to recover there later. Similarly, the stronger its
memory of having recovered somewhere, the lower its tendency to recover there
again.
With regards to our model extensions related to stress, we assume that stress
causes increased caching and, as a special case, increased re-caching. This is
inspired by work explicitly linking stress to caching (Pravosudov, 2003), based on
the observation that birds cache more when faced with poor habitat quality (Hurly,
1992; Lucas & Zielinski, 1998; Pravosudov & Grubb, 1997; Wein & Stephens,
2011) and light body weight (Lucas, Freeberg, Egbert, & Schwabl, 2006; Lucas,
Peterson, & Boudinier, 1993; Lucas & Walter, 1991). Along the same lines, we
interpret it as a sign of stress that Western scrub jays often cache (Emery &
Clayton, 2001; Emery, et al., 2004) and re-cache (Dally, et al., 2005a) more when
watched. Such enhanced caching in the presence of conspecifics has also been
reported for Eurasian jays (Bossema & Pot, 1979), although the opposite pattern
has also been found, for both Eurasian jays (Goodwin, 1956) and other species of
corvid (Bugnyar, 2007; James & Verbeek, 1983). Here, we focus on scrub jays,
and thus, to mimic their behavior, we make our ‘virtual bird’ re-cache more when it
is watched. We also make it re-cache more if the spectator is dominant than if it is
subordinate, as we assume that the former evokes more stress. Furthermore, we
posit that, in recovery sessions, finding caches missing is a source of stress, and
this, accordingly, makes our ‘virtual bird’ re-cache more.
We investigate the consequences of these assumptions by exposing our ‘virtual
bird’ to simulated versions of two experiments. The first compares caching in front
of a conspecific to caching alone, as done in an experiment by Emery and Clayton
(Emery & Clayton, 2001); the second concerns the effects of distance and the
dominance of onlookers, as tested by Dally, Emery and Clayton (2006). We show
that in both cases, our ‘virtual bird’ acts as the real birds did.

3.2

Results

The experiments that we simulated consisted of one caching session and one
recovery session, in which the Western scrub jays were tested individually, in their
home cages (Dally, Emery, et al., 2006; Emery & Clayton, 2001). In a caching
session, the scrub jays were given a bowl of worms, and ice cube trays to cache
in. After caching, both were removed. The birds were left without any food until
the recovery session, several hours later. At that point, they were mildly hungry,
and their trays were returned to them. For each experiment, we ran one hundred
simulations at the original sample size, and we created as many ‘virtual birds’ as
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there were real birds. We averaged the results for each run, and calculated the
discrepancy with the empirical data. Further analysis was done on the run closest
to the average discrepancy (Dally, Emery, et al., 2006; Emery & Clayton, 2001).
The model has three adjustable parameters: d, governing how quickly memories
decay, n, specifying the noise in their likelihood of recall, and st, determining the
stress threshold at which recovering ‘virtual birds’ re-cache. They were kept
constant across experiments, and set so that the performance of the ‘virtual birds’
matched that of the real birds. Our results were robust, and depended only mildly
on the model’s exact parameter values; see the Supplementary Material (§3.5).

3.2.1

Experiment 1: Watched by a Conspecific

Emery and Clayton (Emery & Clayton, 2001) investigated whether Western scrub
jays change their re-caching behavior in response to being watched at caching.
This was tested in two different ways. First, the birds were given three trials ‘with
onlooker’ and three trials ‘in private’. On ‘with onlooker’ trials, the cachers could
see a bird in an adjacent cage; on ‘in private’ trials, the cachers could not. At
recovery, they were always in private. The result was that the scrub jays re-cached
a significantly larger proportion of their worms on the ‘with onlooker’ trials than the
‘in private’ ones (Figure 3.1(a)). In a second setup, the same birds received two
trials where they could cache in two trays, one after the other. While caching in
one of the trays, there was a conspecific present; while caching in the other, there
was not. Several hours later, both trays were returned simultaneously, and the
birds could recover in private. It was found that they re-cached a significantly
larger proportion of their worms from the ‘with onlooker’ tray than the ‘in private’
tray (Figure 3.1(b)).
These results seem to suggest that the Western scrub jays remembered whether
they had been watched or not, and then re-cached in order to protect themselves
from future theft (Emery & Clayton, 2001). However, our ‘virtual birds’ behaved
similarly, without recalling the social context (Figure 3.1). The ‘virtual birds’ recached more on the trials where they had been watched during caching than on
the trials where they had not been (Wilcoxon matched-pairs test, n = 7, V = 0, p
= 0.03; Figure 3.1(a)), and they re-cached more from the tray in which they had
cached with an onlooker, than from the tray in which they had cached alone
(Wilcoxon matched-pairs test, n = 7, V = 0, p = 0.02; Figure 3.1(b)). In the model,
this is due to memory errors. In the caching session, watched ‘virtual birds’ already
re-cached, because they were stressed by the presence of the spectator.
Consequently, in the recovery session, they remembered caching in many more
sites than actually contained worms. This confusion of their memory caused them
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to experience more failed recovery attempts, which in turn caused them to be
more stressed – and thus, to re-cache more.

(a) different trials

(b) different trays

proportion re-cached

0.75
with onlooker
in private

with onlooker
in private

0.50
0.25
0.00

real birds

model

real birds

model

Figure 3.1 Re-Caching in Experiment 1: Watched by a Conspecific.
Average proportion of caches re-cached, real birds (Emery & Clayton, 2001) and
computational model, with standard errors. (a): Alternating ‘with onlooker’ and ‘in private’
trials. (b): At recovery, ‘watched’ and ‘in private’ trays presented together.

3.2.2

Experiment 2: Onlooker Distance and Social Status

Dally, Emery and Clayton (Dally, Emery, et al., 2006) investigated whether
Western scrub jays could take into account the proximity of another bird, as well
as its social status. To test this, the birds were allowed to cache in three different
conditions: Either in front of a dominant onlooker, in front of a subordinate
onlooker, or in private, with an opaque partition separating them from a neighbor.
In each case, they were offered two ice cube trays to cache in, one near the
adjacent bird, and one farther away. It was found that the cachers preferred to
cache in the far tray when watched – either by a dominant or by a subordinate –
but that they showed no preference when alone. Furthermore, during the recovery
session, they re-cached a greater proportion of their worms in the ‘dominant
onlooker’ condition than in either of the other two. When they had been watched,
the birds also seemed to re-cache specifically from the near tray (Figure 3.2(a),
Figure 3.2(b)), although the sample size was too small for statistical analysis.
These results seem to suggest that the re-caching behavior of the birds depended
on their memory of the social status of the onlooker, but our ‘virtual birds’
remember only the locations of cache sites. Nevertheless, like in the empirical
data, we found a difference in re-caching rates between conditions (Friedman’s
analysis of variance, n = 9, !22 = 11.67, p < 0.01). This was because the ‘virtual
birds’ re-cached more when they had been watched by a dominant than by a
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subordinate (Wilcoxon matched-pairs test, n = 9, V = 28, p = 0.02), or than when
they had been alone (Wilcoxon matched-pairs test, n = 9, V = 0, p < 0.01).

(a) dominant

(b) subordinate

(c) in private

near tray
far tray

near tray
far tray

near tray
far tray

proportion re-cached

1.00
0.75
0.50
0.25
0.00

real birds

model

real birds

model

real birds

model

Figure 3.2 Re-Caching in Experiment 2,
‘Onlooker Distance and Social Status’.
Average proportion of caches re-cached per tray, with standard errors, real birds (Clayton,
et al., 2007; Dally, Emery, et al., 2006) and computational model, with standard errors,
after caching with a dominant onlooker (a), a subordinate onlooker (b), or in private (c).

This occurred because we made our ‘virtual birds’ more stressed by dominant
onlookers than by subordinate ones, and this caused them to re-cache more
during the caching session with the ‘dominant onlooker’. This increased re-caching
during the caching session caused their memories to be more confused during the
recovery session, which in turn caused them to experience more recovery failures.
In our model, such recovery failures cause stress, and stress causes re-caching, so
this caused the ‘virtual bird’ to re-cache more during the recovery session as well.
Furthermore, like the real birds, the ‘virtual bird’ re-cached proportionally more
from the ‘near tray’ when it had been watched (Figure 3.2(a),(b)), but not when it
had been in private (Figure 3.2(c)). This was due to the fact that it avoided the
proximity of others at caching, which we assume to have been learned from daily
life. As a consequence, the likelihood of successfully recovering from the ‘near tray’
was statistically smaller, because there were fewer worms in it. Therefore, the
‘virtual bird’ experienced more recovery failures in the ‘near tray’, which caused a
higher level of stress to be associated with that tray, and thus more re-caching.

3.3

Discussion

The re-caching behavior of our ‘virtual birds’ was similar to that of the Western
scrub jays. However, the ‘virtual birds’ lacked ‘theory of mind’, and had only a
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single behavioral rule that was assumed to be due to prior learning: A preference
for caching far away from conspecifics. In the recovery session, the ‘virtual birds’
did not remember who had watched them, nor how close cache sites had been to
an onlooker, nor whether they had been watched at all. Nevertheless, they
displayed various behaviors typically interpreted as indicators of ‘cache protection’:
They re-cached more after being watched than after being alone, they re-cached
more after caching with a dominant conspecific than after caching with a
subordinate one, and they re-cached a larger proportion of the worms cached
closer to an onlooker than of the worms cached farther away. To summarize, these
results can be explained as follows: The more the ‘virtual bird’ was stressed at
caching, the more it re-cached during the caching session, and the more its
memory was confused later, during the recovery session. The more its memory
was confused at recovery, the more often it expected to find worms in sites that
were empty; the more it experienced such recovery failures, the more stressed it
was, and the more it re-cached. Similarly, the less it had cached in a particular
tray, the lower its likelihood of successfully recovering there; the more it failed, the
more stressed it was, and the more it re-cached.

3.3.1

Empirical Predictions

One beneficial aspect of simulation models is that they can generate empirical
predictions that can be tested easily (Bryson & Leong, 2007; Puga-Gonzalez,
Hildenbrandt, & Hemelrijk, 2009). We list four. First, we predict that birds that recache more during the recovery session must have also re-cached more during the
caching session. After all, it is this re-caching during the caching session that
causes the ‘virtual birds’ to experience memory confusion at recovery, and it is the
memory confusion that, through stress, causes the re-caching; thus, without
increased re-caching during the caching session, our whole explanation breaks
down. For the vast majority of experiments, its presence or absence is not
reported (Dally, et al., 2004; Dally, Emery, et al., 2006; Emery & Clayton, 2001;
Emery, et al., 2004). Second, we predict that in a recovery session, the birds start
re-caching only after a number of recovery failures. If that is not the case, then it
cannot be stress from recovery failures that causes re-caching. Third, we predict
that Western scrub jays must always re-cache proportionally more from emptier
trays. So, if scrub jays are forced to cache more worms in one tray than in
another, they should also re-cache more from the emptier tray. Finally, we predict
that any cause of stress should produce enhanced re-caching, irrespective of the
social context. For instance, if some of a bird’s caches are removed by an
experimenter before its tray is returned, then we predict that it should re-cache
more. Although experiments that include cache removal have frequently been
done (Clayton & Dickinson, 1998; Clayton, Yu, et al., 2001; Clayton, et al., 2003;
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de Kort, et al., 2007), whether this causes the scrub jay to re-cache at recovery is
not reported.

3.3.2

Other Experiments on the Social Cognition of
Western Scrub Jays

Other experiments on the social cognition of Western scrub jays can also be
interpreted within our framework. For instance, the fact that scrub jays use
shadows (Dally, et al., 2004) and barriers (Dally, et al., 2005a) to protect their
caches can be captured by a slight rephrasing of the rule ‘prefer to cache far away
from onlookers’ to the more general version ‘prefer to cache where onlookers are
difficult to see’, and this can also be assumed to have been previously learned.
Then, like in our current simulations, selective re-caching from ‘riskier’ trays would
be due to the stress caused by those trays containing fewer worms. Other results
require additional rules to be added to our model. For instance, scrub jays (Dally,
Emery, et al., 2006) seem to take into account which caches have been seen by
which onlookers. Thus, it seems that corvids do remember who was present during
caching, unlike our ‘virtual birds’. However, this does not imply that they have
‘theory of mind’. Instead, it could be that the onlooker’s presence triggers the
subject’s memory of the stress it felt during caching, and that this causes it to recache the associated caches, without any specific intent to prevent those worms
from being stolen by that onlooker. With regards to scrub jays, one final result to
consider is the fact that only experienced pilferers appear to re-cache. This has
been described as a case of experience projection, ‘it takes a thief to know a thief’
(Emery & Clayton, 2001). An alternative explanation is that corvids usually do not
feel threatened by onlookers in neighboring cages, because such onlookers cannot
actually reach their worms. In that case, maybe only birds that have pilfered find it
stressful to be watched by an adjacent bird, because only they have experienced
that trays can be moved between cages. Thus, our hypothesis that stress drives
re-caching can also be extended to account for this result.

3.3.3

Why Cache More While Being Watched?

Although our model is built upon the observation that Western scrub jays often
cache more when conspecifics are present (Dally, et al., 2005a; Emery & Clayton,
2001; Emery, et al., 2004), it is still an open question why they do so, especially
given that other species of corvid usually show the opposite pattern (Bugnyar,
2007; Clary & Kelly, 2011; Goodwin, 1956; James & Verbeek, 1984). Clark’s
nutcrackers, for instance, have been shown to cache less when being watched
than when not (Clary & Kelly, 2011). Clary and Kelly (Clary & Kelly, 2011)
speculate that this species difference might be due to the fact that Western scrub
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jays are more social than Clark’s nutcrackers, and thus might consider the task to
be cooperative. However, it seems unlikely that this is the case; if scrub jays
consider the task to be cooperative, it is difficult to explain why they prefer to
cache far away from conspecifics (Dally, et al., 2005a). Alternatively, one could
argue that for social birds it is not always feasible to inhibit caching until alone;
they might have to settle for ‘compensating’ future cache theft, rather than
avoiding it. Whether birds employ one strategy or the other – ‘cache more while
watched’ or ‘cache less while watched’ – might also depend on individual
experience, and the specific situation. This would explain why both enhanced
(Bossema & Pot, 1979) and reduced (Goodwin, 1956) caching have been found for
Eurasian jays, and corresponds well with the observation that ravens gradually
acquire some of their ‘cache protection techniques’ during development (Schloegl,
Kotrschal, & Bugnyar, 2007).

3.3.4

The Larger Debate

In terms of the larger debate on the social cognition of corvids, our results offer a
way to explain the re-caching behavior of Western scrub jays without ‘theory of
mind’, and without ‘prior learning’ of many different behavioral rules. Importantly,
our account captures three different re-caching patterns – based on onlooker
presence, dominance and distance – within a single explanatory framework. Thus,
our account of corvid re-caching avoids Tomasello and Call’s objection to ‘less
cognitive’ theories of chimpanzee social behavior – that there seem to be so many
of them, with a different ad-hoc rule explaining every single result (Tomasello &
Call, 2006). Of course, our simulations do not imply that scrub jays are not
reasoning about the mental states of others; only that such reasoning is not
necessary to produce the results of these specific experiments. That leaves many
other aspects of corvid cognition to be explored by our model, even if we confine
ourselves to studies of caching. Within the social realm, we could focus on the
flexible pilfering strategies of ravens (Bugnyar, 2011; Bugnyar & Heinrich, 2005,
2006), or the suppressed caching of Clark’s nutcrackers in the presence of
conspecifics (Clary & Kelly, 2011). Beyond that, there are intriguing results on
‘mental time travel’ in scrub jays (Clayton & Dickinson, 1999a; Correia, Dickinson,
& Clayton, 2007; Raby, et al., 2007), magpies (Zinkivskay, et al., 2009) and
Eurasian jays (Cheke & Clayton, 2011); these three species appear able to recall
the ‘what-where-when’ of specific past events (Clayton & Dickinson, 1999a;
Zinkivskay, et al., 2009), and to plan for specific future desires (Correia, et al.,
2007; Raby, et al., 2007). These are experiments we hope to address in future.
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3.4

Method

To compare our simulations to the behavior of real birds, we use the same
statistical tests as in the empirical works (Dally, Emery, et al., 2006; Emery &
Clayton, 2001). Alpha is set at 0.05, and all tests are two-tailed. Our simulations
are implemented in a Java program. Conceptually, the program consists of a setup
model, a simulator model, and a cognitive model. The setup model keeps track of
the state of the ‘physical world’ in the original experiments: What ice cube trays
are available, how many worms are cached where, and so on. The simulator model
runs the experiments: It ensures that the cognitive model and the setup model are
initialized, that the right number of caching and recovery sessions are conducted,
and that data is collected for further analysis. The cognitive model is the ‘virtual
bird’; it consists of behavioral rules Figure 3.3, which determine how decisions are
made, and memory chunks, on which decisions are based.

3.4.1

Memory Chunks

All caching and recovery events are explicitly encoded in memory, in chunks. A
chunk’s type refers to whether it was a caching or recovery event, and its location
refers to the associated cache site. In the case of a recovery event, a chunk also
records success, which refers to whether or not a cache was actually found. Thus,
a chunk is a memory of a particular kind of experience – caching in a site,
successfully recovering there, or unsuccessfully recovering there. Every time a
‘virtual bird’ experiences one of these events, it creates the appropriate chunk, and
encodes it in memory. If the appropriate chunk already exists, it receives an
update instead. These updates help determine its activation, or ‘memory strength’.
A chunk h’s activation Ah depends on its recency and frequency of use, as specified
by Equation 3.1, where tj represents the elapsed time t since use j of chunk h, and
d is a decay parameter (Table 3.1). This equation is adapted from ACT-R, a
computational model designed to study human cognition (Anderson, 2007;
Anderson & Schooler, 1991).

Ah = # t j
j

"d

Equation
3.1

For the purpose of computing the activations of chunks, time is measured in steps.
Every cache or recovery event counts as one step, and time outside of the
experimental sessions! is not considered. Although real animals definitely
experience memory loss over time, our approach still seems reasonable: The
recovery accuracy of Western scrub jays appears to decrease only after retention
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intervals of several days, not the several hours used in these experiments (Clayton,
et al., 2003).
in a
caching session:

in a
recovery session:

calculate cache
attraction for every site
(Eq. 3.4)

repeat
until as
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Figure 3.3 Flowchart summarizing the model’s component processes.
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Table 3.1 Model variables.
fixed settings

parameters

oad

oas

crw

crd

crs

d

n

st

-1.25

-0.5

0.6

0.8

0.4

0.2

0.3

0.6

3.4.2

Behavioral Rules

The ‘virtual birds’ have two sets of behavioral rules: One for caching sessions, one
for recovery sessions. However, in each case, they must repeatedly decide where
to cache or recover, and this process is always the same. First, a ‘virtual bird’
evaluates all its possible options – all the discrete ice cube tray sections that are on
offer. For each of these options, it estimates the ‘attractiveness’ of caching or
recovering there. In caching sessions, it estimates ‘cache attractiveness’, in
recovery sessions, it estimates ‘recovery attractiveness’; these will be explained
further in coming sections. However, both types of attractiveness always contain at
least two components, namely, inhibition of return, which helps the ‘virtual bird’
avoid revisiting the same sites with the same purpose, and noise.
Inhibition of return. To calculate the inhibition of return Ik associated with a site
k, a ‘virtual bird’ checks whether any chunks l exist of the current session’s type,
that refer to the same site. If any such chunks l exist, the effect of inhibition of
return, Ik, associated with site k is equal to Equation 3.2, where !Al is the sum of
the activations of all such chunks l. Thus, the stronger a ‘virtual bird’s’ memories of
having cached in a particular location, the lower its tendency to cache there again;
similarly, the stronger its memories of having recovered in a particular location, the
lower its tendency to recover there again.

Ik = " Al

Equation
3.2

Noise. Every site’s attractiveness always has a noise component, representing
sources of transient error. The noise term is computed according to Equation 3.3,
! architecture ACT-R (Anderson, 2007), where n is a
taken from the cognitive
parameter that we tune (Table 3.1), and r is a random value between 0 and 1.!

noise = n " ln

!
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1#r
r

Equation
3.3

Caching sessions. In a caching session, a ‘virtual bird’ makes as many caches as
the real birds did in the corresponding experiment. Every time it must decide
where to cache, it chooses the site with the highest ‘cache attractiveness’ Ck, as
determined by Equation 3.4. Here, Ok stands for the influence of onlooker
aversion, while Ik refers back to the inhibition of return of Equation 3.2, and noise
to the transient error of Equation 3.3.

C k = "O k " I k + noise

Equation
3.4

The onlooker aversion component Ok causes the ‘virtual birds’ to avoid caching in
the ‘near’ tray in Experiment 2, where they are watched by dominant and
!
subordinate conspecifics (Dally, Emery, et al., 2006). As we assume that increased
distance is a preference that the scrub jays have learned before the experiment,
we incorporate it directly into the model. Therefore, Ok is equal to oad for sites in
the ‘near’ tray in the ‘dominant’ onlooker condition, to oas for the same sites in the
‘subordinate’ onlooker condition, and to zero otherwise (Table 3.1). The settings
oad and oas are tuned so that about 25% of the caches end up in the ‘near’ tray in
each condition, as found in the empirical data (Dally, Emery, et al., 2006).
To capture our assumption that Western scrub jays are stressed by having to
cache in front of a conspecific, and that stress causes them to re-cache (Dally, et
al., 2005a), watched ‘virtual birds’ can immediately recover a cache they have just
created, with odds cro. Thus, every time a ‘virtual bird’ caches in front of an
onlooker, it has a small chance of immediately recovering its worm. We set cro to
0.6, which is tuned to our first experiment. There, it causes the ‘virtual birds’ to recache worms an average of 1.29 times when they are watched; this is very close
to the empirical average of 1.2 (Dally, et al., 2005a). Furthermore, for Experiment
2, we assume that dominant onlookers evoke more stress than subordinate
onlookers, and that this translates into more stress; therefore we set the
respective re-caching odds crd and crs to 0.8 and 0.4 (Table 3.1).
Recovery sessions. In a recovery session, a ‘virtual bird’ continues to recover
until it has recovered all its caches. In reality, this is usually not the case; recovery
percentages between 39% and 73% have been reported (Emery & Clayton, 2001;
Emery, et al., 2004), and another study mentions that ‘a few items were often
cached and not recovered’ (Dally, Emery, et al., 2006). Furthermore, in some
cases, the birds recovered relatively more of their ‘observed’ caches than their ‘in
private’ ones (Emery & Clayton, 2001; Emery, et al., 2004). However, without a
specific theory of Western scrub jay motivation – why they cache as much as they
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do, why they eat as much as they do – having the ‘virtual birds’ always recover
everything seemed simplest.
Every time a ‘virtual bird’ must decide where to recover, it chooses the site with
the highest ‘recovery attractiveness’ Rk, as determined by Equation 3.5. Here, Fk is
a cache relocation effect, which helps the ‘virtual bird’ recover at sites where it has
previously cached, while the inhibition of return Ik and noise are the same as
described previously. The cache relocation effect Fk associated with a site k
depends on the existence of a cache chunk o referring to the same site. Then, the
cache relocation effect associated with site k is equal to that chunk’s current
activation Ao (Equation 3.1). Thus, the stronger a ‘virtual bird’s’ memory of having
cached somewhere, the more attractive it finds it to recover there.

R k = F k " I k + noise

Equation
3.5

Finally, if a ‘virtual bird’ recovers a worm, it needs to decide whether to re-cache it.
To do so, it first calculates the safety risk Sk associated with the site k where it just
!
found its worm. This safety risk depends on its previous recovery experiences with
site k’s tray, but only on those recovery experiences directed at its actual cache
sites or their neighbors. This is in line with our previous work (Chapter 2), where
we show that Western scrub jays probably do not learn from all their recovery
attempts, but only from those that are directed at sites where they have cached.
To calculate the safety risk Sk associated with site k, a ‘virtual bird’ compares the
ratio of ‘unsuccessful recovery attempts’ to ‘total recovery attempts’ within site k’s
tray, according to Equation 3.6, where Au is the total activation of chunks encoding
unsuccessful recovery attempts, and As the total activation of chunks encoding
successful recovery attempts. This ratio is then compared to the stress threshold
st, which is a parameter that we tune (Table 3.1). If Sk is greater than st, the
‘virtual bird’ re-caches the worm. Once a worm is re-cached in a recovery session,
it is not recovered again. This assumption is made to keep the model as simple as
possible, but it is also consistent with the empirical data. Unwatched, recovering
Western scrub jays re-cache mainly in ‘out of tray’ locations, elsewhere in their
home cages, and re-cache most worms only once (Dally, Emery, et al., 2006).

Sk =

Au
Au + As

!
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Equation
3.6

3.5

Supplementary Material

Our ‘virtual birds’ have three adjustable parameters for which we lack an empirical
basis. These are decay d, which controls systematic loss of memory strength, noise
n, which captures transient sources of error, and stress threshold st, which
determines the proportion of recovery attempts that must be unsuccessful for the
‘virtual bird’ to start re-caching. All three of these parameters were tuned to
produce a good fit of the empirical data. In order to systematically investigate the
model’s sensitivity to their values, we ran a parameter search experiment. Within
the range of values of Table 3.2, all possible combinations were tried. More
extreme values of noise or decay were not considered, as they always resulted in
recovery accuracy that was below chance level.
Table 3.2 Range of parameter values evaluated.
decay, d

noise, n

stress threshold, st

0.1 – 0.5, by 0.1

0.1 – 0.9, by 0.1

0.1 – 0.9, by 0.1

For each combination of parameter values, we studied 100 ‘virtual birds’ and noted
whether they showed the same five patterns as the real birds (Table 3.3). It seems
that our results are really sensitive only to the stress threshold (Figure 3.4). As
long as that is kept between 0.5 and 0.7, our ‘virtual birds’ often behave similarly
to the real birds (Dally, Emery, et al., 2006; Emery & Clayton, 2001); otherwise,
they do not. This makes sense: If stress threshold drops too low, the ‘virtual birds’
re-cache virtually everything; if it is set too high, they hardly re-cache at all. In
both cases, the model loses its sensitivity to differences between different trays, or
to differences between different onlookers. Of course, if our account of re-caching
by Western scrub jays is correct, real birds must also experience some
‘psychological stress threshold’ at which they start to re-cache, so our model’s
sensitivity to this parameter value seems realistic.
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Table 3.3 Patterns present at different learning combinations.
experiment

pattern

percentage of parameter
combinations with
pattern

1: Watched by a
Conspecific

More re-caching in the ‘with
onlooker’ condition1.

89%

1: Watched by a
Conspecific

More re-caching from the ‘with
onlooker’ tray1.

69%

2: Onlooker Distance
and Social Status

More re-caching with a ‘dominant’
onlooker2.

83%

2: Onlooker Distance
and Social Status

At least 20% more re-caching
from the ‘near’ tray with a
‘dominant’ onlooker3.

54%

2: Onlooker Distance
and Social Status

At least 20% more re-caching
from the ‘near’ tray with a
‘subordinate’ onlooker3.

61%

1

by Wilcoxon matched-pairs test; 2by Friedman’s analysis of variance; 3by direct numerical
comparison
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decay
decay

threshold = 0.2

threshold = 0.3

threshold = 0.4

threshold = 0.5

threshold = 0.6

threshold = 0.7

0.5
0.4
0.3
0.2
0.1

0.5
0.4
0.3
0.2
0.1
0.1

decay

threshold = 0.8
0.5
0.4
0.3
0.2
0.1
0.1

0.5
noise

0.5
noise

0.9 0.1

0.5
noise

0.9

0.9

Figure 3.4 Effects of different parameter combinations
on the model’s results.
Each panel is a summary of the model’s results at different values of the stress threshold st.
Grey circles mark parameter combinations that produced all five of the patterns listed in
Table 3.3; white circles mark parameter combinations that produced four patterns or less.
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4
Corvid Responses to Pilfering:
A Model
Abstract
Western scrub jays and Clark’s nutcrackers are both members of the corvid
family, known for caching food in order to save it for future consumption. It
is well-established that scrub jays re-cache more of their items after caching
in front of a conspecific than after caching alone, as if they remember the
earlier social context and then take appropriate measures to prevent
pilfering. Recent work seemed to show similar behavior in Clark’s
nutcrackers, which is surprising, as Clark’s nutcrackers are mostly solitary,
and thus do not seem to require complex anti-pilfering strategies. Thus, our
objective is to discover whether a cognitively simpler explanation may
account for their behavior. We do this using a computational cognitive
model, a kind of ‘virtual bird’, developed in previous work. We simulate two
similar studies; one with Western scrub jays, one with Clark’s nutcrackers. In
both cases, the birds were given a series of caching trials, where they could
either cache in private, or see a conspecific nearby. The experimental
question was how the cachers would respond to seeing the conspecific pilfer.
The results were complicated, with some patterns depending on species,
others on trial order, and still others on whether the birds were watched. In
this chapter, we take our existing computational model, and attempt to
extend it so that the ‘virtual bird’ accounts for all these results in a
comprehensive fashion. Its behavior depends on a set of basic assumptions
about corvid cognition, and a well-established model of human memory. We
now extend the ‘virtual bird’ with two sets of rules related to finding caches
missing, one for each of the two species. We show that this is sufficient to
replicate the behavior of both species. Specifically, we demonstrate that the
order of ‘watched’ and ‘in private’ trials can affect the behavioral patterns
observed, and that, contrary to what is usually thought, no memory of the
social context is needed to explain the birds’ behavior.
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4.1

Introduction

Corvids cache food, in order to save it for future consumption. They recover their
caches by remembering where they left them, but will also pilfer the caches of
others, if they know where they are. This has led to the hypothesis that corvids
might reduce the odds of theft by engaging in sophisticated techniques to protect
their caches (de Kort & Clayton, 2006). Many results seem to support this idea,
especially for Western scrub jays: These birds prefer to cache far away from
conspecifics (Dally, et al., 2005a; Dally, Emery, et al., 2006), behind barriers
(Dally, et al., 2005a), and in the shadows (Dally, et al., 2004). Furthermore, if
watched, they often re-cache their items later, when they are in private (Dally, et
al., 2005a; Dally, Emery, et al., 2006; Emery & Clayton, 2001; Emery, et al.,
2004). This re-caching behavior is often considered particularly impressive
(Clayton, et al., 2007), as it occurs after competitors have left the scene, and thus
cannot be cued by their physical presence.
Recently, an experiment by Clary and Kelly (2011) demonstrated a similar ability in
a related species of corvid, the Clark’s nutcracker. Although these birds did not recache more after a conspecific had been visible during caching, they did recover a
greater percentage of their caches after being watched (Clary & Kelly, 2011). That
is, the total number of items dug up and handled, whether re-cached, eaten or
immediately reburied where found (‘checked’), was relatively larger after caching
in front of a conspecific. This has led to the suggestion that Clark’s nutcrackers,
like Western scrub jays, can remember whether a spectator was present during
caching, and then act to reduce the odds of being pilfered once alone (Clary &
Kelly, 2011). This is a surprising result, as Clark’s nutcrackers, unlike scrub jays,
are a relatively solitary species (Tomback, 1998). Although they may briefly join
small flocks as juveniles, they live alone as adults, coming together only during the
breeding season. Even then, mated pairs vigorously defend their territories from
other birds. Scrub jays, by contrast, often form flocks outside of the breeding
season, and are only semi-territorial otherwise, frequently interacting with
neighbors and floaters (Curry, Peterson, & Langen, 2002). Furthermore, it has
been shown that Clark’s nutcrackers, unlike more social species, quickly forget the
locations of caches made by others (Bednekoff & Balda, 1996). This raises the
question of why these birds would employ complex anti-pilfering techniques.
One possible explanation is that the Clark’s nutcrackers in Clary and Kelly’s (2011)
study may not have been deliberately protecting their caches after all. In previous
work, we used a computational cognitive model, a kind of ‘virtual bird’, to show
that the re-caching behavior of Western scrub jays can arise as a side-effect of
stress and memory errors (Chapter 3); in the present chapter, we attempt to
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discover whether a similar effect may account for the recovery behavior of Clark’s
nutcrackers. We do this by using our ‘virtual bird’ to simulate two experiments;
Clary and Kelly’s (2011) study with Clark’s nutcrackers, and the earlier work that
inspired it, Emery, Dally and Clayton’s (2004) study with Western scrub jays. In
both cases, the experimental question was how the birds would respond to seeing
a conspecific pilfer their caches.
To this end, subjects were tested in their home cages. Every trial started with a
caching session, where the birds could cache in two trays. For the Western scrub
jays, caching sessions could either be in private, or watched by a conspecific from
an adjacent cage; this conspecific was subsequently given one of the cacher’s
trays to pilfer, in full view of the cacher. For the Clark’s nutcrackers, a third
condition was that the adjacent cage could contain a soda bottle; then, after
caching, one of the cacher’s trays was pilfered by the experimenter, in an unseen
location. This condition was included to differentiate between responses caused by
seeing a conspecific pilfer, and responses caused by finding caches missing. Every
trial concluded with a recovery session, where the birds’ trays were returned to
them for a brief period. Many different aspects of the birds’ behavior were
recorded, of which the most important were the percentage of items re-cached
and recovered and the number of items cached. It was found that some of these
behaviors varied across conditions, while others changed across trials, with
different patterns for the two species.
Our objective is to find, for each experiment, a minimal set of cognitive
assumptions that can account for the data. In order to shed further light on the
differences between solitary and semi-territorial corvids, such as Clark’s
nutcrackers and Western scrub jays, we keep our basic ‘virtual bird’ (Chapter 2)
the same for the two species. Its behavior is driven by a memory system, based on
a well-established, related model built to study humans (Anderson, 2007). It stores
one integrated memory of every act of caching and recovery, and the more often,
and the more recently, it has cached or recovered at a particular site, the stronger
that memory will be (Anderson & Schooler, 1991). The relative strength of its
memories of different events drives all of its caching and recovery decisions. In
previous work, we have shown that this causes the ‘virtual bird’ to cache and
recover as real corvids do (Chapter 2; Chapter 3).
In the present chapter, we extend the ‘virtual bird’ with two sets of behavioral
rules. One set is based on the experimental results from Western scrub jays, the
other on the experimental results from Clark’s nutcrackers. Importantly, neither set
includes memory of the social context at caching, or a specific intent to safeguard
caches from theft. We show that for both species of corvids, our ‘virtual bird’ acts
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as the real birds did. This generates new insights, as well as predictions for further
research.

4.2

Method

Our simulations involve three models: A setup model, a simulator model, and a
cognitive model. The setup model keeps track of the state of the ‘physical world’
as present in the original experiments: What trays are available, how many items
are cached where, and so on. The simulator model runs the experiments: It
ensures that the cognitive model and the setup model are initialized, that the right
number of caching and recovery sessions are conducted, and that data are
collected for further analysis. The cognitive model represents the ‘virtual bird’; it
consists of memory chunks, which encode its experiences, and behavioral rules,
which determine its decisions. The rules for where it caches and recovers are kept
constant across experiments, and form our basic ‘virtual bird’, based on earlier
work (Chapter 2); see Figure 4.1. The rules for how often the ‘virtual bird’ caches
and recovers, and what it does with recovered items, differ between species, and
are extensions of the basic cognitive model, based on the two experiments under
consideration; see Figure 4.2. They capture the ‘minimal cognitive rule set’
necessary to replicate the ways in which Western scrub jays and Clark’s
nutcrackers respond to being pilfered.

4.2.1

Memory Chunks

Every time a ‘virtual bird’ caches, recovers, or loses a food item, due to it
disappearing with a tray that never returns, the ‘virtual bird’ encodes the
appropriate chunk in memory. A chunk records an event’s location, trial number,
and success, if it concerns a recovery. If the appropriate chunk already exists, it is
updated instead. These updates determine a chunk’s activation, or ‘memory
strength’. A chunk i’s activation Ai depends on its recency and frequency of use, as
specified by Equation 4.1, where tj represents the elapsed time t since use j of
chunk i, and d is a decay parameter (Table 4.1). This equation is adapted from
ACT-R, a computational model designed to study human cognition (Anderson,
2007; Anderson & Schooler, 1991). For the purpose of computing the activations
of chunks, time is measured in steps. Every cache or recovery event counts as one
step, and time outside of the experimental sessions is not considered. This
approach seems reasonable, as the recovery accuracy of both Clark’s nutcrackers
(Bednekoff, et al., 1997) and Western scrub jays (Clayton, et al., 2003) seems
unaffected by the brief retention intervals used in these experiments.
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Figure 4.1 Flowchart for deciding where to cache and recover.

4.2.2

General Behavioral Rules

Every time a ‘virtual bird’ caches, it chooses the site k with the highest ‘cache
attractiveness’ Ck (Equation 4.2). Two factors determine Ck: A desire to avoid reusing sites, captured by Ik (Equation 4.4), and transient error, captured by noise
(Equation 4.5). Every time the ‘virtual bird’ recovers, it chooses the site k with the
highest ‘recovery attractiveness’ Rk (Equation 4.3), which is affected by the same
two factors, in addition to a cache relocation effect, Fk (Equation 4.6).

Ai = # t j

!

!

!

"d

Equation
4.1

C k = "I k + noise

Equation
4.2

R k = "I k + noise + F k

Equation
4.3
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Figure 4.2 Flowchart for deciding what to do with a recovered item.
(a): Flowchart for Experiment 1, with Western scrub jays. (b): Flowchart for Experiment 2,
with Clark’s nutcrackers.

Avoiding re-use. The stronger a ‘virtual bird’ remembers caching in a particular
location, the lower its tendency to cache there again; similarly, the stronger it
remembers having recovered in a particular location, the lower its tendency to
recover there again. To calculate this inhibition of return Ik associated with caching
or recovering in a site k, a virtual bird checks whether any chunks i exist that code
for the same site, trial, and event type – caching or recovery. If any such chunks i
exist, the effect of inhibition of return, Ik, associated with site k is equal to
Equation 4.4, where !Ai is the sum of the activations of all such chunks i.

I k = " Ai

!
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Equation
4.4

Noise. Every site’s attractiveness always has a noise component, representing
sources of transient error. The noise term is computed according to Equation 4.5,
taken from ACT-R (Anderson, 2007), where n is a parameter (Table 4.1), and r is a
random value between 0 and 1.

noise = n " ln

1#r
r

Equation
4.5

Cache relocation. The stronger a ‘virtual bird’ remembers having cached
somewhere, the more attractive it finds it to recover there. This cache relocation
effect Fk associated!with a site k depends on the existence of a cache chunk i
referring to the same site and trial (Equation 4.6). Then, the cache relocation
effect associated with site k is equal to that chunk’s current activation Ai, as given
by Equation 4.1.

F k = Ai
4.2.3

Equation
4.6

Species Specific Behavioral Rules

How often to cache. In! our simulations of Western scrub jays, we make the
‘virtual bird’ cache more when a competitor is visible, as the real birds did in the
original experiment (Emery, et al., 2004). The ‘virtual bird’ caches cw items when
watched and cuw items when unwatched (‘in private’), with cw and cuw taken
directly from the empirical data (Table 4.1). The fact that scrub jays cache more in
the presence of conspecifics might best be interpreted as an instinctual response
to stress, brought on by the prospect of an uncertain food supply. In other bird
species, artificially increased corticosterone levels (Pravosudov, 2003), poor habitat
quality (Hurly, 1992; Lucas & Zielinski, 1998; Pravosudov & Grubb, 1997; Wein &
Stephens, 2011), and low body weight (Lucas, et al., 2006; Lucas, et al., 1993;
Lucas & Walter, 1991) have all been shown to produce enhanced caching.
Conversely, in our simulations of Clark’s nutcrackers, we make the ‘virtual bird’
cache less when a competitor is visible, as the real birds did (Clary & Kelly, 2011),
and less in response to unsuccessful recovery attempts. As far as we are aware,
there are no other studies on the effects of cache loss in Clark’s nutcrackers, so
the plausibility of this assumption is difficult to evaluate. These assumptions are
captured by cwant in Equation 4.7, where cx is the number of caches the ‘virtual
bird’ would prefer to make, !Ai is the sum of the activations of all chunks i that
code for unsuccessful recovery attempts in the previous trial, and u is a parameter
that controls the impact of such attempts (Table 4.1). In this equation, cx is equal
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to cw when the ‘virtual bird’ is watched and to cuw when it is unwatched (‘in private’
or ‘with object’), with cw and cuw estimated from the empirical data (Table 4.1).

Cwant = c x " Ai # u

Equation
4.7

How often to recover. In our simulations of Western scrub jays, the ‘virtual bird’
continues to recover until it has revisited all its cache sites, or until it has relocated
!
rwant items, whichever comes first, where rwant is higher when its memories of
unsuccessfully recovering are stronger. This assumption is driven by the empirical
data, and can be interpreted as an attempt to recover more caches after
discovering that some are missing. In Equation 4.8, r is a parameter estimated
from the empirical data, !Ai is the sum of the activations of all chunks i that code
for unsuccessful recovery attempts in the current session, and u is a parameter
that controls the impact of such attempts (Table 4.1).

rwant = r + # Ai " u

Equation
4.8

In our simulations of Clark’s nutcrackers, the ‘virtual bird’ continues to recover until
it has revisited all its cache sites, or until it has relocated r items, where r is a
!
parameter estimated from the empirical data (Table 4.1). Thus, unlike for the
Western scrub jays, we do not assume that Clark’s nutcrackers change their
recovery behavior in response to their recovery success.
What to do with recovered items. In our simulations of Western scrub jays,
what the ‘virtual bird’ does with a recovered item depends on its memories of
unsuccessfully recovering, and on its memories of items disappearing with trays;
see Figure 4.2(a). Every time a ‘virtual bird’ successfully recovers an item, it
calculates how many caches it wants to re-cache, rcwant, according to Equation 4.9,
where !Ai is the sum of the activations of all chunks i that code for unsuccessful
recovery attempts in the current session, and u is a parameter that controls the
impact of such attempts. Thus, for the ‘virtual bird’, re-caching is interpreted as
attempt to cache more, as an instinctive response to the stress brought on by
finding caches missing. If the ‘virtual bird’ has cached less than rcwant items, it recaches in an ‘out of tray’ location, as the real birds usually did (Emery, et al.,
2004). If not, it determines whether it has already eaten ewant items. This ewant is
the minimum of its physiological eating limit, emax, and its willingness to eat given
how many caches it has lost to tray disappearance, eloss, calculated according to
Equation 4.10. Here, !Ai is the sum of the activations of all loss chunks i
associated with the previous trial, and l is a parameter that controls the impact of
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such loss. Thus, the more caches that were present in the trays that disappeared
on the previous trial, the more the ‘virtual bird’ wants to eat on the current trial. If
the ‘virtual bird’ does not want to either re-cache or eat an item, it checks it.

!

rcwant = # Ai " u

Equation
4.9

ewant = min(e max ,e loss = # Ai " l )

Equation
4.10

In our simulations of Clark’s nutcrackers, what the ‘virtual bird’ does with a
recovered item depends only on how many items it has already eaten; see Figure
!
4.2(b). Every time a ‘virtual bird’ successfully recovers a worm, it checks whether it
has eaten less than emax items (Table 4.1), if it has, it eats; if it has not, it recaches in an available site, according to the general rules for caching described in
Figure 4.1.

4.2.4

Simulations and Parameters

All results are based on a sample size of 100 ‘virtual birds’ for each experiment;
because of the noise in the model, smaller sample sizes produce more variable
outcomes. To simulate the pilfering in the empirical study, we randomly removed p
percent of the items in the pilfered tray before recovery, where p was set to 50%
for the Western scrub jays (Emery, et al., 2004) and 60% for the Clark’s
nutcrackers (D. Clary, personal communication). All parameter values are given in
Table 4.1; they were either carried over from previous work (Chapter 3); taken
directly from the empirical data, or the result of a parameter search.
For each experiment, we chose the parameters that best replicated the most
important outcome; for the Western scrub jays, we matched what was done with
recovered items, and for the Clark’s nutcrackers, we matched the number of items
cached. The range of values searched is shown in Table 4.2.
For parameters representing measurable aspects of the birds’ behavior, plausible
ranges were estimated from the empirical data; for other parameters, plausible
rangers were determined through exploratory research. All possible combinations
of values were tried; the model’s robustness to changes in its parameter values is
reported in the Supplementary Material (§4.6). For each experiment, we used the
same statistical tests as in the empirical work. The significance threshold was set
at 0.05, and all tests were two-tailed.
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Table 4.1 Model parameters.
parameter

for Western scrub jays

for Clark’s nutcrackers

value

origin

value

origin

the decay over time in
chunk activations, d

0.2

Chapter 3

0.2

Chapter 3

the noise in site
attractiveness, n

0.3

Chapter 3

0.3

Chapter 3

number of caches when
watched, cw

18

directly
from data1

23

parameter
search

number of caches when
unwatched, cuw

15

directly
from data1

31

parameter
search

number of caches to
recover, r

5

parameter
search

16

parameter
search

the physiological eating
limit, emax

9

parameter
search

13

parameter
search

the impact of unsuccessful
recovery attempts, u

0.6

parameter
search

14

parameter
search

the impact of loss by tray
disappearance, l

3

parameter
search

n.a.

n.a.

percentage of items taken
from pilfered trays, p

50%

directly
from data1

60%

directly
from data2

1

Emery, et al., 2004; 2D. Clary, personal communication
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Table 4.2 Range of parameter values searched.
parameter

for Western
scrub jays

for Clark’s
nutcrackers

range
determined

number of caches when
watched, cw

n.a.

23 – 25, by 1

estimated
from data1

number of caches when
unwatched, cuw

n.a.

29 – 31, by 1

estimated
from data1

number of caches to
recover, r

5 – 7, by 1

15 – 17, by 1

estimated
from data1

the physiological eating
limit, emax

9 - 10, by 1

11 – 13, by 1

estimated
from data1

the impact of unsuccessful
recovery attempts, u

0.1 – 2, by 0.1

1 – 20, by 1

exploratory
research

the impact of loss by tray
disappearance, l

1 – 20, by 1

n.a.

exploratory
research

1

Emery, et al., 2004 / Clary & Kelly, 2011

4.3

Experiment 1: Scrub Jays

Emery and colleagues (2004) investigated how Western scrub jays react to seeing
a spectator pilfer their caches. Eight scrub jays were given six caching trials each.
Half of these were ‘watched’, where another bird could see the caching, and the
other half were ‘in private’, where the view of a conspecific was blocked. The two
trial types were offered in semi-random order. After a watched caching session,
one tray was randomly selected, and placed in the watcher’s cage for five minutes,
in full view of the cacher. When both trays were returned to the cacher, it could
recover in private for five minutes.

4.3.1

Empirical Results

Emery and colleagues (2004) found that the Western scrub jays cached more
while they were watched than when they were not, and that there was no effect of
trial on the number of caches made. However, despite caching more in the
presence of a spectator, the birds always had a similar number of items available
in the recovery session, as the ‘extra’ items were pilfered by the conspecific.
Nevertheless, the scrub jays recovered a significantly larger percentage of their
items after being watched. Furthermore, as shown in Figure 4.3, the birds always
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re-cached a larger percentage of their recovered items after caching in front of a
spectator, while the percentage of items eaten and checked – that is, dug up and
re-buried in the same tray section – was the same across conditions. Second, there
was an effect of trial on the percentage of items eaten, and on the percentage of
items checked, but not on the percentage of items re-cached. On the first trial of
each condition, the birds ate little and checked a lot, while later on, they switched
to eating all the items they did not re-cache.

(a) in private

(b) watched

percentage recovered

100
75
50
25
0
1

2

3

1

trial

2

3

trial

Figure 4.3 Caches eaten, re-cached and checked,
Experiment 1: Scrub Jays.
Average percentage of recovered caches eaten (open diamonds), re-cached (solid squares)
and checked (solid triangles), real birds (solid black lines, Emery et al., 2004) and ‘virtual
birds’ (dashed grey lines). (a): ‘In private’ caching trials. (b): ‘Watched’ caching trials.

4.3.2

Model Results

Our ‘virtual birds’ acted as the real birds did. As in the Western scrub jays, we
found a significant effect of condition on the percentage of items recovered, as
well as on the percentage of recovered items that were re-cached, but not on the
percentage of items checked (Table 4.3). Unlike in the real scrub jays, we also
found an effect on the percentage eaten (Table 4.3). Within both conditions, we
also found the same effects as in the empirical data: An effect of trial on the
percentage of items eaten and checked, but not on the percentage of items recached (Table 4.4; Figure 4.3).
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Table 4.3 Effects of condition, Experiment 1: Scrub Jays.
means (M) and standard errors
(SE) per condition
in private

watched

Wilcoxon matched
pairs test, n = 100

M = 42.2%,

M = 61.0%,

V = 5007,

SE = 5.9%

SE = 5.7%

p < 0.0011

M = 4.7%,

M = 14.8%,

V = 4716,

SE = 0.3%

SE = 0.8%

p < 0.0011

M = 26.8%,

M = 29.6%,

V = 3584,

SE = 0.6%

SE = 0.6%

p < 0.0012

M = 6.5%,

M = 6.4%,

V = 2853.5,

SE = 0.6%

SE = 0.6%

p = 0.251

percentage of caches

recovered

re-cached

eaten

effect of condition

checked
1

effect as in the empirical data; 2effect contrary to the empirical data

Table 4.4 Effects of trial, Experiment 1: Scrub Jays.
effect of trial

percentage of
recovered caches
re-cached

eaten

checked

in private

watched

(Friedman’s ANOVA,
n = 100)

(Friedman’s ANOVA,
n = 100)

!22 = 1.76,

!22 = 0.09,

p = 0.411

p = 0.951

!22 = 85.51,

!22 = 36.81,

p < 0.0011

p < 0.0011

!22 = 85.55,

!22 = 89.02,

p < 0.0011

p < 0.0011

1

effect as in the empirical data

4.3.3

Discussion

Originally, the results of this experiment were seen as evidence of two different
cache protection strategies (Emery, et al., 2004). Both the increased re-caching in
the ‘watched’ condition, and the quick switch from checking to eating, as shown in
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Figure 4.3, were seen as a flexible reaction to the social context. After seeing their
items get pilfered just once, the Western scrub jays quickly changed their recovery
behavior, in order to prevent future theft. That the scrub jays switched from
checking to eating in both the ‘watched’ and ‘in private’ conditions was attributed
to the quick removal of the trays after the recovery session; as checking items
without removing them always resulted in their loss, eating them was always the
more profitable option. Furthermore, following Clary and Kelly’s (2011) discussion
of their own results, the fact that the scrub jays recovered a larger percentage of
their caches after being watched could be seen as evidence of their ability to recall
the social context.
Our minimalist cognitive model explains these patterns in different ways. First,
instead of interpreting re-caching as a conscious effort to protect caches from
theft, we posit that, in Western scrub jays, increased caching is an instinctive
response to stressful circumstances (Chapter 3). In this case, we assume that
those ‘stressful circumstances’ are finding caches missing. The more unsuccessful
recovery attempts the ‘virtual bird’ makes, the more it wants to re-cache. The fact
that it recovers a larger percentage of its items after being watched is due to the
same mechanism; the more unsuccessful recovery attempts the ‘virtual bird’
makes, the more items it wants to recover. Thus, the ‘virtual bird’ does not recall
the pilferer at all, and still behaves similarly to the real birds.
Second, we assume that the switch from checking to eating is driven entirely by
the quick removal of the trays, as was already suggested for the ‘in private’
condition. On its first trial, every ‘virtual bird’ checks everything it does not recache. However, after its first trial, it stops checking completely, because it has
experienced its first tray disappearance, and thus has become more willing to eat;
see the flowchart in Figure 4.2(a). This behavior is not immediately evident from
Figure 4.3 because of the distribution of ‘virtual birds’ across trial orders. As in the
original experiment, half the ‘virtual birds’ started with ‘watched’ trials, and thus
checked everything on their first ‘watched’ trial, while the other half started with ‘in
private’ trials, and thus checked nothing on their first ‘watched’ trial. If we alter
the trial order, the effects change; see for instance Figure 4.4, which was
produced by 100 ‘virtual birds’ all starting with three ‘in private’ trials followed by
three ‘watched’ trials. The black circles with white numbers mark the order of trials
as they were given to the ‘virtual birds’.
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Figure 4.4 Caches eaten, re-cached and checked, Experiment 1:
Scrub Jays, with fixed trial order.
Average percentage of recovered caches eaten (diamonds), re-cached (solid squares) and
checked (solid triangles), real birds (solid black lines, Emery et al., 2004) and ‘virtual birds’
(dashed grey lines) exposed to fixed trial orders, three times ‘in private’ followed by three
times ‘watched’. On the horizontal axis, regular numbers indicate trial numbers per
condition; black circles with white numbers indicate the trial orders as given to the ‘virtual
birds’, with ! the first trial, and " the last. (a): ‘In private’ caching trials. (b): ‘Watched’
caching trials.

On trial ! - the first trial of the ‘in private’ condition – the ‘virtual birds’ have no
previous trial to respond to, and thus they do not eat (see the flowchart in Figure
4.2(a)); instead, they check everything they do not re-cache. Then, on trial # - the
second trial of the ‘in private’ condition – the ‘virtual birds’ check almost nothing,
because they have just lost many caches to tray disappearance. The same is true
on every subsequent trial – so, on trial $, the first trial of the ‘watched’ condition,
the ‘virtual birds’ again check nothing, because they have just lost many caches to
tray disappearance in trial %. Thus, the switch from checking to eating now occurs
entirely within the ‘in private’ condition, before the ‘virtual birds’ have experienced
any pilfering at all.
Importantly, the replication of the real birds’ behavior by the ‘virtual birds’ did not
depend strongly on their exact parameter values. Only the constant re-caching in
the ‘in private’ condition was produced by less than 95% of parameter
combinations (see the Supplementary Material, §4.5.1; Table 4.6). The presence of
this pattern seemed most sensitive to the parameter controlling how many items
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the ‘virtual birds’ recovered, r (see the Supplementary Material, §4.5.1; Figure
4.8). This can be explained as follows: The ‘virtual birds’ only re-cache in response
to unsuccessful recovery attempts (Figure 4.2(a)), and in the ‘in private’ condition,
such unsuccessful recovery attempts are only caused by memory errors, which are
caused by noise. Thus, fluctuations in random noise (Equation 4.5) can cause
random fluctuation in the number of items re-cached, and the lower the total
number of items recovered, the greater the percentual change, resulting in
increased variability across trials.

4.4

Experiment 2: Clark’s Nutcrackers

Clary and Kelly (2011) studied how Clark’s nutcrackers respond to seeing their
caches pilfered by another bird. Ten birds were given three sets of trials each, with
three trials in each set: One ‘watched’, where another bird was visible, one ‘in
private’, where the view of a conspecific was blocked, and one ‘with object’, where
a soda bottle was visible in an adjacent cage. After a ‘watched’ session, the tray
closest to the onlooker was placed in the onlooker’s cage, and the onlooker could
pilfer for ten minutes. After a ‘with object’ session, the experimenter stole the
same number of items as the real bird in the previous ‘watched’ session had done,
from the tray closest to the object; the cacher could not see this occur. Within
each set of trials, the ‘watched’ session always preceded the ‘with object’ session,
either directly or with the ‘in private’ session in between.

(a) in private

(b) watched

number cached
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(c) with object

real birds
'virtual birds'
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'virtual birds'
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Figure 4.5 Caches made, Experiment 2: Clark’s Nutcrackers.
Average number of caches created across trials, real birds (solid black lines, Clary & Kelly,
2011) and ‘virtual birds’ (dashed grey lines). (a): ‘In private’ caching trials. (b): ‘Watched’
caching trials. (c): ‘With object’ caching trials.
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4.4.1

Empirical Results

In contrast to the scrub jays (Emery, et al., 2004), the Clark’s nutcrackers cached
least when watched (Clary & Kelly, 2011). Furthermore, they cached less after the
first trial in the ‘in private’ and ‘watched’ conditions, but not in the ‘with object’
condition; see Figure 4.5. This despite the fact that they did not lose caches after
caching alone, and did lose caches after caching in front of the soda bottle. The
birds were found to recover proportionally more in the ‘watched’ condition; see
Figure 4.6(a). However, unlike in the Western scrub jays (Emery, et al., 2004),
there was no effect of condition or trial on what happened to recovered caches,
and these were all either eaten or re-cached, but never checked; see Figure 4.7(a).

4.4.2

Model Results

Our ‘virtual birds’ showed qualitatively similar effects as the real birds. They cached
significantly differently across trials both when ‘in private’ (Friedman’s analysis of
variance, n = 100, !22 = 7.11, p < 0.05) and when ‘watched’ (n = 100, !22 =
47.96, p < 0.001), but did not change their behavior when ‘with object’ (n = 100,
!22 = 1.58, p = 0.45); see Figure 4.5. The ‘virtual birds’ also showed a significant
effect of condition on the proportion of caches recovered (n = 100, !22 = 106.54,
p < 0.001), with the highest proportion in the ‘watched’ condition; see Figure
4.6(b). Finally, as compared to the real birds, they ate and re-cached similar
proportions of their recovered items; see Figure 4.7.
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Figure 4.6 Caches recovered in Experiment 2: Clark’s Nutcrackers.
Average proportion of caches recovered, with standard errors, per condition. (a): Real birds
(Clary & Kelly, 2011). (b): ‘Virtual birds’.

89

proportion recovered

(a) real birds
1.00

eaten

(b) 'virtual birds'

re-cached

eaten

re-cached

0.75
0.50
0.25
0.00

private

watched

object

condition

private

watched

object

condition

Figure 4.7 Caches re-cached and eaten,
Experiment 2: Clark’s Nutcrackers.
Average proportion of recovered caches eaten and re-cached, with standard errors, per
condition. (a): Real birds (Clary & Kelly, 2011). (b): ‘Virtual birds’.

4.4.3

Discussion

Clary and Kelly (2011) interpreted their results as evidence that Clark’s
nutcrackers, like Western scrub jays, use cache protection strategies. The fact that
the Clark’s nutcrackers recovered proportionally more after being watched was
seen as a theft prevention measure, and evidence of the birds’ memory of the
onlooker. Furthermore, Clary and Kelly argued that the pattern of decreased
caching across trials indicated that the Clark’s nutcrackers were reacting
specifically to seeing their items get pilfered by the onlooker. If the birds were
reacting only to cache loss, then only the ‘watched’ and ‘with object’ conditions
should have shown an effect, as those were the only two conditions where items
were actually stolen. If, on the other hand, they were reacting to seeing the
spectator pilfer, then an effect would be present only in the ‘watched’ condition,
with the effect in the ‘in private’ condition explained as a generalization. After all,
in this condition, the cachers could hear, but not see, another bird. However, our
minimalist cognitive model generates the same patterns in a different way.
Firstly, the fact that the ‘virtual birds’ recover proportionally more after caching in
front of an onlooker is a direct consequence of the fact that they cache less on
trials of that type. With the same desire to recover across conditions, and fewer
items available after being ‘watched’, the percentage of items recovered is
automatically higher. Thus, as was true for the Western scrub jays, it is not
necessary to assume any memory of the social context to explain this result.
Secondly, although it seems as if the differential decline in caching in the ‘watched’
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and ‘object’ conditions must be due to actually seeing the conspecific pilfer, this
mechanism is absent in our ‘virtual bird’. Instead, the difference between
conditions arises from effects of trial order. The more unsuccessful recovery
attempts the ‘virtual bird’ makes, the less it caches on the following trial (Equation
4.7). The number of unsuccessful recovery attempts depends on whether any
caches were stolen, and how many caches were made. Thus, trials following trials
of the ‘watched’ and ‘with object’ conditions are likely to involve less caching.
Furthermore, the distribution of conditions across trials was not random; as
specified by Clary and Kelly (2011), a bird’s nine trials came in sets of three, with a
trial of each condition within each set, and the ‘watched’ condition always
preceding the ‘object’ condition. This makes for three possible trial orders within a
set - ‘watched-object-private’, ‘watched-private-object’ and ‘private-watchedobject’ - and therefore 33 = 27 trial orders in total. Thus, given the specifics of the
experimental design, some trials are more likely to occur after pilfered trials than
others; see Table 4.5.
For instance, a bird’s first ‘in private’ trial follows a ‘watched’ or ‘with object’ trial in
only two-thirds of cases, while its second ‘in private’ trial follows a ‘watched’ or
‘with object’ trial in eight-ninths of cases (Table 4.5). More generally, in both the
‘in private’ and ‘watched’ conditions, the odds of following a pilfered trial increase
from the first to the second trial, while in the ‘with object’ condition, the odds stay
the same. This explains why the ‘virtual birds’ cache less from the first to the
second trial in the ‘in private’ and ‘watched’ conditions, but not in the ‘with object’
condition (see Figure 4.5). This leaves the question of why the birds’ caching
changes from the second to the third trial of the ‘in private’ and ‘watched’
conditions, even though the odds of following a pilfered trial remain the same
(Table 4.5). This is due to the other factor affecting the number of unsuccessful
recovery attempts; namely, the number of caches made.
The ‘virtual bird’ stops recovering as soon as it has revisited all its cache sites, or
as soon as it has recovered sixteen items (Figure 4.2(b)). This means that, if a
‘virtual bird’ caches very little, it does not experience many unsuccessful recovery
attempts even after being pilfered, because it stops recovering very quickly; see
the Supplementary Material (§4.6.2), Figure 4.9. This allows a ‘virtual bird’ to
‘reset’ its caching after a trial where it caches very little. This is what explains the
increase in caching from the second to the third trial of the ‘watched’ condition.
Upon closer inspection, the model actually predicts the same pattern for the ‘in
private’ condition; if we run 100 groups of 100 ‘virtual birds’ with the same
parameters and trial orders as those that generated Figure 4.5, we find a decrease
in caching in the ‘in private’ condition in only 7.1% of groups, and a ‘decrease,
then increase’ pattern in 82.8% of groups. Thus, a prediction of the model is that
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if this experiment were re-run with real Clark’s nutcrackers, the caching pattern in
the ‘in private’ condition would change. Conversely, the model’s predictions for the
‘watched’ and ‘with object’ conditions are robust; of the 100 groups of 100 ‘virtual
birds’, 100% show a ‘decrease, then increase’ pattern in the ‘watched’ condition,
and 82.8% show constant caching in the ‘with object’ condition.
Table 4.5 Odds of a trial of a given condition occurring after a trial of
another condition, Experiment 2: Clark’s Nutcrackers.
‘in private’

‘watched’

‘with object’

trial 1

trial 2

trial 3

trial 1

trial 2

trial 3

trial 1

trial 2

trial 3

none

1/3

-

-

2/3

-

-

-

-

-

‘in private’

-

1/9

1/9

1/3

5/9

5/9

1/3

1/3

1/3

‘watched’

1/3

1/3

1/3

-

-

-

2/3

2/3

2/3

‘object’

1/3

5/9

5/9

-

4/9

4/9

-

-

-

A similar picture emerges from our investigation of the model’s robustness. Over
70% of parameter combinations produce a ‘decrease, then increase’ pattern in
both the ‘watched’ and ‘in private’ conditions (see Figure 4.10 in the
Supplementary Material, §4.6.2). In these conditions, the only other pattern to
occur frequently is a consistent decrease in caching across trials; this happens
mostly at low values of the parameter controlling the impact of unsuccessful
recovery attempts on subsequent caching (Figure 4.10), u. This can be explained
by the fact that at low values of u, the ‘virtual birds’ cache only slightly less after
being pilfered, and the ‘resetting’ necessary to produce the characteristic
‘decrease, then increase’ pattern never occurs.
Furthermore, almost 40% of parameter combinations produce constant caching
across trials in the ‘with object’ condition (Table 4.7), with this pattern most likely
to occur when the impact of unsuccessful recovery attempts is high or low, but not
at an intermediate value (Figure 4.11). This too makes sense; at low impacts, the
‘virtual birds’ respond very little to pilfering, and never change their caching much,
while at high impacts, the effects of pilfering are very strong, and the effects of
noise are less important. As the odds of ‘with object’ trials occurring after pilfered
trials do not change across the experiment (Table 4.5), this means that caching is
more likely to stay constant. Conversely, in the ‘private’ condition, constant
caching occurs only when the impact of unsuccessful recovery attempts on
subsequent caching is small, that is, when u is low. Constant caching never occurs
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in the ‘watched’ condition (Figure 4.11), as the effects of trial order vary too much
across the experiment.

4.5

General Discussion

Using our computational cognitive model, we have generated an alternative
explanation for the fact that both Western scrub jays and Clark’s nutcrackers seem
to react to the sight of a conspecific pilfering their caches. Our ‘virtual birds’ show
that many aspects of their behavior might be the consequence of finding caches
missing. Specifically, for scrub jays, unsuccessful recovery attempts might lead to
increased recovering and re-caching, while for Clark’s nutcrackers, they might
suppress the subsequent storage of items. With these assumptions forming the
core of our ‘virtual bird’, it successfully replicated many of the patterns produced
by the real birds in two experiments, one by Emery and colleagues (2004) and one
by Clary and Kelly (2011). However, a few additional behavioral rules were also
necessary; to model Western scrub jays, we made our ‘virtual bird’ cache more
when conspecifics were visible, and check less after trays full of items had
disappeared; conversely, to capture Clark’s nutcrackers, we made it cache less
when conspecifics could be seen.
Our simulations also produced two new insights. Firstly, our ‘virtual bird’ showed
that effects of trial order might be very important. Each Western scrub jay was
given six trials, in two different conditions, in semi-random order (Emery, et al.,
2004); each Clark’s nutcracker was given nine trials, in three different conditions,
in a limited number of possible sequences (Clary & Kelly, 2011). In both cases, the
data were analyzed by condition. Using our ‘virtual bird’, we discovered that for the
Western scrub jays, this may have obscured an abrupt change in behavior from
the first to the second trial experienced by each subject, regardless of condition.
Conversely, for the Clark’s nutcrackers, we showed that effects of trial order may
have created the false impression that the birds were differentially altering their
caching behavior across conditions. Instead, the observed variation may have been
due to feedbacks between trials and the specific sequence in which they were
presented to the subjects.
Secondly, our ‘virtual bird’ showed that differences in recovery behavior after
caching with and without a visible competitor can be explained without memory of
the earlier social context. For the Western scrub jays, failed recovery attempts
after being pilfered might cause an increased drive to recover and re-cache; for
the Clark’s nutcrackers, inhibited caching while conspecifics are visible might
automatically lead to proportionally more recovering later, without any conscious
desire to do so.
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4.5.1

Implications for Species Differences

The two experiments that we simulated highlighted some important species
differences; most notably, that Western scrub jays cache more while watched,
while Clark’s nutcrackers cache less. Clary and Kelly (2011) ascribed these
contrasting results to differences in social system; they argued that the social
scrub jay might consider the task to be cooperative, while the solitary Clark’s
nutcracker should experience it as purely competitive. However, this account
seems to contradict the fact that scrub jays prefer to cache far away from
conspecifics (Dally, et al., 2005a; Dally, Emery, et al., 2006). Even so, it could be
that more social species cannot always get away from other birds, and thus must
settle for ‘compensating’ future theft, while more solitary species can afford to wait
until they once are again alone. There is also likely to be an effect of learning
(Schloegl, Kotrschal, & Bugnyar, 2007), with different individuals acquiring
different strategies during development; that would explain why some Eurasian
jays have been reported to cache less while watched (Bossema & Pot, 1979), while
others have been reported to cache more (Goodwin, 1956).
Our simulations also draw attention to some other behavioral differences between
the two species. For the Western scrub jays, we assumed that items lost in
disappearing trays resulted in an increased willingness to eat on following trials;
for the Clark’s nutcrackers, we included no such mechanism. Furthermore, for the
scrub jays, we posited no effects of experience on the number of items cached,
while for the Clark’s nutcrackers, we posited that subsequent trials would affect
one another. These choices were all driven by patterns observed in the empirical
data. Why Western scrub jays and Clark’s nutcrackers might differ from each other
in these subtle ways is unclear. Although many laboratory studies have focused on
corvid learning, even explicitly comparing both scrub jays and Clark’s nutcrackers
(Kamil, Balda, & Olson, 1994; Olson, Kamil, Balda, & Sims, 1995), few have looked
specifically at effects across trials in more naturalistic caching experiments (though
see de Kort, et al., 2007). This seems to be a fruitful topic for further research.

4.5.2

Other Results Relating to the Social Cognition of Corvids

Although our model replicated many of the patterns evident in the experiments
under consideration, the original empirical studies also reported a number of other
results that we did not discuss. For instance, it was found that the Western scrub
jays discriminated between the ‘pilfered’ and the ‘non-pilfered’ trays with respect
to where they re-cached; although they re-cached the majority of their items in
‘out of tray’ locations, more items were moved to sites in the ‘non-pilfered’ tray
than to sites in the ‘pilfered’ tray (Emery, et al., 2004). For the ‘virtual birds’, we
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simplified this to always re-caching ‘out of tray’; in future work, the model might
be extended so that it also accounts for such spatial preferences.
As another example, for the Clark’s nutcrackers, Clary and Kelly (2011) also
investigated the effects of experience. Before the experiment began, half the
subjects were given the opportunity to pilfer another bird’s caches; the question
was whether this would make them protect their caches more effectively. Such an
effect was previously shown for Western scrub jays; birds with experience pilfering
another bird’s caches re-cached their own items after being watched, while birds
without such experience did not (Emery & Clayton, 2001). For the Clark’s
nutcrackers, however, only weak effects of experience were found; therefore, we
did not consider this in our model.
There are many results from other experiments on the social cognition of caching
corvids. Some of these we have previously fit with our model; most notably, our
model explained the fact that Western scrub jays re-cache more of their items
after being watched even without being pilfered (Dally, et al., 2005a; Dally, Emery,
et al., 2006; Emery & Clayton, 2001). Earlier, Dally and colleagues (Dally, et al.,
2005a) reported that scrub jays frequently re-cache their caches even while
conspecifics are present; extending the ‘virtual bird’ with this behavior results in
memory confusion at recovery, which leads to more failed recovery attempts,
which leads to more re-caching during the recovery session also (Chapter 3). Other
results still remain to be investigated, such as those concerning the effects of
pilfering experience in Western scrub jays (Emery & Clayton, 2001), and the
sophisticated strategies used by cache-raiding ravens (Bugnyar, 2011; Bugnyar &
Heinrich, 2005, 2006).

4.5.3

Model Robustness

As Roberts and Pashler (2000) point out, a model’s ability to replicate empirical
data is not in itself that informative. If a model’s free parameters make it so
flexible that any plausible outcome could have been fit, then it does not have
much explanatory power. However, our robustness analysis shows that this is not
true of our ‘virtual birds’. Most of their parameter values are estimated directly
from the empirical data, or drawn from earlier work (Table 4.1); the rest were
varied over large ranges to examine their effects. For the Western scrub jays, the
model qualitatively predicts the empirically observed patterns in approximately
two-thirds of its parameter space. For the Clark’s nutcrackers, the percentage of
fits is very low, but this is because the model actually strongly predicts a different
pattern in the ‘in private’ condition: Instead of a consistent decline in caching
across trials, the ‘virtual birds’ usually produce a ‘decrease, then increase’ pattern.
However, this could be true of the real Clark’s nutcrackers as well. What makes the
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model particularly interesting despite this lack of fit is how surprising and risky its
accurate predictions are. While Clary and Kelly (2011) treated the real birds’
‘decrease, then increase’ in caching across trials in the ‘watched’ condition as an
anomaly, our model produces that pattern in over three-quarters of its parameter
space. Furthermore, although intuitively it seems most likely that the Clark’s
nutcrackers would cache less across trials in the ‘with object’ condition, as they
were actually pilfered, our model can only fit an increase or constant caching, as
was actually observed.

4.5.4

Empirical Predictions

To determine whether the assumptions underlying our ‘virtual birds’ are correct, it
would be useful to test a number of predictions resulting from our model. Firstly,
examining the learning trajectories of individual subjects should reveal interesting
effects. For the Western scrub jays, checking should be substantially reduced after
the first trial, irrespective of condition; for the Clark’s nutcrackers, the number of
unsuccessful recovery attempts made should negatively affect the number of
caches created during the next trial. Furthermore, re-caching in Western scrub jays
should start only after the birds have experienced a number of recovery failures,
and reduced caching in Clark’s nutcrackers should always result in increased
recovery proportions. Finally, given the strong effect of trial order in our
simulations, any re-run of the original experiments with a substantially different
sequence of experimental conditions should also produce different results.

4.6

Supplementary Material

4.6.1

Experiment 1: Scrub Jays

Model robustness. To evaluate the model’s robustness, we defined the behavior
of the ‘virtual birds’ as ‘replicating’ that of the real Western scrub jays if they
handled their recovered items in a qualitatively similar manner. Specifically, we
required the percentage of recovered items re-cached, eaten and checked to vary
the same way across trials and conditions as in the empirical data; the four
required patterns are listed in Table 4.6. By this criterion, 67% of parameter
combinations produced behavior replicating that of the real birds.
The least robust pattern was that of constant re-caching in the ‘in private’
condition, which was present in about two-thirds of runs. The parameter
controlling the maximum number of items the ‘virtual birds’ could eat, emax, had
little effect on this pattern, with different values of emax producing replications in
67.9% to 70.6% of cases. The same was true of the parameter controlling the
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impact of cache loss on subsequent eating, l, with the percentage of replications
ranging from 67.2% to 73.9% for different values of l.
Table 4.6 Effects of different parameter values for
Experiment 1: Scrub Jays.
percent of parameter
combinations

A larger percentage of recovered items eaten in trial 1 than in
either trial 2 or 3 in both the ‘in private’ and ‘watched’
conditions.

99.6%

No more than 20% difference across trials in the percentage
of items re-cached in the ‘in private’ condition.

96.6%

No more than 20% difference across trials in the percentage
of items re-cached in the ‘watched’ condition.

69%

More re-caching in every ‘watched’ trial compared to the
corresponding ‘in private’ trial.

100%

proportion of runs

empirical pattern

(a) r = 5

(b) r = 6

(c) r = 7

0.3 0.8 1.3 1.8
value of u

0.3 0.8 1.3 1.8
value of u

0.3 0.8 1.3 1.8
value of u

0.9
0.8
0.7
0.6
0.5
0.4

Figure 4.8 Effects of the r and u parameter for Experiment 1: Scrub Jays.
Percentage of runs producing constant re-caching in the ‘in private’ condition, for different
values of r and u, where r controls the number of items recovered, and u controls the
impact of unsuccessful recovery attempts on subsequent re-caching.

Conversely, whether or not the ‘virtual birds’ re-cached constantly across trials did
seem to depend on the parameter controlling the number of items recovered, r,
and the parameter controlling the impact of unsuccessful recovery attempts on
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subsequent re-caching, u (Equation 4.9). At different values of r, the percentage of
replications varied between 57.6% and 78.4%; at different values of u, the range
was between 43.3% and 90%. However, as Figure 4.8 shows, only r, the number
of items recovered, had a consistent effect, with higher values of r producing more
replications (this effect is explained in the Discussion of Experiment 1, §4.3.3).

4.6.2

Experiment 2: Clark’s Nutcrackers

Number of caches and unsuccessful recovery attempts. In our simulations
of Clark’s nutcrackers, the number of caches made depends on the number of
unsuccessful recovery attempts on the previous trial (Equation 4.7). The higher the
number of unsuccessful recovery attempts, the lower the number of caches.
However, the inverse relationship also exists; see Figure 4.9. The ‘virtual birds’
continue to recover until they have revisited all their cache sites, or until they have
successfully recovered 16 items. Thus, if the ‘virtual birds’ cache less than 16
items, more caching results in more unsuccessful recovery attempts, as they keep
searching longer for their caches, and the noise in their memory system causes
them to make errors. Conversely, if they cache more than 16 items, more caching
results in fewer unsuccessful recovery attempts, as the a priori odds of finding
caches get larger, while the number of caches that must be found does not
increase. This means that the ‘virtual birds’ can ‘reset’ their caching after a trial
where they hide very few items; even if they are pilfered, they quickly stop
searching for caches, and thus experience few unsuccessful recovery attempts.
Model robustness. To evaluate the model’s robustness, we defined the behavior
of the ‘virtual birds’ as ‘replicating’ that of the real Clark’s nutcrackers if they
cached in a qualitatively similar manner. Specifically, within each condition, we
required the number of items cached to vary the same way across trials as in the
empirical data; the three required patterns are listed in Table 4.7. By this criterion,
only 7% of parameter combinations produced behavior replicating that of the real
birds, although all three patterns individually occurred in at least a quarter of runs.
The parameters controlling how much the ‘virtual bird’ cached when watched and
unwatched, cw and cuw, how much it recovered, r, and how much it maximally ate,
emax, had little effect on this result, with the percentage of replications ranging
from 5.5% to 10%.

98

number of failed recoveries

30
20
10
0
0

10

20

30

number of caches
Figure 4.9 The relationship between the number of caches and the
number of unsuccessful recovery attempts.
Average number of unsuccessful recovery attempts after creating different numbers of
caches, in the absence of any pilfering. This was determined by running 100 ‘virtual birds’
for each caching amount, with the parameters specified for Clark’s nutcrackers in Table 4.1.

Conversely, the value of the parameter u, controlling the impact of unsuccessful
recovery attempts on subsequent caching (Equation 4.7), did have a large effect
on the behavior of the ‘virtual birds’; see Figure 4.10. In the ‘in private’ and
‘watched’ conditions, the ‘virtual birds’ often cached consistently less across trials
at low values of u. In contrast, at high values of u, they cached most on the first
trial and least on the second, with the third trial in between, as the real Clark’s
nutcrackers did in the ‘watched’ condition (for an explanation, see the Discussion
of Experiment 2, in §4.4.3). In the ‘with object’ condition, the patterns were
markedly different, and did not depend strongly on u; the ‘virtual birds’ either
cached consistently more across trials, or cached most on the third trial and least
on the first, with the second trial in between; see Figure 4.10.
In the ‘with object’ condition, the real Clark’s nutcrackers cached ‘constantly’
across trials (Figure 4.5); therefore, in Figure 4.11, we plot the percentage of
parameter combinations producing no more than 20% difference in the amount of
caching across trials, for different values of u. In the ‘in private’ condition, the odds
of caching constantly decreased as u increased; conversely, in the ‘with object’
condition, constant caching was produced by either low or high values of u, but
not intermediate ones In the ‘watched’ condition, constant caching was never
observed (for an explanation, see the Discussion of Experiment 2, in §4.4.3).
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Table 4.7 Empirical patterns at different parameter combinations, for
Experiment 2: Clark’s Nutcrackers.
empirical pattern

percent of parameter
combinations

In the ‘in private’ condition, more caching in trial 1 than in
trial 2, and more caching in trial 2 than in trial 3.

26.9%

In the ‘watched’ condition, more caching in trial 1 than in
trial 2, with trial 3 in between.

74.3%

In the ‘with object’ condition, no more than 20%
difference across trials in the amount of caching.

38.9%

(a) in private

(b) watched

(c) with object

caching pattern
(percentage of runs)
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Figure 4.10 Effects of the u parameter on caching patterns,
Experiment 2: Clark’s Nutcrackers.
Percentage of runs producing different patterns of caching across trials in Experiment 2:
Clark’s Nutcrackers, for different values of u, where u controls the impact of unsuccessful
recovery attempts on subsequent caching. Each shade of grey corresponds to a different
pattern; see the legend on the right of the figure, and Table 4.8.
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Table 4.8 Effects of different parameter values for
Experiment 2: Clark’s Nutcrackers.
symbol

indicated pattern
Consistent increase in caching across trials.
Most caching on trial 3 and the least on trial 2,
with trial 1 in between.
Most caching on trial 2 and the least on trial 1,
with trial 3 in between.
Most caching on trial 2 and the least on trial 3,
with trial 1 in between.
Most caching on trial 1 and the least on trial 2,
with trial 3 in between.
Consistent decrease in caching across trials.

(a) in private

(b) watched

(c) with object

constant caching
(percentage of runs)

100
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25
0

2
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14
value of u

20

2

8
14
value of u

20

2

8
14
value of u

20

Figure 4.11 Effects of the u parameter on the prevalence of constant
caching, Experiment 2: Clark’s Nutcrackers.
Percentage of runs producing constant caching across trials in Experiment 2: Clark’s
Nutcrackers, for different values of u, where u controls the impact of unsuccessful recovery
attempts on subsequent caching. Here, ‘constant caching’ is no more than 20% difference
in the number of caches created across trials.
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5
‘Theory of Mind’ in Animals:
Ways to Make Progress
Abstract
Whether any non-human animal can attribute mental states to others
remains the subject of extensive debate. This despite the fact that several
species have behaved as if they have a ‘theory of mind’ in various behavioral
tasks. In this chapter, we review the reasons of skeptics for their doubts:
That existing experimental setups cannot distinguish between ‘mind readers’
and ‘behavior readers’, that results that seem to indicate ‘theory of mind’
may come from studies that are insufficiently controlled, and that our own
intuitive biases may lead us to interpret behavior more ‘cognitively’ than is
necessary. The merits of each claim and suggested solution are weighed.
The conclusion is that while it is true that existing setups cannot conclusively
demonstrate ‘theory of mind’ in non-human animals, focusing on this fact is
unlikely to be productive. Instead, the more interesting question is how
sophisticated their social reasoning can be, whether it is about ‘unobservable
inner experiences’ or not. Therefore, it is important to address concerns
about the setup and interpretation of specific experiments. To alleviate the
impact of intuitive biases, various strategies have been proposed in the
literature. These include a deeper understanding of associative learning, a
better knowledge of the limited ‘theory of mind’ humans actually use, and
thinking of animal cognition in an embodied, embedded way; that is, being
aware that constraints outside of the brain, and outside of the body, may
naturally predispose individuals to produce behavior that looks smart without
requiring complex cognition. To enable this kind of thinking, a powerful
methodological tool is advocated: Computational modeling, namely agentbased modeling and, particularly, cognitive modeling. By explicitly simulating
the rules and representations that underlie animal performance on specific
tasks, it becomes much easier to look past one’s own biases and to see what
cognitive processes might actually be occurring.

A version of this chapter is currently in press as:
van der Vaart, E. & Hemelrijk, C.K. ‘Theory of mind’ in animals: Ways
to make progress. Synthese.
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5.1

Introduction

Does the chimpanzee have a ‘theory of mind’? Premack and Woodruff asked this
question in 1978, and it is still provoking a torrent of response. The search for
‘theory of mind’, the ability to attribute mental states to others, has driven dozens
of studies, on a variety of species (Emery, 2005). Typically, scientists start by
asking whether a specific skill, such as ‘reasoning about what others can see’, is
present in their subjects, and then design an experimental setup where subjects
should behave differently if they possess the skill than if they lack it (Povinelli &
Vonk, 2004). Thus, the explicit objective is to test for the presence of human-like
social reasoning. At present, many such experiments have had positive results,
with animals acting in ways consistent with ‘theory of mind’ (Emery & Clayton,
2009). However, opinions differ on the interpretation of these findings. Some
1

reviewers draw the conclusion that some animals , at least, understand some
mental states (Byrne & Bates, 2010; Emery & Clayton, 2009; Lyons & Santos,
2006; Premack, 2007; Seed & Tomasello, 2010); others find the evidence
unconvincing (Barrett, 2010; Bolhuis & Wynne, 2009; Lurz, 2009, 2011; Penn, et
al., 2008; Penn & Povinelli, 2007; Shettleworth, 2010a, 2010b).
Upon closer inspection, contemporary reviewers tend to motivate their skepticism
with three different concerns. The first is that results that seem to indicate ‘theory
of mind’ come from experiments that are of the wrong kind, that cannot
differentiate between ‘mind readers’ and ‘behavior readers’ (Lurz, 2011; Penn &
Povinelli, 2007). The second is that results come from experiments that are
insufficiently controlled, in the sense that they do not explicitly test for alternative,
‘less mentalistic’ explanations (Bolhuis & Wynne, 2009; Heyes, 2012). The third is
that certain results are seen as evidence of ‘theory of mind’ because our own
biases favor that interpretation (Barrett, 2010; Bolhuis & Wynne, 2009;
Shettleworth, 2010a). None of these concerns are new (e.g., Hemelrijk, 1996;
Heyes, 1993, 1998; Kummer, Dasser, & Hoyningen-Huene, 1990). Therefore, we
can ask: Why have they not been resolved yet? Or refuted? And what can animal
cognition researchers do to move past them? That is the focus of this chapter. To
this end, we first provide a brief overview of the literature on ‘theory of mind’ in
animals, then discuss each concern in turn. We conclude with an introduction to
the methodological approach that we think offers the most promise for progress:
Computational modeling.

1

In this chapter, we use the term ‘animals’ to refer to ‘non-human animals’.
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5.2

‘Theory of Mind’ in Animals

Outside of humans, scientists have primarily looked for ‘theory of mind’ in apes
and monkeys, as well as in corvids, a family of birds known for its cognitive
prowess (Emery & Clayton, 2004). In terms of the kinds of mental state that have
been studied, most attention has been directed at intending, seeing, and believing.
Although in the nineties findings were mostly negative (Tomasello, Call, & Hare,
2003a), recent results have convinced many that both chimpanzees and rhesus
macaques understand the goals and perceptions of others, as well as what others
know, but not what others falsely believe (Byrne & Bates, 2010; Lyons & Santos,
2006; Premack, 2007; Seed & Tomasello, 2010). Increasingly, the same holds for
jays and ravens (Byrne & Bates, 2010; Emery & Clayton, 2009). A variety of
experimental setups have contributed to this emerging consensus (Byrne & Bates,
2010; Call & Tomasello, 2008; Emery & Clayton, 2009); in this section, we briefly
introduce three influential examples. Later, we shall use these examples to
illustrate key points of debate.

5.2.1

The ‘Begging Paradigm’

The ‘begging paradigm’ (Povinelli & Eddy, 1996) is an early setup designed to
study chimpanzees’ understanding of visual access. Every trial, subjects were given
the opportunity to beg from a ‘seeing’ and a ‘nonseeing’ experimenter. When the
‘seeing’ experimenter was facing them, while the ‘nonseeing’ experimenter’s back
was turned, the chimpanzees immediately chose correctly. However, they did not
differentiate between experimenters with buckets over their heads versus on their
shoulders, or with blindfolds over their eyes versus over their mouths.
Furthermore, once they had learned to beg correctly with respect to ‘buckets’ and
‘blindfolds’, the chimpanzees still failed to differentiate between experimenters with
their eyes open versus their eyes closed (Povinelli & Eddy, 1996). When the same
subjects were retested a few years later, the results were similar (Reaux, Theall, &
Povinelli, 1999). In contrast, a different set of subjects immediately performed
above chance on the first trial of all these conditions (Bulloch, et al., 2008),
ranging from 71% correct when the choice was ‘eyes open’ versus ‘eyes closed’ to
100% correct when the choice was ‘facing forwards’ versus ‘facing backwards’.
Other studies have also produced conflicting results (Hofstetter, Russell, Freeman,
& Hopkins, 2007; Kaminski, et al., 2004; Tempelmann, et al., 2011), so that it
remains unclear what affects the performance of chimpanzees in this setup.
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5.2.2

The ‘Competitive Paradigm’

The ‘competitive paradigm’ (Hare, et al., 2000) was the first paradigm to produce
positive results for visual perspective taking in chimpanzees. Here, two
chimpanzees were presented with two pieces of food; one visible to both subjects,
one visible only to the more subordinate of the two. This was due to one piece
being out in the open, while the other was hidden behind a barrier, on the
subordinate’s side. When released with a small head start, the subordinate
chimpanzee obtained more of the food that was hidden from the dominant (Hare,
et al., 2000). A subsequent study failed to replicate this result (Karin-D'Arcy &
Povinelli, 2002), but this finding was later explained as a consequence of placing
the food too close to the subordinate, so that the competition from the dominant
was reduced (Bräuer, et al., 2007). In a later experiment, there were two barriers,
with a piece of food behind only one, on the subordinate’s side (Hare, et al.,
2001). In this case, the subordinate approached the food more often if the
dominant had not witnessed the baiting than if the dominant had. These results
were interpreted as evidence that the subordinate understood what the dominant
saw (Hare, et al., 2000) and what it knew (Hare, et al., 2001). However, the
subordinate failed to approach more often if the food was moved after the
dominant saw the baiting than if the food was not moved, suggesting that the
subordinate did not understand the dominant’s false belief about the food’s
location (Hare, et al., 2001). Furthermore, if one piece of food was hidden on the
subordinate’s side of one barrier, while the dominant was watching, while another
piece of food was hidden on the subordinate’s side of a different barrier, while the
subordinate was in private, then the subordinate chose to approach the two food
pieces indiscriminately, indicating that it could not take into account which food
piece the dominant knew about (Hare, et al., 2001).

5.2.3

The ‘Caching Paradigm’

The ‘caching paradigm’ is employed with Western scrub jays. This setup makes use
of the birds’ tendency to bury food items for future consumption, and the fact that
conspecifics will steal such items if they see them being hidden. Emery and Clayton
(2001) tested whether cachers take measures to prevent such theft. They gave
their subjects ice cube trays to cache worms in, with a competitor in an adjacent
cage. If the subjects could see this competitor, they re-cached their worms in new
sites once they were alone, but only if they had previous experience being pilferers
themselves; conversely, if their view of the competitor was blocked, they recached less frequently (Emery & Clayton, 2001). Furthermore, when the birds
cached in one tray in front of one competitor, and in another tray in front of
another competitor, they later re-cached more of the worms cached in front of the
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competitor that was present at that time (Dally, Emery, et al., 2006). Finally, if one
of the two trays was less visible to the competitor – because it was behind a
barrier, or further away, or in shadow – the birds not only cached more worms in
this tray, they also re-cached less from it later (Dally, et al., 2004, 2005a).

5.3

Three Types of Concern

5.3.1

The Wrong Kind of Experiment

One reason skeptics give to interpret the results outlined above as insufficient
evidence of ‘theory of mind’ is that they come from ‘the wrong kind of experiment’
(Heyes, 1993, 1998; Hurley & Nudds, 2006; Lurz, 2009; Penn & Povinelli, 2007;
Povinelli & Vonk, 2003, 2004). According to this claim, all experimental setups
reported in the literature are fundamentally incapable of establishing whether
animals can reason about mental states, or only about behavior. In this view, the
defining feature of ‘theory of mind’ is that it involves thinking about unobservable
inner experiences, and not just states of the physical world. Thus, there is a crucial
difference, on the one hand, between understanding that others experience the
mental state of ‘seeing’ and, on the other hand, understanding that lines of sight
are important. For instance, for a chimpanzee to succeed in the ‘begging
paradigm’, it can think about which experimenter can see it, or it can think about
which experimenter is oriented towards it, without any obstructing barriers (Heyes,
1998; Povinelli & Vonk, 2004). Both strategies are sufficient to solve the task, and
there is no way to tell them apart. For the ‘competitive paradigm’, the same
reasoning holds (Karin-D'Arcy & Povinelli, 2002; Lurz, 2009; Povinelli & Vonk,
2004). For a Western scrub jay to re-cache the worms most at risk of being stolen,
it can remember what competitors know about its cache locations, or it can recall
which competitors were visible when it was caching, and how far away those
competitors were (Penn & Povinelli, 2007). Thus, in these experiments, subjects
can always succeed by reasoning from what they themselves have seen, to what
they themselves should do, without considering the mental states of others.

5.3.2

Insufficient Controls

A second reason to be skeptical of results that seem to demonstrate that animals
can attribute mental states is that they may come from experiments that are
‘insufficiently controlled’ (Bolhuis & Wynne, 2009; Heyes, 1998, 2012;
Shettleworth, 2010a). Although comparative researchers studying ‘theory of mind’
often take care to exclude as many alternative hypotheses as possible, relevant
control conditions may also be overlooked. For instance, with respect to Hare and
colleagues’ (2000) ‘competitive paradigm’, Karin-D’Arcy and Povinelli (2002)
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posited that subordinates might have preferred the ‘hidden food’ simply because
they preferred eating near barriers. Although their own follow-up experiments
showed this hypothesis to be false - subordinate chimpanzees reacted differently
to food pieces fully and partially concealed from a dominant, despite the fact that
they could eat by a barrier in both cases (Karin-D'Arcy & Povinelli, 2002) – it was
not initially discussed as a possible alternative explanation. This indicates that
many other results may also come from insufficiently controlled experiments, as
skeptics claim (Bolhuis & Wynne, 2009; Heyes, 2012; Shettleworth, 2010a).

5.3.3

Interfering Intuitions

A third reason to question whether positive results on certain tasks actually imply
‘theory of mind’ is that our own intuitions might be biased in favor of that
interpretation (Barrett, 2010; Bolhuis & Wynne, 2009; Hemelrijk, 1996; Kummer,
et al., 1990; Shettleworth, 2010a). Various reasons have been given for why such
a bias might exist. One is that the popular press seems to prefer stories of how
animals are ‘unexpectedly human-like’, creating an incentive for researchers to
interpret their data that way (Shettleworth, 2010a). Another is that finding ‘theory
of mind’ in our closest relatives might be seen as a strengthening of evolutionary
theory itself (Bolhuis & Wynne, 2009; Povinelli & Vonk, 2003; Shettleworth,
2010a). To convincingly demonstrate that the cognitive complexity of humans
could be the result of gradual natural selection, so the reasoning goes, it would be
helpful to have a living illustration of every stage that the human mind might have
gone through. Consciously or unconsciously, this idea could be motivating
researchers to interpret their results more ‘cognitively’ than necessary, to ‘close the
gap’ between humans and the rest of the animal kingdom. A final idea is that
human ‘theory of mind’ is expressly designed, in an evolutionary sense, to infer
mental states – and mental states about mental states – from observable behavior
(Barrett, Henzi, & Rendall, 2007). Therefore, we automatically infer them from the
observable behavior of our experimental subjects. Thus, our own ‘folk psychology’
could be hindering our ability to objectively evaluate results concerning ‘theory of
mind’ in animals.

5.4

‘The Wrong Kind of Experiment’:
A Closer Look

In sum, unsuitable experimental setups, a lack of sufficient controls, and our own
intuitive biases are all possible reasons to doubt positive results on tests for ‘theory
of mind’. However, these three arguments for skepticism have different
implications. If all the experimental setups currently employed are fundamentally
incapable of differentiating between ‘mind readers’ and ‘behavior readers’, then
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other concerns seem moot. Why care about the results, or the interpretations, of
uninformative experiments?

5.4.1

The Right Kind of Experiment

The only way to resolve the concern that all results come from ‘the wrong kind of
experiment’ is to do ‘the right kind of experiment’. As an example of what such an
experiment could look like, Povinelli and colleagues have adapted an earlier
suggestion by Heyes (1998) to create the ‘opaque visor paradigm’ (Penn &
Povinelli, 2007; Povinelli & Vonk, 2003, 2004), a variation of the ‘begging
paradigm’. In this setup, chimpanzees are first exposed to two buckets, a yellow
one and a blue one, which both contain a visor. From the outside, the visors look
similar, but through personal experience with wearing the buckets, the
chimpanzees will discover that the yellow bucket’s visor blocks vision, while the
blue bucket’s visor does not. They will be given the opportunity to beg from two
experimenters, one wearing a yellow bucket, the other wearing a blue one. If,
from their own experience, they understand through which bucket one can see,
they should gesture preferentially toward the experimenter wearing the blue
bucket; conversely, if they have no concept of ‘seeing’, they should gesture
indiscriminately – as two chimpanzees did in a pilot study by Vonk and Povinelli
(2011). The argument is that this setup can distinguish between ‘mind readers’
and ‘behavior readers’ because it does not provide subjects with any behavioral
cues that correspond with the experimenter’s mental state. Thus, given that the
chimpanzees have no experience with others wearing buckets, the claim is that
there is no ‘non-mentalistic’ way for them to predict the experimenters’ behavior.
However, others have claimed that the ‘opaque visor paradigm’ can be solved
without reasoning about the mental states of others (Andrews, 2005; Hurley &
Nudds, 2006; Lurz, 2009, 2011). Once the experimenters are wearing their yellow
and blue buckets, with their opaque and transparent visors, there are no
‘observable signs’ of ‘seeing’. In fact, if the chimpanzees have never experienced
what others are like with the buckets over their heads – as the protocol calls for –
then they have had no opportunity to directly learn a rule like ‘others only respond
to events and things if they are not wearing yellow buckets’. However, the
chimpanzees could have learned that their own behaviors were limited by wearing
yellow buckets; ‘with the yellow bucket on, I cannot do things’. From this, the
chimpanzees could, in theory, reason that they want the experimenter to do things
(namely, pass them food) and that they should, therefore, beg from the
experimenter wearing the bucket that allows for doing things (the blue one). This
is complex, self-other mapping (‘I cannot do things with the yellow bucket on, so
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she cannot either’), but it does not involve reasoning about ‘unobservable inner
experiences’ in the strictest sense.
Lurz (2009, 2011), at the very least, finds this argument against Povinelli and
colleagues’ paradigm compelling. Even if chimpanzees could pass the ‘opaque visor
paradigm’, that would still not prove that they are capable of reasoning about
mental states. Therefore, Lurz argues for different, more complex experimental
setups. His fundamental claim is that unequivocally demonstrating that any animal
understands that others experience the mental state of seeing is impossible. The
problem is that the mental state of seeing correlates too well with its observable
indicators. A well-lit unobstructed line of sight to an object implies that one can
see it; conversely, to see an object requires a well-lit unobstructed line of sight.
There is no way to test whether a nonverbal animal can attribute the mental state
of seeing without offering it the behavioral cues through which it can make the
attribution, and once one does that, there is no way to exclude that the animal is
only reasoning about the behavioral cues. According to Lurz, the only way to avoid
this problem is by focusing on a slightly more complex mental state: That of
seeing-as, rather than seeing. If chimpanzees understand that things can look
different than they are, then it is possible to affect their mental state inferences
without affecting anything observable at the same time.
Lurz (2009, 2011; Lurz & Krachun, 2011) proposes several experimental paradigms
that rely on this principle, but we use only one to illustrate the reasoning. It
involves lenses that distort images, and it relies on the distinction between
appearance and reality. A subordinate chimpanzee is first exposed to a version of
the ‘competitive paradigm’, with the twist that it involves larger and smaller food
pieces. This should teach the subordinate that the dominant usually approaches
larger food pieces over smaller ones. Then, the subordinate chimpanzee is trained
to retrieve objects from behind two kinds of barriers: A red-rimmed barrier that
makes objects look bigger, and a blue-rimmed barrier that makes objects look
smaller. Crucially, these objects should not be food pieces, and the chimpanzee
should have no reason to prefer larger over smaller versions – so that there is no
opportunity for the chimpanzee to associate the different barriers with different
degrees of ‘desirability’. Then comes the crucial test, where the red and bluerimmed barriers are put to use in the ‘competitive paradigm’, and an equally-sized
food piece is placed behind each, on the subordinate’s side. If the subordinate
chimpanzee understands the mental state of seeing-as, as well as how the barriers
work, it should prefer to approach the food piece behind the blue-rimmed barrier,
as this is the food piece that should look smaller to the dominant. Conversely, if it
does not understand the mental state of seeing-as, then it should approach
randomly.
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5.4.2

No Need for the Right Kind of Experiment?

Although a version of ‘the right kind of experiment’ was first proposed over a
decade ago (Heyes, 1998), only one team of researchers have reported any
results, involving just three juvenile chimpanzee subjects (Vonk & Povinelli, 2011).
As far as we are aware, the assertion that existing experimental setups are
incapable of differentiating between ‘mind reading’ and ‘behavior reading’ has
never been directly countered. However, two related challenges are often made.
Firstly, it is argued that ‘behavior reading’ is not a plausible alternative to ‘mind
reading’ at all; secondly, it is claimed that the proposed ‘right kind of experiment’ is
fundamentally unsuitable for chimpanzees.
The first challenge is that, given all the results already collected, any explanation
other than ‘theory of mind’ has begun to seem ‘unparsimonious’ (Emery & Clayton,
2008; Tomasello & Call, 2006). To maintain that chimpanzees and scrub jays
cannot reason about mental states, the argument goes, one needs to assume that
they are using many different behavioral rules instead. ‘Beg from experimenter
whose face is visible’; ‘Go to food that a dominant has not oriented towards’; ‘Recache items cached close to a conspecific’. While it cannot be excluded that
subjects possess such behavioral rules – either because they are genetically
equipped with them, or because they learn them in some unspecified way – it does
not seem likely, given the sheer number required, and the lack of clarity with
regards to where they come from. Therefore, the claim is that ‘theory of mind’ is
the ‘simpler’ explanation in the sense of requiring fewer behavioral rules, and less
complicated prior learning (Emery & Clayton, 2008; Tomasello & Call, 2006).
The second challenge is that ‘the right kind of experiment’ suffers from ‘low
ecological validity’ (Emery & Clayton, 2008; Hare, 2001; Lyons & Santos, 2006;
Tomasello, Call, & Hare, 2003b). The idea is that whatever ‘theory of mind’ a
species is capable of, it presumably evolved in the context of solving its every day
problems. Thus, if we want to investigate the limits of its cognitive abilities, we
should present it with tasks that are as similar to its daily life as possible. In this
view, it is no surprise that the ‘competitive paradigm’ and the ‘caching paradigm’
have proven successful at extracting ‘theory-of mind-like’ behavior from
chimpanzees and Western scrub jays, respectively; competing for food and
preventing cache theft are problems with ‘high ecological validity’, but the ‘begging
paradigm’ and the ‘opaque visor paradigm’ have ‘low ecological validity’.
Cooperation and food sharing are already relatively alien notions to a chimpanzee,
and adding unnatural objects such as buckets and visors only makes the task more
difficult (Hare, 2001).
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5.4.3

Concern Refuted?

However, we find it difficult to dismiss the concern that all existing experiments are
of ‘the wrong kind’, on the grounds of either ‘parsimony’ or ‘low ecological validity’.
First, it is not clear that ‘mind reading’ is actually a ‘simpler’ explanation than
‘behavior reading’, as many authors have argued (for a review, see Heyes, 2012).
It is certainly more complex in the sense of being cognitively more complex, and it
is not necessarily less complex in the sense of requiring less behavioral rules or
less learning (Povinelli & Vonk, 2004). Even if chimpanzees do not have ‘theory of
mind’, that does not mean that every specific behavioral pattern that chimpanzees
exhibit must be explained by a different associative rule (Penn & Povinelli, 2007).
Instead, chimpanzees, and indeed scrub jays, might know that ‘others only
respond to events and things that they had unobstructed lines of sight to’; a single
behavioral rule that guarantees success on virtually every experiment designed to
measure understanding of what others see. Furthermore, understanding that
others see is not enough to recognize what others see when; one still needs to
group observed behaviors into categories, and to learn which categories of
behavior correspond to which mental state. Therefore, ‘mind reading’ requires all
the learning that ‘behavior reading’ does (Lurz, 2011; Povinelli & Vonk, 2004).
Second, ‘low ecological validity’ is not a counterargument to the claim that all
results come from ‘the wrong kind of experiment’. It is a reason to object to the
specifics of the ‘opaque visor paradigm’, but versions of it with higher ecological
validity can be constructed. Instead of requiring subjects to beg for a piece of food
from the ‘seeing’ experimenter, one could give them the opportunity to steal a
piece of food from the ‘non-seeing’ experimenter (Flombaum & Santos, 2005). This
makes the task competitive, but preserves its structure. More generally, it has
been argued that ‘low ecological validity’ is a strange objection for three reasons.
Firstly, the higher a task’s ecological validity, the greater the odds that natural
selection has equipped subjects with a built-in response, rendering mental state
attribution unnecessary (Povinelli & Vonk, 2004; Vonk & Shackelford, 2012).
Secondly, it is not clear that chimpanzees are systematically worse at cooperative
tasks (Penn & Povinelli, 2007; Povinelli & Vonk, 2004), and furthermore, although
the use of strange objects is common in experiments on tool use, in that context
similar complaints are absent (Penn & Povinelli, 2007; Vonk & Shackelford, 2012).
Nevertheless, Penn and Povinelli (2007) also propose an alternative to the ‘opaque
visor experiment’ with ‘high ecological validity’. The suggested setup is presented
as a ‘systematic version’ of the ‘competitive paradigm’, with five barriers and two
food pieces, a smaller and a larger. Then, there are many different ways to
manipulate which chimpanzee knows what; allow the dominant to watch as one
food piece is placed, but not the other, allow the dominant to watch as both pieces
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are placed, but then swap them while it cannot see, and so on. According to Penn
and Povinelli, this makes the task computationally intractable to solve without
‘theory of mind’. However, as Lurz (2009) points out, ‘computationally intractable’
is not the same as ‘impossible’; chimpanzees could succeed in this setup by
avoiding food pieces still located in places to which dominants have had direct lines
of sight. Thus, it is the ‘wrong kind of experiment’ in the sense of ‘possible for
subjects to solve without the attribution of unobservable inner experiences’.

5.4.4

How to Move Forward

If we accept that all existing setups are unable to differentiate between ‘mind
readers’ and ‘behavior readers’, the question is whether this concern can be
resolved through the more complicated setups suggested by skeptics. We do not
think so. All the setups presently proposed – ‘the opaque visor paradigm’ (Povinelli
& Vonk, 2003, 2004; Vonk & Povinelli, 2011), ‘the systematic competitive
paradigm’ (Penn & Povinelli, 2007), the ‘seeing-as competitive paradigm’ (Lurz,
2009) – build on existing setups that we already know chimpanzees have difficulty
with. The ‘opaque visor paradigm’, for instance, asks subjects to choose between
two experimenters wearing buckets with visors, of which one allows seeing and
the other does not. However, chimpanzees in the earlier ‘begging paradigm’ do not
even consistently prefer experimenters with buckets over their heads to
experimenters without buckets over their heads (Bulloch, et al., 2008; Povinelli &
Eddy, 1996; Reaux, et al., 1999). This makes it improbable that they will choose
correctly when faced with experimenters wearing buckets equipped with visors,
and in fact, preliminary evidence suggests that they do not (Vonk & Povinelli,
2011). Similarly, the ‘systematic competitive paradigm’ requires chimpanzees to
flexibly respond to a dominant’s beliefs about the locations of two different food
pieces. However, subordinates already behave incorrectly in simpler versions of the
setup (Hare, et al., 2001); they fail to approach more often when the dominant
has a false belief about the location of food, and if they must choose between a
food piece which the dominant has seen and one that it has not seen, they
approach indiscriminately. Although this last result has been ascribed to
motivational, rather than cognitive issues (Hare, et al., 2001), and chimpanzees
have actually passed a similar test in a slightly different setup (Kaminski, et al.,
2008), the fact remains that more challenging versions of the ‘competitive
paradigm’ are unlikely to be successful. The ‘seeing-as competitive paradigm’
suffers from the same problem, in addition to requiring that subjects understand
the workings of size-altering barriers. Given that Krachun et al. (2009) found
evidence of such understanding in only 4 out of 11 chimpanzees, the odds of
successfully running the ‘seeing-as paradigm’ with any animal are small. In fact,
the best use of this type of novel setup may be with human children. A variation
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on the ‘opaque visor paradigm’ conducted with toddlers has already led to new
insights with respect to how ‘theory of mind’ develops (Teufel, Clayton & Russell,
in press).
Furthermore, although we have been referring to these experimental setups as
shedding light on ‘whether animals have a ‘theory of mind’ or not’, this is actually
an overstatement: Success might be sufficient to prove some understanding of
mental states, but failure tells us very little, as Penn and Povinelli (2007) and Lurz
(2009) all acknowledge. For instance, with respect to the ‘opaque visor paradigm’,
chimpanzees could be perfectly capable of thinking about ‘seeing’ without being
able to map their own experience with the buckets to that of someone else; they
might forget which bucket allows seeing and which does not; they might assume
that humans can see through any type of visor, and so on. The proposed paradigm
is so intricate that failure can be ascribed to any number of causes. For the
‘seeing-as competitive paradigm’, there is the further complication that it tests for
a more advanced mental state than is necessary. If chimpanzees understand true
beliefs, but not false ones (Byrne & Bates, 2010; Premack, 2007; Seed &
Tomasello, 2010), they might understand accurate perceptions, but not inaccurate
ones. Thus, it seems to us that the existing evidence suggests that chimpanzees
are unlikely to consistently pass any of the paradigms proposed as ‘the right kind
of experiment’, and furthermore, that such lack of success would not shed much
light on their ability to reason about mental states. Therefore, it seems that there
is no way to resolve the concern that all results come from ‘the wrong kind of
experiment’. Instead, we think that the most promising way forward is simply to
ignore it.

5.5

Beyond ‘the Wrong Kind of Experiment’

We have argued that there is little progress to be made by addressing the concern
that existing experimental setups cannot conclusively establish whether animals
are reasoning about mental states. Instead, the more answerable question is how
sophisticated their reasoning is, whether it is about ‘unobservable inner
experiences’ or not. To establish that, however, is still difficult. A lack of control
conditions, or a bias to see ‘theory-of-mind-like’ behavior where it is not present,
would still be valid concerns. In this section, we tackle both issues.

5.5.1

Controls and Biases

Whether, on the whole, experiments attempting to establish ‘theory of mind’ in
animals are less well-controlled than is possible is a difficult question. In Heyes’
(1998) paper, she offered a series of critiques of specific experiments, but since
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then, few concrete control conditions have been explicitly identified as being
missing (one exception is Karin-D’Arcy and Povinelli’s (2002) analysis of the
‘competitive paradigm’; another is Heyes’ (2012) discussion of an experiment on
prosociality in chimpanzees (Horner, Carter, Suchak, & de Waal, 2011)). As a
consequence, this is a rather difficult concern to refute; conversely, it is also a
rather difficult concern to substantiate.
Whether researchers might intuitively favor ‘theory-of-mind-like’ explanations is a
different matter. Here, we feel that the evidence certainly suggests such a bias
might exist; we discuss a number of examples from the research paradigms
discussed earlier. One indication that evidence for ‘theory of mind’ is implicitly the
desired outcome of some experiments is that there is a tendency to split subjects
and behaviors into smaller and smaller subsets, until a subset is found that is
consistent with ‘mental state attribution’. For instance, in one version of the
‘begging paradigm’, five different begging behaviors were measured across three
different species (Kaminski, et al., 2004). None of these begging behaviors were
consistently directed more at an experimenter with her eyes open than at one with
her eyes closed. However, it was noted that one orangutan lip-begged longer in
the former condition than in the latter, and that another spat more in the latter
condition than in the former, and this was considered to be evidence of some
understanding of the importance of the eyes in relation to visual attention.
Similarly, when a single experimental paradigm is sufficiently rich that it generates
many different results, there is sometimes a tendency to overemphasize results
that are consistent with ‘theory of mind’ over results that are less consistent. Take,
for instance, a recent study employing the ‘begging paradigm’ (Tempelmann, et
al., 2011). In this study, the objective was to clarify an earlier finding by Kaminski
and co-authors (2004), where different species of ape begged more if an
experimenter’s face was oriented towards them than if it was oriented away, but
only if her body was oriented towards them, too. If the experimenter’s body was
turned backwards, then the apes did not differentiate between trials where the
experimenter was also looking backwards, and trials where she was looking over
her shoulder, in the direction of the subjects. In Tempelmann and colleagues’
(2011) follow-up experiment, the effect of body orientation disappeared for
bonobos, orangutans and gorillas, but not for chimpanzees. Furthermore, it was
found that none of the apes made more auditory requests for food when the
experimenter’s back was turned, suggesting that they did not understand that
noise can alert individuals who are visually inattentive. However, neither of these
results made it into the final conclusion of the paper, or its abstract, which stated
only that the study had shown that all great ape species judge a human’s
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attentional state on the basis of the face, thus supporting the ‘theory of mind’
hypothesis.
As another example, in the ‘caching paradigm’, it has repeatedly been shown that
when Western scrub jays are forced to cache in front of a competitor, they recache more often afterwards (Dally, et al., 2005a; Dally, Emery, et al., 2006;
Emery & Clayton, 2001; Emery, et al., 2004). That is, they dig up their worms and
re-bury them in new locations. Furthermore, if they are given two trays to cache
in, of which one is better visible to a competitor than the other, they later re-cache
more from the tray that was better visible (Dally, et al., 2005a; Dally, Emery, et
al., 2006; Emery & Clayton, 2001; Emery, et al., 2004). A common interpretation
of this behavior is that scrub jays somehow appreciate which caches are most
likely to be pilfered, and then protect those specific caches by moving them to new
sites (Clayton, et al., 2007). However, what matters in terms of preventing theft is
that fewer of the ‘high risk’ worms are left in their old locations at the end of the
trial, and the birds can accomplish this by either re-caching or eating them, both of
which count as ‘recovering’. Thus, it seems like this interpretation predicts that
scrub jays should not just re-cache, but also eat, more of the caches best seen by
other birds. However, this prediction seems to be met only rarely (Dally, et al.,
2005a; Dally, Emery, et al., 2006; Emery & Clayton, 2001; Emery, et al., 2004).
Taking only statistically significant results, scrub jays re-cached more of the ‘high
risk’ worms in thirteen out of fourteen opportunities reported, but only recovered
more of them in two out of nine cases. Yet, the implications of this lack of
agreement with the ‘theory of mind’ hypothesis are rarely considered (Chapter 3).
A final indication of an implicit bias in favor of ‘theory of mind’ is the fact that
occasionally, two conflicting experimental outcomes are both considered evidence
of mental state attribution. For instance, for Western scrub jays, it has always
been considered a hallmark of their sophisticated social cognition that they only
employ their cache protection tactics when they are actively watched; the mere
presence of another bird, without visual access to the scene, is insufficient (Dally,
et al., 2005a). Conversely, for Clark’s nutcrackers, another species of corvid tested
in a similar caching paradigm, it was found that they reduced their caching across
trials whether a competitor was visible or not; whether a competitor could be seen
or just heard made no difference (Clary & Kelly, 2011). This result was
subsequently interpreted as evidence that the Clark’s nutcrackers were
generalizing their learning from the ‘watched condition’ to all conditions where a
conspecific was known to be present (Clary & Kelly, 2011). While this is certainly a
plausible explanation, the implicit message is that this generalization is cognitively
impressive, as it was something the Clark’s nutcrackers ‘were able to do’. Thus, in
this case, diametrically opposed results (different behavior because the conspecific
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is behind a barrier versus similar behavior despite the conspecific being behind a
barrier) are both interpreted as evidence in favor of the same hypothesis - that the
cache protection strategies of corvids are evidence of complex cognition.

5.5.2

Designing and Interpreting Experiments Better

Several authors have proposed strategies for improving our ability to design
control conditions, and for reducing the effects of intuitive biases. Heyes (2012),
for instance, argues that part of the problem is that associative learning – the
‘alternative theory’ to ‘more cognitive’ explanations, in most cases – is a
challenging subject to get into. Its long history and technical vocabulary make it
difficult for nonspecialists to absorb. Thinking in terms of what an animal
understands is easier than thinking in terms of what an animal’s earlier
experiences might have taught it through reinforcement. As a consequence, it is
difficult for researchers to conceive of the correct control conditions for their
experiments. A solution, according to Heyes, is for everyone to become more
familiar with the tenets of associative learning, and she suggests a number of
resources for doing so (Dickinson, 1980; Pearce, 2008).
A second strategy is offered by Shettleworth (2010a). Its purpose is to alleviate
the effects of an intuitive bias in favor of ‘theory of mind’; a similar sentiment is
put forth by Barrett (2010). According to these authors, our ‘common sense’ view
of human ‘theory of mind’ is probably wrong. We think of ourselves as making
conscious, deliberate social judgments – and we can do that – but most of our
interactions we manage without them. Shettleworth, for instance, discusses how
human mate choice is affected by simple cues like shoulder width and waist-to-hip
ratio (Singh, Dixson, Jessop, Morgan, & Dixson, 2010), while Barrett mentions how
we predict what others will do based on the personality traits we assign to them,
rather than on the mental states we think they have (Andrews, 2005, 2008). The
human ability to function without ‘theory of mind’ is also illustrated by studies on
infants; already at fifteen months, long before they pass verbal ‘false belief’ tasks,
their looking times show that they expect others to search for objects where they
have last seen them, rather than where they currently are (Onishi & Baillargeon,
2005). Conversely, even as adults, we do not necessarily use our ‘theory of mind’
very well; when subjects are asked to hand over ‘the largest vase’, they often
reach for the largest vase they can see, rather than the largest vase the asker can
see (Keysar, Barr, Balin, & Brauner, 2000). Clearly, then, even very young humans
make smart social inferences without truly understanding others’ minds, while
even very competent adults do not always think about the mental states of others
when completing tasks. Such findings have led to the theory that adult humans
may actually possess two systems for predicting and explaining the actions of
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others (Apperly & Butterfill, 2009); one fast but inflexible, based on behavior
reading, and one slow but able to handle great complexity, based on explicit
mental state ascription. The claim is further that the system for behavior reading is
widely shared, with infants and other animals, while the one for mental state
ascription is only fully developed in human adults (Apperly & Butterfill, 2009). If
this perspective was more fully appreciated by animal cognition researchers, so
argue Shettleworth (2010a) and Barrett (2010), perhaps we would be less likely to
see ‘theory of mind’ in every smart-looking social behavior exhibited by subjects.
A third strategy, also offered in the spirit of alleviating the risk of interpreting
results in an unnecessarily complex manner (Barrett, 2010; Barrett, et al., 2007), is
the one developed by the ‘new artificial intelligence’ movement (Pfeifer & Scheier,
1999) and by researchers of self-organization (Camazine, et al., 2001; Couzin &
Krause, 2003; Hemelrijk, 2002; Sueur & Deneubourg, 2011). The basic claim
underlying this ‘embodied and embedded’ approach is that by focusing on
‘cognition’ in isolation, we are essentially ignoring many other ‘non-cognitive’
factors that contribute to how individuals behave. Animals, like humans, have
brains that exist in bodies, and bodies that exist in the world, and constraints
outside of the brain, and outside of the body, may naturally predispose individuals
to produce behavior that looks smart without requiring complex cognition to
accomplish it. The argument is that by taking this perspective, our tendency
towards anthropocentric interpretations is automatically lessened, as it forces us to
think about how animals actually perceive the world, and what options they have
to physically act in it.

5.6

A Helpful Tool: Computational Modeling

One methodological tool that can assist with thinking in an ‘embodied and
embedded’ way is computational modeling. In ethology, most existing
computational models are known as agent- or individual-based models (e.g.,
Evers, et al., 2011; Hemelrijk & Hildenbrandt, 2011; King, Sueur, Huchard, &
Cowlishaw, 2011). This type of model simulates every individual separately, with
its own characteristics and decision rules. It mostly generates new insights by
demonstrating that interactions between individuals, or between individuals and
their environment, can generate unexpected patterns across either time or space
(Pfeifer & Scheier, 1999). As a consequence, they are a powerful tool for
generating alternative hypotheses to ‘theory of mind’ (Hemelrijk, 1996; Hemelrijk
& Bolhuis, 2011); they make it possible to test whether simple assumptions about
animals’ motivations might lead to self-organized patterns that look like the
product of complex cognition. For instance, we have used an agent-based model
to show that the ‘reconciliation’ behavior of primates is not necessarily the product
117

of sophisticated social reasoning (Hemelrijk & Bolhuis, 2011; Puga-Gonzalez, et al.,
2009). In macaques, two former opponents are more likely to groom immediately
after fighting than at other times. This has been taken as evidence that macaques
understand relationships, and that they are selectively approaching each other in
an effort to ‘reconcile’. However, in our simulations, the same patterns arise as a
consequence of simple rules about fighting and grooming, and their effects on
spatial proximity.
In addition to agent-based models, a related kind of model, the cognitive model
(Sun, 2008), is just starting to be used by researchers working in animal cognition.
This modeling approach was first designed to study humans, and has been applied
to a wide variety of psychological questions, ranging from the very fundamental,
such as ‘how is information retrieved from memory’ (van Maanen, van Rijn, &
Taatgen, 2012) to the very practical, such as ‘how do car drivers switch lanes’
(Salvucci, 2006). Like agent-based models, cognitive models simulate each
individual separately, with their own characteristics and decision rules. However,
typically, the decision rules of a cognitive model involve more detailed
representations of the underlying mechanisms, such as those for memory and
learning. Thus, compared to agent-based models, the focus is more on how the
interactions between different cognitive processes may explain specific patterns of
behavior. Therefore, this type of model is exceptionally suited to answering
questions in animal cognition (Penn, et al., 2008). So far, it is has rarely been used
in this way, at least in the context of research explicitly aimed at studying ‘humanlike’ cognitive capacities; we know of only a few studies. Bryson and Leong (2007)
used it to analyze transitive inference in primates, while Trafton and Harrison
(2009) used it to investigate the effects of learning in the ‘competitive paradigm’
employed with chimpanzees.
As another example, we have used a cognitive model (Chapter 2; Chapter 3), to
investigate the re-caching behavior of Western scrub jays (Dally, Emery, et al.,
2006; Emery & Clayton, 2001). The model consists of a kind of ‘virtual bird’, with a
memory system based on ACT-R, a cognitive model designed to study humans
(Anderson, 2007). Its caching and recovery behavior has been validated against
that of real birds ; its recovery errors resemble those made by Clark’s nutcrackers
(Balda, et al., 1986; Kamil & Balda, 1990), and its choice of cache is similar to that
of scrub jays (de Kort, et al., 2007). In further work, the ‘virtual bird’ was extended
with assumptions related to re-caching (Chapter 3). The ‘virtual bird’ wanted to
cache more when it was stressed, and it was stressed by the presence of
conspecifics, as well as by finding caches missing. This meant that it re-cached
more while it was watched, as real scrub jays do (Dally, et al., 2005a); namely, it
kept burying and re-burying the few worms that were available. As an emergent
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pattern, this confused the ‘virtual bird’s’ memory, which caused it to experience
more failures at recovery. These failures again caused it stress, resulting in an
increased desire to cache and re-cache. As a consequence, it re-cached more after
being watched (Emery & Clayton, 2001). The same process also produced more
re-caching from trays most visible to competitors (Dally, Emery, et al., 2006). As
the ‘virtual bird’ cached less in such trays, they were emptier at recovery, and the
odds of unsuccessfully recovering there were higher. As this is what caused the
‘virtual bird’ stress, this caused it to re-cache more from trays best visible to
conspecifics.
Importantly, this theory of why Western scrub jays re-cache the way they do is
completely novel, and conceived entirely thanks to our use of a model. When we
first set out to simulate the social cognition of scrub jays, there was no indication
that stress or memory errors might be relevant; instead, these ideas developed
gradually, from an iterative cycle of reviewing the literature and exploring the
‘virtual bird’. Initially, the model focused on an experiment where scrub jays could
actually see a competitor steal their worms (Emery, et al., 2004; Chapter 4), and
the model’s central assumption was that re-caching was caused by the bird’s
memories of watching such pilferings. However, it became apparent that if recaching was caused by the bird’s memories of its own failed recovery attempts,
then this would result in the same observable behavior; after all, the higher the
number of pilferings, the higher the number of failed recovery attempts. This led
to the realization that any increase in failed recovery attempts could potentially
drive enhanced re-caching. This prompted a return to the literature, where we
found evidence that scrub jays re-cache more while they are watched (Dally, et al.,
2005a) and that many birds cache more in stressful circumstances (Lucas, et al.,
2006; Pravosudov, 2003; Wein & Stephens, 2011). Putting all this together, we
developed a new, less anthropomorphic explanation for why scrub jays re-cache
the way they do.
Furthermore, the fact that a computational model must actually be implemented
ensures automatically its specificity, and thus, its ability to generate exact empirical
predictions. For instance, our explanation predicts that, during recovery, Western
scrub jays start re-caching after they start making memory errors. In sum, this
type of modeling should help to design control experiments, as well as to reduce
the tendency to see ‘theory of mind’ where it might not be present.

5.7

Conclusions

In this chapter, we reviewed three concerns often cited by those who remain
unconvinced that nonhuman species can attribute mental states. These skeptics
119

argue that the evidence consistent with animals having ‘theory of mind’ comes
either from experiments that are of the wrong kind, from experiments that are
insufficiently controlled, or from experiments that are interpreted in a biased
fashion. We concluded that, firstly, it seems irrefutable that existing experiments
cannot conclusively distinguish mind-readers from behavior-readers. However, it
seems like any experiments that would be able to do so are so complex that no
subject will pass them; therefore, it seems like this question is best left alone.
Irrespective of whether animals are reasoning about ‘unobservable inner
experiences’ or ‘states of the physical world’, a more interesting question is how
sophisticated their reasoning really is. Secondly, we argued that while it is difficult
to determine whether experiments are insufficiently controlled, one way forward is
to make sure that researchers of ‘theory of mind’ are also intimately familiar with
associative learning theory, so that alternative explanations may at least be
thought of. Thirdly, we argued that a preference for interpreting results in a more
‘theory-of-mind-like’ fashion does seem to exist, and that the literature suggests a
number of conceptual frameworks for avoiding such biases; namely, a better
knowledge of the limited ‘theory of mind’ humans actually use, and thinking of
animal cognition in an embodied, embedded way. We concluded by pointing out
that computational models are a powerful tool for facilitating such embodied,
embedded thinking, and that agent-based models and particularly cognitive models
may make important contributions. By explicitly simulating the rules and
representations that underlie animal performance on specific tasks, it becomes
much easier to look past one’s own biases and to see what animals might actually
be doing.
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6.1

Introduction

This thesis started with two objectives. First, to develop a cognitive model suitable
for simulating the caching behavior of corvids, and second, to use this model to
investigate the social cognition involved in their caching and re-caching behavior.
This section starts with a summary of the progress made towards these two goals.
Subsequently, I discuss the model’s most prominent result in more detail: Namely,
that a ‘virtual bird’ without ‘theory of mind’ can replicate many of the patterns
found in real Western scrub jays. Afterwards, I evaluate the model itself, and give
suggestions for future work. I conclude with a summary of the most important
insights generated by the research presented in this thesis. For easy reference, all
the model’s empirical predictions are collected in Table 4.6.

6.2

Basic Model: Overview and Insights

The cognitive model created in this thesis takes the form of a ‘virtual bird’. Its most
important component is its memory system, first described in Chapter 2. Inspired
by the cognitive architecture ACT-R (Anderson, 2007), the ‘virtual bird’ stores its
caching and recovery experiences in chunks. A chunk encodes what type of
experience the bird had, where it experienced it, and indirectly, when it
experienced it. The type of experience is either caching or recovery, the where is a
specific caching location – either a cup in a caching floor, or a section of a caching
tray, depending on the experimental setup – and the when is encoded by the
chunk’s activation. This activation controls how easily the chunk can be retrieved
from memory, and depends on the chunk’s frequency and recency of use
(Anderson & Schooler, 1991). That is, the more often, and the more recently, the
‘virtual bird’ has cached or recovered in a particular location, the higher the
activation of the associated chunk is.
In addition to this memory system, the ‘virtual bird’ acts according to behavioral
rules. In the earliest form of the ‘virtual bird’, as described in Chapter 2, these
rules determine only where it caches and recovers. Whether it wants to cache or
recover at all, and how often it does so, are both set directly according to the
empirical data; what it does with recovered items – whether it eats them, or recaches them elsewhere, for instance – is not yet explicitly considered.
To decide where to cache, the ‘virtual bird’ calculates the attraction of all the
discrete caching sites that are on offer. This attraction is based upon its memory,
as stored in chunks. The stronger its memory of recent caching in a particular
location, the less attractive it finds it to cache there again. This judgment is also
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affected by noise. Thus, the ‘virtual bird’ generally chooses a new site every time it
caches, but it can also return to previously used sites.
To decide where to recover, the ‘virtual bird’ makes a similar judgment. However,
the attraction of all available recovery sites is determined both by its memory of
earlier recovery attempts and by its memory of earlier caching events. The
stronger its memories of recently recovering in a particular location, the less
attractive it finds it to recover there again; conversely, the stronger its memories
of recently caching in a particular location, the more attractive it finds it to recover
there now. This determination is also affected by noise. Thus, the ‘virtual bird’
usually opts to recover in sites where it has not yet recovered before, but where it
has cached previously – but it can make errors.
This basic model of caching and recovery by corvids was validated in Chapter 2, by
testing its predictions against studies done with Clark’s nutcrackers (Balda, et al.,
1986; Kamil & Balda, 1990). The ‘virtual bird’ replicated many of the patterns
found in the empirical data: Like the real birds, it produced no correlation between
the order in which items were cached and recovered, it frequently made errors by
revisiting cache sites that it had already emptied, and its recovery accuracy got
progressively worse as fewer and fewer of its items were left. For this last pattern,
the model also provided a new explanation: Previously, it was thought that Clark’s
nutcrackers remember some cache sites better than others, and then recover their
‘best remembered’ cache sites first (Kamil & Balda, 1990). However, in the ‘virtual
bird’, declining accuracy of recovery arises as a side-effect of chance and noise. As
the ‘virtual bird’ recovers more of its own items, the ratio of full to empty cache
sites decreases, and, thus, the effects of noise become stronger. This is a useful
alternative theory, as attempts to discover why certain cache sites might be more
or less memorable have so far been unsuccessful (Kamil, et al., 1993). To
distinguish these two hypotheses, an experiment could be run where the ratio of
full to empty cache sites remains constant as recovery progresses, for instance by
reducing the number of accessible cache sites as the number of full cache sites
decreases. See also Table 6.1.
In Chapter 2, this basic model was also extended so that it captured situations
involving learning. Specifically, it was assumed that recovery experiences might
affect subsequent decisions on where to cache. This effect was built into the
‘virtual bird’ by having the activation of recovery chunks affect the attraction of
caching in the associated locations. Various mechanisms were tested. It was
assumed that either successful recoveries cause cache sites to be preferred, that
unsuccessful recovery attempts cause cache sites to be avoided, or that both
mechanisms operate simultaneously. In addition, each of these mechanisms could
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operate with respect to all recovery attempts, whether aimed at remembered
cache sites or not, or only with respect to recovery attempts aimed at cache sites
where items had actually been hidden.
Table 6.1 Overview of the model’s predictions.
prediction

species

chapter

a

No decline in accuracy as recovery progresses if
ratio of full to empty cache sites is kept constant.

all corvids

2

b

Avoidance of previously used cache sites even in
the absence of negative recovery experiences.

Western scrub jays

2

c

Birds that re-cache more after being watched
must also re-cache more while they are being
watched.

Western scrub jays

3

d

In the absence of other stressors, birds re-cache
only after experiencing a number of failed
recovery attempts.

Western scrub jays

3, 4

e

Birds re-cache more from areas where the
density of caches is lower.

Western scrub jays

3

f

Birds re-cache more in response to any source of
stress.

Western scrub jays

3, 4

g

Birds cease checking after a single trial when the
time for recovery is very brief.

Western scrub jays

4

h

When the order of ‘watched’ and ‘in private’ trials
is changed, so does the birds’ recovery behavior
across trials.

all corvids

4

i

Birds recover percentually more of their caches
when the number of caches available is smaller.

Clark’s nutcrackers

4

These various hypotheses were tested against the results of two experiments
conducted with Western scrub jays (de Kort, et al., 2007). These results were
originally interpreted as evidence that the birds were avoiding sites where they had
previously found caches to be missing; that is, that they were reacting to
‘punishment’. However, surprisingly, the ‘virtual bird’ only replicated the empirical
data when it was operating under the opposite mechanism – when it preferred to
cache in sites where it had previously recovered its items successfully – or when it
responded to both ‘reward’ and ‘punishment’. The success of the ‘reward only’
model was due to effects of a second mechanism, namely, the lowered attraction
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of caching in previously used sites, which has been part of the ‘virtual bird’ from
the start.
The fact that the ‘virtual bird’ acted as the real birds did while using the reverse
learning rule of that previously assumed has two implications. Firstly, that the
learning mechanisms of Western scrub jays require further investigation. For
example, if the model developed here is correct, then the birds should avoid reusing earlier cache sites even if they have never unsuccessfully recovered from
them (Table 6.1b). Secondly, that simulations can be of crucial importance in
highlighting the effects of cognitive mechanisms not initially considered. The
original experiments were ‘about’ learning, and as such, were designed to contrast
different learning hypotheses with each other – but the ‘virtual bird’ showed that,
in fact, a desire to spatially spread out caches might also play a crucial role.

6.3

Extending the Basic Model for
Social Cognition

In Chapter 3, the ‘virtual bird’ developed in Chapter 2 was used to investigate how
Western scrub jays cache and recover in social situations. To this end, it was
extended with a new set of behavioral rules, resting on three fundamental
premises. First, I assumed that Western scrub jays react to stress by caching
more, an assumption that is supported by empirical work with other species,
showing that they tend to hide more food when circumstances are harsh. Second,
it is assumed that both caching in the presence of conspecifics and finding caches
missing are sources of such stress, two assumptions that are yet to be tested.
Third, it is assumed that in experimental settings, such a desire to ‘cache more’
can manifest itself as re-caching, because the only items available are the ones
that the bird has already hidden.
In the model, these three premises were implemented in the following way. First,
if the ‘virtual bird’ is in the presence of a conspecific while caching, it has a chance
of re-caching every item that it buries. That is, it can dig it up and move it
elsewhere, with all the appropriate caching and recovery chunks created
accordingly. This is a behavior that has previously been documented for real
Western scrub jays (Dally, et al., 2005a). Second, if the ‘virtual bird’ fails to find
items while recovering, it is more likely to subsequently re-cache items it finds
nearby. That is, the more the ‘virtual bird’ is stressed because caches seem to be
missing, the more it wants to (re-)cache.
As described in Chapter 3, this model was tested by comparing its behavior to the
outcomes of two experiments done with Western scrub jays (Emery & Clayton,
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2001). It was found that, like the real birds, the ‘virtual bird’ re-cached
proportionally more of its items after caching in front of a conspecific than after
caching alone. This was due to the interaction between stress and memory errors.
When caching while watched, the ‘virtual bird’ was stressed, and thus cached and
re-cached its items multiple times. Then, later, while recovering in private, it was
stressed again, due to the memory confusion it had caused itself while caching.
This stress then caused it to re-cache more while recovering also.
Furthermore, with two slight extensions, the behavior of the ‘virtual bird’
resembled two further empirical patterns. First, I assumed that Western scrub jays
experience more stress when watched by a dominant conspecific than when
watched by a subordinate one, and that this translates into more re-caching while
the dominant is present. When built into the ‘virtual bird’, this assumption caused
increased memory confusion at recovery, and, consequently, more failed recovery
attempts, more stress and more re-caching. This accords with the fact that real
scrub jays also re-cache more after caching with a dominant onlooker than after
caching with a subordinate one (Dally, Emery, et al., 2006).
Second, when the ‘virtual bird’ was equipped with a behavioral rule that caused it
to prefer caching far away from conspecifics, it re-cached more of the items that it
had cached close to other birds once in private. Both patterns are also found in
real Western scrub jays (Dally, et al., 2005a; Dally, Emery, et al., 2006). In the
model, the increased re-caching from sites that were once close to onlookers is
due to the lower density of caches there. Because the odds of successfully
recovering from such areas are lower, the ‘virtual bird’ experiences more failed
recovery attempts there, and consequently it experiences more stress – to which
the ‘virtual bird’ responds with more re-caching.
As explained in Chapters 3 and 5, and as discussed in the following section, this
explanation for the re-caching behavior of Western scrub jays is novel, and was
conceived entirely due to the use of a model. It can be tested by examining its
predictions, as given in Table 6.1c - f. It was further developed in Chapter 4,
where the ‘virtual bird’ was used to investigate the behavior of both scrub jays
(Emery, et al., 2004) and Clark’s nutcrackers (Clary & Kelly, 2011) after actually
being pilfered, instead of after just being watched. Again, in two separate
experiments, the ‘virtual bird’ resembled the behavior of real birds, without
requiring any sophisticated ‘theory of mind’.
Furthermore, for these two experiments, the ‘virtual bird’ provided new insights
into the consequences of trial order. In the original empirical setups, all cachers
were tested both while ‘watched’ and while ‘in private’, with trials of the two types
presented to different subjects in different orders. In the original analyses of the
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empirical data, it was assumed that the birds were learning only within trials of a
specific type – that is, that they applied the lessons learned in one ‘watched’ trial
to the next ‘watched’ trial, but not to any ‘in private’ trials that they experienced in
between (Clary & Kelly, 2011; Emery, et al., 2004). However, for both species, a
‘virtual bird’ that did learn from one trial to the next actually reproduced the data
well, with complex feedbacks between trials of different types causing various
patterns found in the empirical data. The explanations offered by the ‘virtual bird’
also produced further empirical predictions, as shown in Table 6.1g and h.

6.4

Contributions to the Study of
‘Theory of Mind’ in Corvids

As summarized in the previous sections, the behavior of the ‘virtual bird’ developed
in this thesis resembles the behavior of real corvids in several setups. In particular,
the ‘virtual bird’ acts as the real birds did in several experiments designed to study
the social cognition that Western scrub jays display in the context of caching. For
some authors, the results of these experiments suggest that corvids have a ‘theory
of mind’ (Clary & Kelly, 2011; Emery & Clayton, 2008; Grodzinski & Clayton, 2010);
however, the ‘virtual bird’ did not reason about mental states at all.
Thus, one contribution of the computational cognitive model is to show that an
explanation without ‘theory of mind’ is consistent with the behavior of real corvids
in certain experimental setups. However, this fact raises three further questions,
which I will discuss in the following three subsections. First, how does the
explanation offered by the model compare to other theories of why Western scrub
jays cache and re-cache the way they do? Second, how likely is this alternative
explanation to actually be correct, rather than just consistent? And third, what
contribution does the model itself make, relative to a verbal description of the
same alternative hypothesis?

6.4.1

Comparing the Model’s Explanation to Other Theories

To compare the model’s explanation to other theories, it is useful to recap what
the model explains and what the other theories are. In terms of what the model
explains, it is clear that Western scrub jays cache and re-cache in ways that seem
likely to minimize theft by others. They prefer to cache out of sight of conspecifics
(Dally, et al., 2004, 2005a; Dally, Emery, et al., 2006), they re-cache their items
multiple times when others are watching (Dally, et al., 2005a; Dally, Emery, et al.,
2006), and they often re-cache items that were hidden in the presence of others
once they are in private (Dally, et al., 2005a; Dally, Emery, et al., 2006; Emery &
Clayton, 2001; Emery, et al., 2004).
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There are two existing theories explaining this behavior, as described in Chapters 3
and 5. One is that Western scrub jays use their ‘theory of mind’ to reason about
the threats that others present to their caches, and then act to prevent cache loss
(Emery & Clayton, 2008; Grodzinski & Clayton, 2010). Thus, they might believe
that conspecifics intend to steal their food, then choose cache sites that others
cannot see, and finally move their items so that others will not know where they
are. The other theory that has previously been offered is that scrub jays act to
minimize theft based on either previous experience or reasoning about behavior
(Penn & Povinelli, 2007). That is, they might associatively learn that ‘re-caching
after seeing other birds reduces cache loss’, or reason out that ‘an unobstructed
line of sight facilitates theft’, without reasoning about the mental states of others.
In comparison, the alternative theory offered by the model focuses specifically on
re-caching. Specifically, it assumes that stress drives an increased desire to cache,
and that this manifests as re-caching when no other food is available. As explained
in Chapters 3 and 4, when stress is caused both by caching in the presence of
conspecifics and by making unsuccessful recovery attempts, this, together with
memory errors, is sufficient to explain both why scrub jays re-cache more while
others are present and why they re-cache more after others have left the scene.
Thus, like the ‘previous experience’ hypothesis (Penn & Povinelli, 2007), the model
is built upon the hypothesis that Western scrub jays do not have to attribute
mental states to re-cache the way they do, making it cognitively simpler than the
‘theory of mind’ hypothesis. However, unlike the ‘previous experience’ hypothesis,
the model offers specific predictions that can easily be tested empirically, as
summarized in Table 6.1c - f. Conversely, testing the ‘previous experience’
hypothesis requires controlling what subjects learn outside of experimental
settings, which is nearly impossible, as well as dissociating between ‘understanding
lines of sight’ and ‘understanding the mental state of seeing’, which seems equally
difficult, an argument that is developed further in Chapter 5.
Furthermore, it is important to note that the alternative explanation offered by the
model differs from both the ‘theory of mind’ hypothesis and the ‘previous
experience’ hypothesis in the function that it ascribes to re-caching. It has always
been assumed that Western scrub jays re-cache to protect specific caches from
theft (Clayton, et al., 2007; Penn & Povinelli, 2007). However, for the ‘virtual bird’,
the purpose of re-caching is to have sufficient items available for future
consumption. The more stressful the circumstances – because competitors are
watching, because caches seem to be missing – the more food it wants to save.
One attractive feature of this assumption is that it explains aspects of the recovery
behavior of Western scrub jays that otherwise seem puzzling, as argued in Chapter
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3. It is well-documented that these birds re-cache a larger percentage of their
recovered items after being watched; however, it is not usually the case that the
percentage of items that they recover at all is actually greater (Dally, et al., 2005a;
Dally, Emery, et al., 2006; Emery & Clayton, 2001; Emery, et al., 2004). That is,
the total percentage of items removed from their earlier locations – whether to be
eaten or re-cached elsewhere – does not tend to be greater after scrub jays have
cached in front of conspecifics.
Under the assumption that Western scrub jays re-cache to protect items from
theft, this is strange – then what the birds should do is move as many items as
possible in the time that they have. However, under the hypothesis that scrub
jays re-cache in order to cache more, it makes sense; they simply eat a bit less, in
order to save the food for future consumption. This is especially plausible for wellfed experimental birds, who are unlikely to be really hungry while they are
recovering their caches. In any case, this is one important aspect of the behavior
of real scrub jays that existing theories have not yet addressed.
Finally, it is important to note that the model’s theory does not explain why
Western scrub jays prefer to cache out of sight of conspecifics. Instead, the ‘virtual
bird’ has this behavioral rule ‘built in’, under the assumption that real birds learn it
in daily life, just like the ‘previous experience’ hypothesis supposes. However, as
argued in Chapter 3, it is more plausible to assume that scrub jays learn to cache
far away from other birds outside of experimental contexts than to assume that
they learn to re-cache. After all, the feedback they receive with respect to caching
close to others is direct and immediate – “every time I cache near others, they
come over and try to take my food” – while the feedback they receive with respect
to re-caching is indirect and delayed – “every time I fail to recover my food, I
cached near others, and did not subsequently re-cache”.

6.4.2

Plausibility of the Model’s Explanation

To assess the likelihood that the theory underlying the ‘virtual bird’ is correct, it is
worthwhile to look both at its assumptions and at the range of results that it has
replicated. As described in Chapter 2, the basic idea upon which the model is built
is that stressful circumstances drive enhanced caching. This is supported by
experiments with other species, which often report that harsh conditions lead birds
to cache more. Such ‘harsh conditions’ include limited food availability (Wein &
Stephens, 2011), food variability (Hurly, 1992; Pravosudov & Grubb, 1997; though
see Pravosudov & Clayton, 2001), and low body weight (Lucas, et al., 2006; Lucas,
et al., 1993; Lucas & Walter, 1991).
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Artificially increasing a bird’s levels of the stress hormone corticosterone has also
been shown to cause increased food storage behavior (Pravosudov, 2003),
although not always (Saldanha, Schlinger, & Clayton, 2000). In terms of the
specific stressors posited by the model, ‘caching with others present’ has been
found to induce enhanced caching in Western scrub jays (Emery & Clayton, 2001;
Emery, et al., 2004), and ‘finding caches missing’ has been shown to cause
enhanced caching in Carolina chickadees (Lucas & Zielinski, 1998). Thus, although
the fundamental assumption underlying the model requires further empirical
investigation, it appears to be plausible.
Furthermore, as demonstrated in Chapters 3 and 4, the ‘virtual bird’ has replicated
many patterns that Western scrub jays have produced in the context of caching
with others present. However, four exceptions remain to be investigated. First, it
has been shown that scrub jays prefer to cache behind barriers (Dally, et al.,
2005a) and in the shadow (Dally, et al., 2004) while conspecifics are watching.
This is similar to their preference for caching far away from others, which has
simply been ‘put into’ the model, on the assumption that real birds learn this
preference during daily life (see §6.3.1). It seems plausible that caching behind
barriers might also be a strategy learned outside of experimental settings, as has
been shown for ravens (Schloegl, Kotrschal, & Bugnyar, 2007).
However, caching in the shadow is a more difficult case, as it is cannot be an
instantiation of a general behavioral rule like ‘the worse I can see others, the
better my caching success tends to be’. That is because shadow affects how well
the onlooker can see the cacher, but not vice versa. Thus, if this tactic is not due
to reasoning about mental states (‘in the shadow, I am more difficult to see’) it
must be due to direct associative learning (‘after caching in the shadow, I tend to
recover more caches’). The question is whether this is plausible for Western scrub
jays living in small aviaries, where the beneficial effects of caching in the shadow
are likely to be minimal. Thus, it would be worthwhile to replicate this result with a
second group of birds; if scrub jays really robustly prefer to cache in the shadow,
without any prior history of reinforcement, this would be strong evidence of
complex social skills.
A second pattern that the model does not yet explain is the fact that only Western
scrub jays with experience of pilfering seem to re-cache (Emery & Clayton, 2001).
This phenomenon has been described as a case of experience projection, ‘it takes
a thief to know a thief’. As explained in Chapter 3, an alternative explanation is
that birds do not usually consider onlookers in adjacent cages to be threats to their
items, and therefore are not stressed by their presence, until they personally
experience that trays are sometimes moved between cages, which occurs when
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they are given pilfering experience. It should also be noted that this result has only
been reported once, unlike other findings on re-caching; given its importance,
further empirical replication seems important (Shettleworth, 2010b).
A third pattern not yet captured by the ‘virtual bird’ is the idea that Western scrub
jays reduce their preference for noisy caching substrates when other birds can
hear, but not see them (Stulp, et al., 2009). However, a more detailed analysis of
the experiment from which this conclusion is drawn suggests that it is not
necessarily correct. It is true that, on average, the birds cached significantly more
in the ‘silent’ caching substrate when they were heard but not seen (26%) than
when they were heard and seen (18%) or when they were totally alone (19%).
However, at the individual level, only one out of seven birds actually cached more
in the ‘silent’ substrate when it was only heard, relative to when it was heard and
seen, or completely in private (Stulp, et al., 2009).
Fourth, the model has not yet reproduced the finding that when Western scrub
jays recover with a conspecific present, they are more likely to re-cache items
previously cached while that bird was also present, relative to items cached in
front of a different onlooker (Dally, Emery, et al., 2006). In order to reproduce this
result, the ‘virtual bird’ would have to be extended with a memory of who watched
it during caching. Then, it could be that the onlooker’s presence causes both stress
and an enhanced recall of the items cached while the onlooker was watching,
leading the subject to predominantly re-cache the items associated with the
current onlooker. Thus, the model’s underlying hypothesis that “stress causes an
increased desire to cache” can be extended in order to account for this result.
Finally, it should be noted that there are also results on the social cognition of
other species of corvid which cannot be captured by the ‘virtual bird’ as it currently
stands. This is particularly true of many of the experiments done with ravens. For
instance, they have been shown to pilfer items more quickly if others also know
about them (Bugnyar, 2011; Bugnyar & Heinrich, 2006) and to follow gaze
‘geometrically’ – that is, they do not just ‘look where others looking’, but will also
actively change their position to see what others are seeing behind a barrier
(Bugnyar, et al., 2004). Such results cannot be explained by the interaction
between stress, memory errors, and an increased desire to cache; therefore,
although the model developed in this thesis presents a novel theory for the recaching behavior of Western scrub jays, it is not a complete explanation for all the
socially smart behavior displayed by corvids. However, other models may help with
this, as described in §6.5.

131

6.4.3

The Value of Modeling

One important contribution of this thesis is the development of a new theory for
the re-caching behavior of corvids; however, this thesis also highlights a powerful
new methodological approach. As explained in Chapters 1 and 2, few cognitive
models have been built to study animals (Penn, et al., 2008); instead, most
cognitive models focus on humans (Anderson, 2007; Sun, 2008), while other
species are usually simulated with agent-based approaches (Grimm & Railsback,
2005). But the work presented here shows that cognitive models are very useful –
for studying the ‘theory of mind’ of corvids, but also for questions concerning
animal cognition more generally.
As explained in Chapter 5, one beneficial aspect of developing theories with the aid
of computational models is that they automatically enforce the formulation of very
specific assumptions. This makes it easy for other researchers to see, test and
challenge such assumptions. It also makes it possible to generate exact empirical
predictions, as demonstrated in Table 6.1. However, the value of computational
models goes beyond mere specificity – they are also useful tools for discovery, for
thinking of new ways to explain data that would not be thought of otherwise.
Chapter 5 explicitly describes how this thesis’ new theory for the re-caching
behavior of Western scrub jays was produced: Namely, through an iterative cycle
of analyzing intermediate simulation results and searching for new relevant data in
the literature. This new theory is described in Chapter 3; here, we discuss two
equally compelling examples of how the process of building a cognitive model can
lead to the discovery of new explanations, drawn from Chapters 2 and 4.
In Chapter 2, the ‘virtual bird’ was extended to investigate an experiment where
the aim was to discover whether Western scrub jays learn from ‘punishment’ or
‘reward’ when choosing their cache sites (de Kort, et al., 2007). Looking closely at
the data in the original paper, we assumed that perhaps both ‘punishment’ and
‘reward’ together would produce the best replication of the birds’ behavior, a
possibility not discussed by the empirical researchers. This led us to develop the
model – but surprisingly, it was found that the ‘reward’ model by itself also fit,
because of an unexpected interaction with the tendency to avoid previously used
cache sites.
Similarly, in Chapter 4, the ‘virtual bird’ was equipped with rules allowing it to
replicate the behavior of Western scrub jays in a specific experiment (Emery, et
al., 2004). Then, while the model was still under development, the results of a
similar experiment with Clark’s nutcrackers were published (Clary & Kelly, 2011).
Initially, we adapted the ‘virtual bird’ so that it acted almost exactly according to
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the explanation offered by the authors of the original study, and this caused it to
fit the data reasonably well. The purpose of adapting the ‘virtual bird’ was to
demonstrate that it was sufficiently versatile to capture different species. However,
then, just to see what would happen, we tried a simpler set of behavioral rules,
one matched as closely to that used for the Western scrub jays as possible.
Completely unexpectedly, this produced results even more similar to those of the
real birds! As explained in Chapter 4, the experimental setup allowed for complex
feedbacks between trials that only became apparent after actually trying to
simulate the experiment with the ‘virtual bird’.
These two examples highlight just two ways in which computational models can
lead to the discovery of new hypotheses: They can highlight the effects of other
cognitive mechanisms, not initially considered because they are not under
investigation, and they can reveal unexpected feedbacks present in complex
experimental designs, too difficult to spot otherwise. Thus, in addition to
developing new theories concerning corvids specifically, another important
contribution of this thesis is to demonstrate the value of cognitive models for
animal cognition more generally.

6.5

Considerations Concerning the Model

All the results presented in this thesis depend on the ‘virtual bird’; it is therefore
worthwhile to evaluate its basic setup. First of all, it is important to note that the
‘virtual bird’ was gradually extended over the course of this research: A basic
model of caching and recovery by corvids was developed in Chapter 2, with an
extension for the re-caching tactics of Western scrub jays in Chapter 3, and a
broader application to the recovery behavior of both scrub jays and Clark’s
nutcrackers in Chapter 4. The ‘virtual bird’ was kept as simple and straightforward
as possible within chapters, resulting in some differences between chapters, but
overall, the ‘virtual bird’ can be seen as one coherent architecture, with different
“settings” when it is simulating different species. Furthermore, for every
experiment run, the effects of different parameter settings were exhaustively
evaluated, as recommended by Roberts and Pashler (2000). The ‘virtual bird’
produced most of its predicted patterns in the majority of its parameter space, and
when it did not, this was extensively discussed – see, for instance, Chapter 4.
Therefore, it can be concluded that the model is both flexible and robust.
The design of the ‘virtual bird’ was inspired by ACT-R, the Adaptive Control of
Thought - Rational (Anderson, 2007), a cognitive architecture designed to study
humans. However, the ‘virtual bird’ is much simpler in its execution than a full
ACT-R model. Unlike ACT-R, it has a fixed set of behavioral rules, always evaluated
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in a specific order, instead of a full production rule system, where different rules
are executed in response to different inputs, and the utility of different rules can
be learned over time. Also unlike ACT-R, the ‘virtual bird’ does not realistically
simulate either perception or action; where ACT-R models must shift gaze and
fixate, and take time to type and move a cursor, the ‘virtual bird’ just ‘knows’
where all its possible cache sites are, and can cache or recover instantly, simply by
intending to do so.
While future development of the ‘virtual bird’ might take it more towards ACT-R’s
level of complexity, attaining ACT-R’s level of detail seems unnecessary. This is
because the data coming from studies on corvids are less precise than the data
coming from studies on humans; therefore, the added precision in the model’s
predictions would be impossible to test. Experiments with corvids usually measure
‘the percentage of actions of a certain type’ or ‘the number of items cached
where’, whereas experiments with humans can collect response times on the order
of milliseconds, as well as eye-tracking data (e.g., Fleetwood & Byrne, 2006) and
fMRI measurements (e.g., Borst, Taatgen, Stocco, & van Rijn, 2010). Therefore, it
makes sense for a cognitive model built for corvids to be of a comparatively lower
‘resolution’ than a cognitive architecture like ACT-R.
However, there is also a more fundamental difference between the ‘virtual bird’
and ACT-R, and that is the operation of its memory system. An ACT-R model
would decide where to recover by retrieving the most active cache chunk from its
memory. That is reasonably analogous to what the ‘virtual bird’ does: It recovers
in the most ‘attractive' site, where ‘attraction’ depends on the activation of cache
chunks. However, in ACT-R, the act of retrieving a cache chunk provides it with an
extra use, further increasing its activation.
Then, in principle, what happens is that the next time the model attempts to
retrieve the most attractive cache chunk from its memory, it retrieves the same
chunk again – and again, and again. Although ACT-R has a mechanism for not reretrieving “recently retrieved” items, this works only for a fixed duration; it causes
the model to retrieve new chunks until the first chunk retrieved is again available
for retrieval, and then the process just proceeds in a self-reinforcing loop.
The ‘virtual bird’ solves this problem by not counting the retrieval of a cache chunk
at recovery as a “use”, and furthermore by creating a recovery chunk, of which the
activation actually suppresses the attraction of recovering in the associated site.
This is essentially a kind of “cognitive inhibition”, which not all theorists find a
useful concept (MacLeod, 2007; MacLeod, Dodd, Sheard, Wilson, & Bibi, 2003),
due to its vagueness, but it works well for creating dynamic, nonrepetitive caching
and recovery.
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Generally, ACT-R models do not run into this problem of self-reinforcing loops
because they are built to simulate experiments where subjects are prompted to
recall a specific chunk; not just “a place with a cache” but “the solution to this
problem” or “the number paired with this picture”. However, this problem does
occur in any setup that asks subjects to freely recall items – say, “all the objects in
this image”, or “all the letters in this list”. Therefore, it has been suggested that
ACT-R’s activation equation should be changed so that it pairs short-term inhibition
with long-term reinforcement (Lebière & Best, 2009); specific models have also
introduced inhibition into ACT-R’s memory system at one scale or another (Juvina
& Taatgen, 2009; van Maanen, et al., 2012). Therefore, it seems that this
difference between the memory system of the ‘virtual bird’ and ‘standard’ ACT-R is
not necessarily problematic.

6.6

Future Work

The research presented in this thesis suggests several interesting avenues for
future work. Most importantly, the ‘virtual bird’ offers a number of specific
empirical predictions that could be tested, as given in Table 6.1. Furthermore,
although the ‘virtual bird’ has captured many of the relevant empirical results
obtained with respect to the re-caching behavior of Western scrub jays, a number
of experiments have not yet been investigated (Dally, Emery, et al., 2006; Emery
& Clayton, 2001), as described in §6.3.2. Attempting to extend the ‘virtual bird’ so
that these results are also captured might lead to new insights, and could serve as
further support of the explanations offered in this thesis.
There is also room to extend the ‘virtual bird’ in less obvious ways. Many different
aspects of corvid caching have been studied empirically, at least two of which
might benefit from being analyzed with a cognitive model. The first is landmark
use. As described in Chapter 1, it seems likely that corvids tend to remember their
caches by remembering their relative distance to near, tall landmarks (Bennett,
1993; Gould-Beierle & Kamil, 1999; vander Wall, 1982). However, the extent to
which different species use different kinds of landmarks in different situations is
still unclear (Gould, Kelly, & Kamil, 2010). Attempting to simulate experiments on
landmark use with the ‘virtual bird’ would make it more realistic, by increasing the
realism of its memory representations, and could also shed new light on the results
of previously published experiments, as this thesis has done.
A second topic related to caching corvids where cognitive models might be useful
is future planning. It seems that both Western scrub jays (Correia, et al., 2007;
Raby, et al., 2007) and Eurasian jays (Cheke & Clayton, 2011) anticipate their
future desires when caching. For instance, if Eurasian jays are taught that they will
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be pre-fed one food type before recovering from one tray, and a second food type
before recovering from a second tray, they selectively cache so that they will
always have more of the non-pre-fed food available at recovery (Cheke & Clayton,
2011). Nevertheless, as a topic, ‘future planning’ is at least as controversial as
‘theory of mind’ (Cheke & Clayton, 2010; Suddendorf & Corballis, 2007);
attempting to replicate these experiments in a cognitively simpler manner could
provide important input to that debate.
Finally, it would also be interesting to study the social cognition of corvids using a
model that represents space and social interactions more directly. Specifically, it
would be worthwhile to attempt to simulate what tactics they might learn outside
of experimental contexts. As explained in Chapter 3, the cognitive model
developed in this thesis assumes that real corvids acquire a preference for caching
far away from others as a consequence of their experiences in daily life. A similar
position is often held by other skeptics of ‘theory of mind’ in animals; lots of tactics
that seem to be the result of reasoning about mental states could also be
associatively learned (see Chapter 5).
However, very little is known about whether corvids actually experience the kinds
of circumstances that would allow them to learn the behavior that they display in
experiments. For instance, if re-caching does not lead to enhanced recovery
success in the aviaries that Western scrub jays grow up in, then this cannot be a
tactic that they learn through reinforcement. Of course, exhaustively tracking
everything that happens to real birds outside of experiments is impossible – but
agent-based models might be the next best thing. One could simulate a number of
individuals in an aviary, with simple representations of their visual fields, as well as
their desires to cache, eat and pilfer, and then “try out” how different caching and
re-caching tactics affect their subsequent recovery success.
Such an agent-based model would provide some insight into what birds can and
cannot learn, and how this might depend on the size of their aviary, the availability
of barriers to cache behind, and the amount of pilfering that actually occurs. There
are some data available on caching rates by Western scrub jays kept in aviaries
(Dally, et al., 2005b), as well as on the developmental trajectory of caching far
away and out of sight in ravens (Schloegl, Kotrschal, & Bugnyar, 2007), so an
agent-based model would have some existing data to fit. This would be a very
useful complement to the ‘virtual bird’ developed in this study, and as such
presents an exciting opportunity for future work.
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6.7

Conclusion

To conclude, in this thesis, a cognitive model was developed, in the form of ‘virtual
bird’. It was designed to simulate the caching and recovery behavior of corvids,
and it was inspired by the cognitive architecture ACT-R, an architecture built to
study humans. Like ACT-R, the ‘virtual bird’ stores its memories in chunks. The
activation of chunks depends on their frequency and recency of use, and the
‘virtual bird’ uses them to decide where to cache and recover. This basic model
was validated against two sets of experiments, one on recovery errors and one on
cache site choice. In both cases, the model replicated the empirical data and also
led to new interpretations of it. However, the main purpose of this thesis was to
investigate the social cognition involved in corvid caching. To this end, the ‘virtual
bird’ was used to simulate the caching and re-caching tactics of Western scrub jays
and Clark’s nutcrackers. It was found that no ‘theory of mind’ was necessary to
replicate their behavior. Instead, the model highlighted the possible consequences
of stress, memory errors, and trial order effects. Its robustness was systematically
evaluated, and specific empirical predictions were given. This demonstrates the
power of cognitive models for studying research questions in animal cognition.
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7

Nederlandse Samenvatting

Zoals wordt beschreven in Hoofdstuk 1, staan kraaien en hun familieleden –
waaronder raven, eksters, gaaien en notenkrakers – alom bekend om hun
slimheid. De laatste jaren beginnen wetenschappers die reputatie ook steeds meer
te ondersteunen. Zowel in het wild als in het laboratorium blijken deze vogels in
staat tot opzienbarend gedrag. Om een aantal willekeurige voorbeelden te
noemen: De wipsnavelkraai uit Nieuw-Caledonië maakt gereedschap om insecten
mee te vangen, de ekster herkent zichzelf in de spiegel en de westelijke struikgaai
lijkt bewust te plannen voor de toekomst.
Veel van de meest indrukwekkende resultaten zijn gevonden binnen één specifieke
context: die van voedsel verstoppen en weer terugvinden. Vrijwel alle kraaiachtige
vogels bewaren eten voor later door het te begraven onder de grond. Sommige
soorten, zoals de grijze notenkraker, verstoppen tienduizenden zaden en zijn daar
de hele winter lang van afhankelijk. Andere soorten, zoals de raaf, begraven
slechts kort enkele stukken aas, om een gevonden karkas niet te hoeven delen.
De meeste dieren die voedselvoorraden aanleggen, vinden hun eten terug doordat
ze het ruiken, of doordat ze het toevallig tegenkomen. Maar voor kraaien is dat
niet aan de orde; voor het opgraven van verborgen voedsel zijn ze afhankelijk van
hun geheugen. Dit betekent ook dat ze het voedsel van anderen alleen kunnen
stelen als ze zien waar het wordt verstopt. Vooral westelijke struikgaaien lijken hier
heel tactisch op te anticiperen. Ze verbergen hun eten het liefst ver weg van
soortgenoten, achter barrières en in de schaduw. Als ze het niet kunnen vermijden
dat anderen meekijken, graven ze hun verstopte voedsel later weer op, als ze
alleen zijn, om het daarna ergens anders te begraven.
Dit gedrag ziet er zo complex uit dat sommige wetenschappers speculeren dat
struikgaaien over een ‘theory of mind’ beschikken: het vermogen om na te denken
over de mentale toestanden van anderen. Volgens die hypothese verplaatst een
struikgaai zijn verborgen voedsel omdat hij beredeneert dat een dief zijn larven wil
eten, gezien heeft dat ze zijn verstopt en nu dus weet waar ze zijn. Maar dit idee is
controversieel; andere onderzoekers denken dat dezelfde resultaten ook op een
cognitief eenvoudigere manier verklaard kunnen worden.
Dit is een belangrijke discussie omdat velen denken dat alleen mensen een ‘theory
of mind’ hebben. Als dezelfde eigenschap ook bij vogels voorkomt, heeft dat grote
evolutionaire implicaties. In dit proefschrift wordt een nieuwe methode gebruikt
om deze vraag te onderzoeken, namelijk een computationeel cognitief model. Dit
is een methode die al vaak wordt toegepast binnen de psychologie, maar die nog
weinig gebruikt wordt om andere diersoorten te bestuderen.
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Eerst wordt een soort ‘virtuele vogel’
basisaannames over leren en geheugen.
gebruikt om bestaande experimenten na
gevonden resultaten ook zonder ‘theory of

gebouwd, uitgaande van een aantal
Vervolgens wordt deze ‘virtuele vogel’
te bootsen, om zo te ontdekken of de
mind’ verklaard kunnen worden.

Met de ontwikkeling van deze ‘virtuele vogel’ wordt begonnen in Hoofdstuk 2.
Voor inspiratie wordt er gekeken naar ACT-R, een computationeel cognitief model
dat is bedoeld voor het simuleren van mensen. Er wordt vanuit gegaan dat een
kraai elke verstopactie en elke opgraafpoging apart opslaat in zijn geheugen, als
een zogenaamde chunk. Elke chunk heeft een activatie die afhangt van hoe vaak,
en hoe recent, hij gebruikt is; hoe hoger de activatie, hoe makkelijker het is voor
de ‘virtuele vogel’ om zich die gebeurtenis te herinneren.
Als een ‘virtuele vogel’ moet kiezen waar hij iets wil verstoppen of opgraven, dan
hangt zijn keuze af van de chunks in zijn geheugen. Hoe sterker zijn herinnering
aan een plek waar hij al iets verstopt heeft, hoe kleiner de kans dat hij daar nog
iets wil verstoppen, en hoe groter de kans dat hij daar iets wil opgraven. Dit leidt
ertoe dat de ‘virtuele vogel’ zijn verstopte voedsel op een natuurlijke manier
verspreidt en terugvindt. Zo zoekt hij meestal op plekken waar hij eerder ook
daadwerkelijk iets heeft verborgen, maar hij kán ook fouten maken.
In Hoofdstuk 2 wordt deze ‘virtuele vogel’ getoetst en gevalideerd door twee
openstaande vragen te onderzoeken rondom de basis van het verstop- en
terugvindgedrag van kraaien. Ten eerste wordt er bestudeerd waarom grijze
notenkrakers in het laboratorium zo snel minder accuraat worden bij het
terugvinden van hun eigen voedsel. In dit type experiment worden de vogels in de
gelegenheid gesteld om zaden te begraven in de vloer van een volière, waarna ze
in opeenvolgende sessies steeds meer van hun voedsel mogen terugvinden.
Tussen deze sessies zit meestal maar een week. Toch worden de notenkrakers
elke sessie significant minder accuraat – terwijl ze in het wild de locaties van hun
zaden maandenlang kunnen onthouden. Er is voorheen gespeculeerd dat deze
afname het gevolg is van een soort ‘voorkeursbeleid’: als de notenkrakers eerst de
zaden terugzoeken die ze zich het beste kunnen herinneren, dan blijven er daarna
alleen maar ‘vaag onthouden’ locaties over. Maar ondanks meerdere pogingen, is
er nooit ontdekt wat bepaalt of een locatie vaag onthouden wordt of niet.
Met de ‘virtuele vogel’ zijn twee experimenten van dit type nagebootst, en daarbij
komt het resulterende gedrag overeen met dat van de echte notenkrakers: er
wordt dezelfde toename in fouten gevonden, dezelfde hoeveelheid bezoeken aan
al leeggehaalde verstopplekken en dezelfde willekeurigheid in verstop- en
terugvindvolgorde. Dit ondanks het feit dat de ‘virtuele vogel’ alle verstopplekken
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even goed onthoudt. In plaats daarvan blijkt de toename in fouten te maken
hebben met kans: hoe minder voedsel er over is om terug te vinden, hoe groter de
kans dat ruis in het geheugen overheerst. Hiermee is dus een theoretisch
eenvoudigere verklaring ontdekt voor het terugzoekgedrag van notenkrakers, die
niet afhangt van meer of minder vage herinneringen.
De tweede vraag die wordt onderzocht in Hoofdstuk 2 is of westelijke struikgaaien
leren van positieve of negatieve ervaringen bij het kiezen van hun verstopplekken.
In de praktijk is dit getoetst door de vogels larven te laten begraven in
ijsblokjesvormen. Elke struikgaai krijgt twee ijsblokjesvormen in zijn kooi geplaatst,
waarin hij kortdurig larven kan verstoppen totdat de vormen worden weggehaald.
Later krijgt elke struikgaai zijn ijsblokjesvormen weer terug, maar nu zijn sommige
van zijn larven verplaatst van één vorm naar de andere. Zo wordt gemanipuleerd
dat hij bij sommige vormen positieve ervaringen heeft, en bij andere negatieve.
Vervolgens wordt geanalyseerd in welke ijsblokjesvormen hij daarna meer voedsel
verstopt. In het oorspronkelijke artikel wordt geconcludeerd dat de resultaten
aantonen dat westelijke struikgaaien vooral leren van negatieve ervaringen: ze
zouden verstopplekken vermijden waar ze voorheen voedsel hebben verloren.
Maar door dezelfde experimenten ook met de ‘virtuele vogel’ te doen, wordt een
andere verklaring ontdekt. Zo worden de resultaten van de struikgaaien júist
aangetroffen als de ‘virtuele vogel’ vooral voedsel verstopt waar hij het eerder
heeft teruggevonden, dus als hij leert van positieve verklaringen. In combinatie
met de tendens om eerder gebruikte verstopplekken te vermijden, die al vanaf het
begin in het model zit ingebouwd, verklaart dit alle gevonden resultaten.
In Hoofdstuk 3 wordt de ‘virtuele vogel’ verder ontwikkeld zodat hij kan worden
gebruikt om resultaten over ‘theory of mind’ te bestuderen. In het bijzonder wordt
het ‘herverstopgedrag’ van struikgaaien onderzocht: verplaatsen zij eerder
verstopte larven omdat ze weten dat anderen gezien hebben waar ze zijn
begraven, of is er een simpelere verklaring mogelijk? In Hoofdstuk 3 wordt een
theorie ontwikkeld die rust op drie aannames.
De eerste aanname is dat struikgaaien meer voedsel willen verstoppen als ze
stress ervaren. Dit idee is gebaseerd op werk met andere soorten, waaruit is
gebleken dat vogels meer voedsel opslaan in moeilijke omstandigheden. De
tweede aanname is dat struikgaaien meer stress ervaren als ze worden bekeken
tijdens het verstoppen of als ze ontdekken dat hun voorraden zijn verdwenen. En
de derde aanname is dat de behoefte om meer voedsel te verstoppen zich kan
uiten als voedsel verplaatsen als er niets anders beschikbaar is om op te slaan.
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In de ‘virtuele vogel’ zijn deze aannames op de volgende manier geïmplementeerd.
Ten eerste, als de ‘virtuele vogel’ moet verstoppen in de aanwezigheid van een
soortgenoot, dan is er een kans dat hij zijn larf direct weer zal opgraven en
verplaatsen, waarbij alle bijbehorende geheugenchunks worden gecreëerd. Dit
gedrag is eerder gezien in echte struikgaaien. Ten tweede, als de ‘virtuele vogel’
verstopt eten mist bij het terugzoeken, dan heeft hij een verhoogde kans om wat
hij nabij vindt opnieuw te verstoppen. Met andere woorden, hoe ‘gestrester’ hij is
omdat voedsel lijkt te ontbreken, hoe meer voedsel hij daarna wil begraven.
Deze regels leiden ertoe dat de ‘virtuele vogel’, net als de echte struikgaaien, meer
voedsel opnieuw verstopt als hij werd bekeken tijdens het verstoppen dan als hij
alleen was. Dit komt door een interactie tussen stress en geheugenfouten. Als de
‘virtuele vogel’ voedsel moet begraven met anderen erbij, dan is hij gestrest, en
dus verstopt en verplaatst hij zijn eten meerdere keren. Vervolgens is hij bij het
terugzoeken ook gestrest, omdat hij denkt dat er verstopt voedsel ontbreekt; dit
komt door de geheugenverwarring die hij zichzelf heeft bezorgd door het begraven
en herbegraven. Dit leidt ertoe dat de ‘virtuele vogel’ ook later, als hij weer alleen
is, meer voedsel ‘herverstopt’ dat eerder door anderen is gezien. Deze nieuwe
verklaring is cognitief veel eenvoudiger dan de ‘theory of mind’ die de vogels door
eerdere onderzoekers is toegeschreven, en daarom een waardevol alternatief idee.
In Hoofdstuk 4 wordt deze theorie verder getoetst door twee extra experimenten
na te bootsen met de ‘virtuele vogel’: één met struikgaaien en één met grijze
notenkrakers. Deze experimenten hebben een vergelijkbare opzet, waarbij de
verstoppende vogels ook echt bestolen worden door een meekijkende soortgenoot.
Wat deze experimenten specifiek interessant maakt, is hun ingewikkelde
experimentele structuur, die zonder ‘virtuele vogel’ lastig te analyseren is.
Alle struikgaaien worden blootgesteld aan zes experimentele sessies, die elk weer
zijn opgedeeld in een verstop- en een terugzoeksessie. Tijdens de helft van de
verstopsessies worden de vogels bekeken door een soortgenoot in een naburige
kooi; tijdens de andere helft is die soortgenoot alleen te horen, niet te zien. In elke
verstopsessie krijgen de vogels twee ijsblokjesvormen om larven in op te slaan; na
een ‘bekeken’ verstopsessie wordt één van hun ijsblokjesvormen kortdurig in de
kooi van de meekijkende vogel geplaatst, die er dan uit kan stelen.
Wat blijkt, is dat de struikgaaien na een ‘bekeken’ verstopsessie altijd meer
voedsel verplaatsen in de bijbehorende terugzoeksessie, en dat ze gedurende het
experiment steeds meer van hun voedsel direct opeten, in plaats van het op te
graven en meteen weer op dezelfde plek terug te leggen. De empirische
onderzoekers denken dat dit komt doordat de vogels hebben onthouden dat ze
een dief aan het werk hebben gezien. Maar de ‘virtuele vogel’ vertoont hetzelfde
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gedrag om een andere reden – namelijk, omdat hij reageert op het ontbreken van
verstopt voedsel, net als in Hoofdstuk 3.
Voor de grijze notenkrakers hebben de empirische onderzoekers geprobeerd deze
verklaring uit te sluiten door een derde type verstopsessie toe te voegen. Hierbij
worden de vogels geconfronteerd met een oranje fles die hen ‘bekijkt’, en ook
verstopt voedsel ‘steelt’. Dat stelen doen de onderzoekers zelf, buiten het zicht van
de notenkrakers om. Het idee is dat dit het mogelijk maakt om te onderscheiden of
de vogels echt reageren op het zien van diefstal door een soortgenoot, of dat ze
altijd dezelfde maatregelen nemen als hun voedsel lijkt te verdwijnen.
Het resultaat is anders dan bij de struikgaaien – de notenkrakers verplaatsen in de
terugzoeksessie niet méér voedsel als ze eerder zijn bekeken – maar wijst volgens
de auteurs wel op complexe sociale cognitie. Dit omdat de vogels gedurende het
experiment steeds minder voedsel verstoppen tijdens de ‘bekeken’ en ‘privé’
verstopsessies. Dit komt, zo redenen de oorspronkelijke onderzoekers, doordat de
vogels zich het stelen herinneren, en vervolgens hun ervaring generaliseren naar
alle sessies waar een soortgenoot aanwezig is, ook al is die niet zichtbaar.
Met de ‘virtuele vogel’ wordt een eenvoudigere verklaring uitgeprobeerd, namelijk
dat de notenkrakers minder verstoppen naarmate meer voedsel ontbrak tijdens
hun vorige terugzoeksessie. Dit is onafhankelijk van welk type sessie dat was; of
ze nu wel of niet zijn bekeken maakt niets uit. Deze aanname blijkt dezelfde
patronen te genereren als die van de echte notenkrakers: tijdens de ‘bekeken’ en
‘privé’ sessies verstopt de ‘virtuele vogel’ gedurende het experiment steeds minder,
en tijdens de ‘fles’ sessies blijft zijn verstopgedrag het hele experiment constant.
Dit komt door de complexe experimentele structuur: de verschillende typen
verstopsessies volgen elkaar niet willekeurig op tijdens het experiment, waardoor
er onverwachte terugkoppelingen kunnen ontstaan, die door de ‘virtuele vogel’ aan
het licht worden gebracht. Dit is een interessante alternatieve hypothese om met
echte vogels te toetsen, vooral omdat grijze notenkrakers solitaire vogels zijn;
waarom die complexe sociale intelligentie zouden bezitten blijft onduidelijk.
In Hoofdstuk 5 wordt onderzoek naar ‘theory of mind’ in dieren in een breder
kader geplaatst. Ondanks dat zowel struikgaaien als mensapen zich vaak lijken te
gedragen alsof ze kunnen redeneren over de mentale toestanden van anderen, zijn
er veel wetenschappers die hieraan blijven twijfelen. Dit proefschrift geeft daar
nieuwe reden toe, maar de literatuur bevat al drie typen kritiek.
Ten eerste wordt er beweerd dat bestaande experimenten tekortschieten om het
gebruik van ‘theory of mind’ definitief aan te tonen. Dit komt doordat alle gebruikte
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proefopzetten ook op te lossen zijn door te redeneren over gedrag, of door
aangeleerde strategieën te gebruiken. Ten tweede wordt er gesteld dat bestaande
experimenten vaak te weinig gecontroleerd zijn: belangrijke controlecondities, die
nodig zijn om eenvoudigere verklaringen uit te sluiten, ontbreken. En tenslotte
wordt er gesuggereerd dat onze eigen intuïties er misschien toe leiden dat we
gedrag complexer interpreteren dan nodig is.
In Hoofdstuk 5 worden deze drie bezwaren geëvalueerd, samen met de daarvoor
gesuggereerde oplossingen. Er wordt geconcludeerd dat het waar is dat bestaande
experimenten het gebruik van ‘theory of mind’ niet definitief kunnen aantonen –
maar ook dat dit onvermijdelijk is, en dat het niet erg productief lijkt om daarover
te blijven discussiëren. In plaats daarvan is het interessant om te onderzoeken hoe
complex het sociale redeneren van andere diersoorten kan zijn, onafhankelijk van
de vraag of zulk redeneren nu gaat over mentale toestanden of niet.
Daarom is het belangrijk om problemen met de interpretatie en controle van
specifieke experimenten op te lossen. In de literatuur worden verschillende
manieren gesuggereerd om de invloed van onze eigen – allicht onjuiste – intuïties
te beperken, waaronder een beter begrip van associatief leren, meer kennis van de
beperkte ‘theory of mind’ die volwassenen daadwerkelijk gebruiken, en een ander,
meer contextueel beeld van dierlijke cognitie.
Wat daarmee wordt bedoeld, is dat onderzoekers zich er meer bewust van zouden
kunnen zijn dat de fysieke wereld zelf al bepaalde randvoorwaarden schept, die
individuen automatisch kunnen aanzetten tot gedrag dat er slim uitziet, maar dat
niet noodzakelijk is. Er wordt verder beargumenteerd dat computationele modellen
een belangrijke techniek zijn om een dergelijk contextueel beeld van dierlijke
cognitie te ontwikkelen, waarbij de ‘virtuele vogel’ als voorbeeld wordt gegeven.
In Hoofdstuk 6, tenslotte, wordt al het voorgaande nog eens samengevat, en
worden er verdere conclusies getrokken. Er wordt gewezen op het belang van
specifieke voorspellingen: alle experimenten die met de ‘virtuele vogel’ zijn
gedaan, hebben geleid tot concrete voorspellingen, die door empirische
onderzoekers getoetst kunnen worden. Er wordt ook beargumenteerd dat een
computationeel cognitief model meer is dan alleen een manier om alternatieve
hypotheses nauwkeurig te formuleren; het is ook een manier om nieuwe
verklaringen te ontdekken en te onderzoeken, die anders nooit bedacht zouden
zijn. In dit proefschrift hebben die nieuwe verklaringen zich toegespitst op
kraaiachtigen, hun verstopgedrag, en hun sociale cognitie; in de toekomst is nog
veel meer mogelijk.
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