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1

Introduction

All members of social species deal with conspecifics every day. We fight with each other
over food, shelter and mates. We cooperate to catch prey, to build nests, to raise our young.
In other words, we are constantly responding to those around us. But what are we
responding to? As humans, we are sensitive to more than just behavior. Our actions are not
only informed by what we see others doing, but also by what we assume they are thinking,
wanting and feeling. We almost cannot help but make mental inferences.
Some of those inferences are intuitive, unconscious: If someone looks inside a box, she
knows what’s in there; if someone stretches her arm out towards an object, she wants to
grasp it; if someone stubs her toe, she feels pain. Others are more complex, cognitive, such
as when we play poker: “What cards does she think I have? Does that bet show that she’s
confident, or that she’s bluffing?” In these situations, we need more than our automatic
inferences; we need to reason about the mental states of others.
Our interpretations are also flexible; we may interpret the same behavior differently in
different circumstances. Crying at a marriage signals joy; crying at a funeral signals sadness.
We have a ‘Theory of Mind’, a set of cognitive strategies and intuitions that allows us to map
the behavior of others to their mental states, and their mental states to their likely future
behavior, as well as correct responses from us. A frowning supervisor is unhappy, and
unlikely to respond favorably to requests – now is not a good time to ask for extra days off.
Given these advantages, such a ‘Theory of Mind’ seems like a self-evident tool for any social
species to have. Current research, however, has yet to find any unambiguous evidence for
such talents outside of Homo sapiens (Tomasello et al., 2005; Penn & Povinelli, 2007;
Whiten & Byrne, 1997). The difficulty is that there is not a single nonhuman animal one can
ask about its knowledge of mental states. When a chimpanzee casually walks by a stash of
hidden fruit, only to return hours later when his troopmates are engaged elsewhere, what
does that signify (de Waal, 1982)?
Without the benefits of language, such behavior is surprisingly difficult to interpret. As
human observers, our Theory of Mind immediately infers mental states for the chimpanzee
in question: He wants the fruit, he knows the others will want it, he wants them to think he
doesn’t know where the fruit is. But is that really the best explanation of his behavior, or has
he simply learned a correlation between feeding success and inattentive troopmates, without
understanding the cause? Is he using Theory of Mind, or associative learning?
Despite decades of research, no consensus has yet emerged. And the question is an
absolutely fundamental one. Genetically speaking, chimpanzees and humans are over
ninety-five percent alike. And yet, only humans write books, perform surgeries, and study
the stars. Our cultural differences are vast. Something about us is different, and Theory of
Mind is one of the candidates. It may be what allowed us to develop language (Tomasello et
al., 2005) or what drove us to evolve such large brains (Dunbar, 1998).
Of course, many reserve no special role for Theory of Mind in our cognitive evolution (e.g.
(Hauser et al., 2002), but it is certainly a fascinating hypothesis, worthy of study. To assess
its validity, many open questions must still be answered. What are the differences, if any,
between humans and other animals, when it comes to Theory of Mind? Evolutionary theory
suggests some continuity in the mental abilities of Earth’s inhabitants, so it seems precursors
to Theory of Mind must be present in some species. Which species, and what precursors?
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And what selective pressures drove those species, but not others, to evolve aspects of
Theory of Mind? What was it about their environments, or their social structure, that made
Theory of Mind such an exceptionally useful tool to have? Or is Theory of Mind simply a
straightforward byproduct of very large brains, which evolution may have favored for other
reasons? Answers are being drawn from many different research disciplines, including
comparative animal research, developmental psychology and clinical neurology.
In this thesis, I hope to start a contribution from another discipline entirely. We cannot peer
into the minds of chimpanzees to discover what representations exist there, nor can we
rewind history and watch the evolution of Theory of Mind as it unfolds. There is, however, a
technique that allows us to come close: That of agent-based modeling. A typical agentbased model consists of an artificial world and its artificial inhabitants, whose behavior is
guided by rules, where the goal is to understand how the different elements interact.
Agent-based modeling is a preferred method for the study of complex, evolving systems, as
it does not require that agents are identical or evenly distributed across space, as most
mathematical approaches do. For this reason, agent-based models have been used to study
many questions, from the evolution of cooperation (Axelrod, 1984) to the origins of
language (de Boer, 2001). This thesis aims to demonstrate that this technique can also be
fruitfully applied to questions surrounding the evolution of Theory of Mind.
In the following Chapters, I will defend that claim from the literature, but I will also describe
the road towards substantiating it in practice. I will introduce and analyze DoTS 0.1, a
preliminary version of my Development of Thought Simulation. DoTS 0.1 represents a novel
approach to agent-based modeling, in that it involves the explicit evolution of “if ⇒ then”
rules to guide agents’ behavior. I will test this approach in my simplified model and explain
why it should prove especially useful for modeling the evolution of Theory of Mind.
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2

Research Questions

The central claim of this thesis, shown in Box 2.1, is that using agent-based models to study
the evolution of Theory of Mind is both interesting and feasible. An operational simulation
shedding light on existing questions would obviously be the best proof of this. Unfortunately,
my research does not yet extend that far.
Box 2.1 – Central Claim of Thesis
Using agent-based models to study the evolution of Theory of Mind is both
interesting and feasible.
By necessity, this thesis will therefore consist of two parts. First, I will argue both points –
interestingness and feasibility – from the literature. Second, I will investigate feasibility from
a practical angle, by considering the initial phases of constructing a working model and
discussing the results that produces.
Accordingly, I have formulated two sets of research questions. Box 2.2 shows three that will
be answered by a discussion of relevant literature. Of these, Question 1 refers to the
interestingness of building agent-based models of the evolution of Theory of Mind, while
Questions 2 and 3 deal with the feasibility thereof.
Box 2.2 – Theoretical Research Questions
TRQ#1) What questions surrounding the evolution of Theory of Mind lend themselves
to investigation by agent-based modeling?
TRQ#2) How can the concept of Theory of Mind be broken down into workable
components that can be modeled?
TRQ#3) What empirical data is available to inspire and validate
agent-based models of the evolution of Theory of Mind?
All three of these ‘Theoretical Research Questions’ will be explored at length in Chapter 3.
This will lead to a description of what a useful agent-based model in the field of Theory of
Mind might look like. Chapters 4 and 5 will then start the design of such a simulation, and
attempt to answer a second set of ‘Practical Research Questions’, displayed in Box 2.3.
Box 2.3 – Practical Research Questions
PRQ#1) What kind of agent-based model structure can best be used to
study the evolution of Theory of Mind?
PRQ#2) How can this type of model structure be implemented?
PRQ#3) Can this model structure be used to evolve agents that are reasonably
well adapted to their environments?
PRQ#4) If so, what kinds of variables influence the complexity of the
behaviors that are evolved?
Answers to both sets of research questions (“Theoretical” and “Practical”) will come together
in Chapter 6, where I will discuss how my results relate to the plausibility of my Central
Claim. In addition, Chapter 6 will consider what the outcomes of this project suggest for
future attempts to use agent-based models to study the evolution of Theory of Mind.
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3

Theoretical Framework

This Chapter will discuss the three “Theoretical Research Questions” introduced in Box 2.2.
Although several different disciplines offer potentially sensible answers, I will be focusing my
project on comparative animal research. Relevant literature in this area is both abundant
and fascinating. Comparative animal research aims to compare the abilities of different
species on a specific type of task, in order to extract the underlying principles that explain
why different species have the abilities that they do. “Why are humans so smart?” is one
question that is frequently the subject of comparative animal research.
As a very simple example of how this type of research might work, consider the hypothesis
that “Homo sapiens’ intelligence derives from its need to be bipedal; stable locomotion on
two limbs requires fine-tuned coordination and as such, large brains.” A comparative animal
researcher would then look for correlations between uprightness and cleverness in other
species. She probably wouldn’t find any. Chickens, basilisk lizards and kangaroos can all run
on two feet, but none of them are particulary bright; dolphins, elephants and chimpanzees
are all very bright, but none of them can run on two feet.
As this example demonstrates, comparative animal research is a very potent technique for
testing evolutionary hypotheses. For this reason, studies of various aspects of Theory of
Mind have been conducted with a multitude of animal species, using many different research
paradigms. Our closest relatives, chimpanzees and other primates, receive most scientific
attention in this regard, but increasingly, so have ravens, scrub jays and the domestic dog.
Incidental reports are also available for species as diverse as bee eaters, wolves, dolphins,
seals, goats, pigs and elephants (Emery, 2005).
In each of these cases, scientists have striven to isolate a specific ‘Theory of Mind skill’, and
attempted to establish its presence or absence. Results are often conflicting, even for
research conducted with the same species. In fact, even when similar outcomes are
reported, interpretations of the observed behaviors may differ. In short, the literature
available in this area is as vast as it is diverse, with many opposing viewpoints. This makes
the comparative approach to Theory of Mind an ideal source of inspiration for agent-based
modeling efforts: Plenty of data and plenty of controversy.
This does not imply, of course, that comparative animal research is the only discipline
contributing relevant results to the study of Theory of Mind. Quite the contrary. I’ll name
just one example. Human children acquire Theory of Mind in stages, with some abilities
manifesting themselves before others. Developmental psychologists are continuously refining
our understanding of how this process works (see, for instance Leslie, 1987). Potentially, this
research offers many clues to how Theory of Mind may have evolved – what is easiest for
children may reflect what abilities are evolutionarily ancient. This is just one of many
relevant fields that I will not be discussing in this thesis, for lack of time to do them justice.
Out of the three “Theoretical Research Questions” of Box 2.2, Section 3.1 will first attempt
to answer the second, TRQ#2. ‘Theory of Mind’ is very broad concept, and rather too broad
to be concretely implemented in an agent-based model, or to research extensively in the
literature. For this reason, TRQ#2, “How can the concept of Theory of Mind be broken down
into workable components?”, will be discussed first. Then, in Sections 3.2 and 3.3, I will
review the comparative animal research relevant to a specific element of Theory of Mind,
which should start an answer towards TRQ#3, “What empirical data is available to inspire
and validate agent-based models of the evolution of Theory of Mind?”.
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Finally, in Sections 3.4 and 3.5, I aim to introduce answers to TRQ#1, “What questions
surrounding the evolution of Theory of Mind lend themselves to investigation by agent-based
modeling?” Section 3.4 will focus on controversies regarding the interpretation of
experiments; Section 3.5 will discuss various theories for which selective pressures may have
favored the evolution of Theory of Mind. I will weigh in on both issues, and explain why
agent-based modeling promises to shed light on them. More detailed consideration of
modeling issues will follow in Chapter 4. Finally, in Section 3.6, I will draw together all the
conclusions reached in Chapter 3, and briefly summarize my answers to the “Theoretical
Research Questions” of Box 2.2.

3.1 Segmenting ‘Theory of Mind’ into Workable Elements
The concept of ‘Theory of Mind’ encompasses a rather diffuse set of behaviors and talents.
It is the ability to “attribute states of mind to others, and use these states to predict and
explain the behaviour of others” (after Premack, 1988). But there are many different kinds
of mental states, and many different ways of using these to predict and explain behaviour.
To build an agent-based simulation of the evolution of Theory of Mind (ToM), a more
specific definition would be helpful. This Section will therefore aim to answer TRQ#2, “How
can the concept of Theory of Mind be broken down into workable elements that can be
modeled?”.
First, it should be noted that Theory of Mind inferences can be classified according to their
complexity. Dennett’s (1983; 1988) seminal scheme of “levels of intentionality” fits perfectly.
An intentional system is a system that experiences states about other states, things, or
events. Of course, there is a certain recursion implicit in this definition: I can think about
chimpanzees (“They’re just too hairy!”), but I can also think about my thoughts about
chimpanzees (“Don’t think that! You’re such a species-ist!”). The more “embedded abouts” a
system can handle, the higher its “level of intentionality”. Table 3.1 presents definitions and
examples of the first four levels, centered around a subject named Bob for convenience.
Box 3.1 – Dennet’s (1983; 1988) Levels of Intentionality

Level
0

Level
1

Level
2

Level
3

An act of zero order intentionality involves no mental states, no beliefs, intentions or
desires; it is simply a reflexive reaction to internal or external stimuli.
Example: Bob’s beeping alarm clock.
Although it functions to wake him up, it certainly does not intend to do so.
An act of first order intentionality involves mental states, but only about objects or
events, not other mental states.
Example: Bob’s dog, jumping up on the bed, shaking his leash.
It seems he wants Bob to wake up, but he probably doesn’t have any beliefs about
what Bob wants.
An act of second order intentionality involves mental states, which are about
another’s mental states, which may be about objects or events.
Example: Bob’s girlfriend, nudging him out of bed, because
she thinks he wants to make a nine o’clock meeting.
An act of third order intentionality involves mental states, which are about another’s
mental states, which are again about mental states.
Example: Bob, keeping his eyes shut and feigning sleep, because
he hopes his girlfriend will think he can’t feel her attempts to push him out of bed.
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For an individual to have Theory of Mind, she must possess second order intentionality at
minimum: She must be able to experience mental states about other mental states –
namely, those of others. But humans can, and do, exhibit third order intentionality in their
Theory of Mind inferences as well. Even fourth order intentionality is not impossible, but
from fifth-level intentionality onwards, situations tend to become unintelligible. Of course, I
know that you don’t expect me to think that you would believe that I could possibly assume
you would recognize the truth of that assertion without an example.
Why humans cannot deal comfortably with more than three levels of intentionality is an
open question, but not one I will deal with in this project. Within comparative animal
research, there is still no consensus as to whether any species outside of ourselves has any
Theory-of- Mind-like talents at all. Therefore, I will be focusing on the evolution of second
order intentionality: The lowest level that can be considered to imply true Theory of Mind.
Specifically, I will be focusing on second level intentionality as it relates to seeing. I aim to
build a model that simulates how insight into <seeing> and the <seeing-knowing>
relationship may have evolved. For an understanding of <seeing>, one must be able to form
mental states about another’s mental states, by mapping other’s observable behavior to her
invisible inner representations: One must realize that the orientation of another’s head and
the direction of her eyes determine the mental state of what she sees.
To understand the <seeing-knowing> relationship, one must go a step further, and
appreciate that what another sees predicts what she knows. For humans, these two aspects
of Theory of Mind are elementary. If I observe you looking up at me while I try to hide your
birthday present, I realize that you have seen me; I also realize that you now know where to
look for it once I have left the room. These two ‘levels of understanding’ (Box 3.2) were first
explicitly discussed in relation to chimpanzees in Povinelli, Bering & Gambrione (2000).
Box 3.2 – Levels of Understanding in Visual Perception
Understanding <seeing> :
Understanding that head orientation and eye direction create the mental state of seeing.
Understanding <seeing-knowing> :
Understanding that the mental state of seeing leads to the mental state of knowing.
I will focus on these two aspects of Theory of Mind, <seeing> and <seeing-knowing>, in
the remainder of my thesis. My ultimate aim is to build an agent-based model that sheds
light on the evolution of these two talents; both my theoretical and practical work will
contribute towards that goal. I chose <seeing> and <seeing-knowing> for two reasons.
First, because they are very basic aspects of Theory of Mind, at least for humans. As
Povinelli, Bering & Gambrione (2000) put it, “one of the most foundational aspects of young
children’s mental world concerns their understanding of visual perception as a very simple
attentional process”. If it is so fundamental to our Theory of Mind, perhaps it is the first
aspect of Theory of Mind to evolve in other animals, as well. For this reason, much
comparative research also focuses on the question ‘of what animals know about seeing’.
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Second, <seeing> and <seeing-knowing> are relatively easy concepts to model. To survive
in any type of semi-realistic virtual world, agents will need a way of gathering information
about their environment. Some simulacrum of visual perception is the easiest way of
implementing this. Agents will thus require a simple form of seeing independently of any
other considerations. It is thus a natural mental state for them to reason about in others. A
model of the understanding of <emotions>, for instance, would first require that agents be
endowed with them, resulting in an unnecessarily complex simulation.

3.2

Segmenting the Literature into Relevant Classes

Section 3.1 defined which elements of Theory of Mind form the focus of my thesis: Namely,
understanding <seeing> and understanding <seeing-knowing> (Box 3.2). Not all
investigations of Theory of Mind in other species provide insight into these issues. This
Section will provide a broad overview of comparative animal research, then define the class
of articles that is useful for the model under construction.
Emery (2005), following Premack (1988), considers Theory of Mind skills to be separable
into three distinct classes: Perceptual, informational and motivational (Box 3.3). ‘Perceptual
ToM’ is defined as the ability to reason about what others can sense, ‘informational ToM’ is
about what others know or believe, and ‘motivational ToM’ is about what others want or
intend.
Box 3.3 – Classes of Theory of Mind Skills

‘Perceptual Theory of Mind’ :
Understanding that others experience mental states as a result of their perceptions.
(Understanding <seeing>, Box 3.2, is one example of this.)
‘Informational Theory of Mind’ :
Understanding that others have knowledge and beliefs as a result of the information
available to them.
(Understanding <seeing-knowing>, Box 3.2, is one example of this.)
‘Motivational Theory of Mind’
Understanding that others have intentions and desires that explain and predict behavior.
All three have been subject to investigation within comparative animal research, which I will
illustrate by use of examples. For ‘perceptual ToM’, a classic set of studies is that by Povinelli
& Eddy (1996), in which they confront young chimpanzees with a ‘Gesture Choice’ paradigm.
Each chimpanzee is first trained to beg for food from a single human experimenter, and is
then exposed to two different ones at once: One who can see her, and one who cannot.
For instance, one human may be facing towards her, the other away; one may have a
bucket on her head, the other on her shoulder; one may be wearing a blindfold over her
eyes, the other over her mouth (see Figure 3.1). The question is whether a chimpanzee can
use this information to guide her choice of whom to beg from. If she understands that
buckets and blindfolds obstruct the experimenter’s view (if worn properly, of course), she
should always prefer the ‘seeing’ person.

10

Surprisingly, this is not the case. Only in the ‘facing towards/facing away’ condition do
Povinelli and Eddy’s apes preferentially beg from the ‘seeing’ partner; in all other situations,
they beg equally from both. Many different interpretations exist of this result but one is that
this is negative evidence for ‘perceptual ToM’ in chimpanzees: Obviously they can not reason
about the perceptions of others, or they would not beg from experimenters who cannot see
them! (See Section 3.4 for more discussion of this issue.)
Figure 3.1 – Choices Facing Povinelli & Eddy’s (1996) Chimpanzees

‘Informational ToM’, which involves reasoning about what others do and don’t know, or do
and don’t believe, is more complex. One interesting example of this is Bugnyar and
Heinrich’s (2005) work with ravens. In this research, one raven is allowed to cache food in a
central aviary, while another raven looks on from a side compartment. On some trials, this
observer bird can actually see the cache occurring, while on others, his view is obstructed by
an opaque curtain (see Figure 3.2).
Figure 3.2 – Bugnyar & Heinrich’s (2004) ‘Informational ToM’ Experiment with Ravens;
freely after ‘Figure 1’ in Bugnyar & Heinrich (2004)

Later, the caching bird is allowed back into the main compartment – either alone or
accompanied by the observer bird. Ravens can, and regularly do, pilfer others’ cache sites,
but can usually find other’s sites only if they watched the cache being made. Therefore, the
‘knowledgeable observer birds’ – those who were not hindered by curtains – are serious
threats to the subject’s caches, while the ‘unknowledgeable birds’ are not.
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‘Perceptual ToM’ implies that the caching bird will realize when an observer can see him.
‘Informational ToM’ implies that he will further deduce that the observer therefore knows
where his cache is. Bugnyar and Heinrich’s results seem to confirm this hypothesis. If the
caching raven is let back into the aviary with a knowledgeable competitor, he retrieves far
more caches than when alone, or with a bird who did not see the caching occur,
safeguarding those caches from pilfering.
Figure 3.3 – Call et al.’s (2004) Experiment

Finally, ‘motivational ToM’ is the ability to
understand the goals, intentions and desires
of others. One example of reseach into this
class of Theory of Mind is that done by Call,
Hare, Carpenter and Tomasello (2004).
Chimpanzees are trained to expect grapes
from a human experimenter, passed through
a hole in a plexiglass window.
On training trials, this occurs perfectly. On the experimental trials, the human partner
behaves somewhat differently, appearing either unwilling or unable to pass the chimpanzee
a grape. For instance, on the ‘unwilling’ trials, the experimenter might eat it herself, or
simply leave it on the table, in plain sight of the chimpanzee; on the ‘unable’ trials, she
might accidentally drop it, or get it stuck in a hole that was too small for it.
In both cases, the end result is the same, but the experimenter’s intentions are different. If
chimpanzees possess ‘motivational ToM’, they should recognize this and behave
appropriately. And in the experiment by Call et al., they do: Overall, the chimpanzees are
more likely to walk away from the testing station on ‘unwilling’ trials, and produce more
‘encouraging behaviors’ (such as begging and gesturing) on the ‘unable’ trials.
Of course, these three ‘classes of Theory of Mind’ are hardly independent: To deduce what
others know (‘informational ToM’) usually involves awareness of what they have seen
(‘perceptional ToM’), and an understanding of what others want (‘motivational ToM’) can be
highly dependent on what you think they know (‘informational ToM’). Nevertheless, I believe
this is a useful subdivision in the context of this project.
Essentially, for models of <seeing>, studies of ‘perceptual ToM’ are relevant; for models of
<seeing-knowing>, research into ‘informational ToM’ is applicable, to the extent that it
relates to sight. Therefore, it is articles concerned with these types of Theory of Mind that I
will be considering at length in Section 3.3. Knowledge of which animals posess what
abilities can both inspire my agent-based model and serve as a useful test of its results.

3.3 Available Empirical Data: What Animals Know About Seeing
In Section 3.1, I restricted the scope of my proposed model to the evolution of two aspects
Theory of Mind, <seeing> and <seeing-knowing> (Box 3.2). As described in Section 3.2,
two specific classes of empirical results are now of particular relevance. These are those
relating to ‘perceptual Theory of Mind’ and ‘informational Theory of Mind’ (Box 3.3) where
the focus is on sight. Research in this area falls into a number of major categories, which I
will describe in Sections 3.3.1 through 3.3.3 (for another comprehensive review, see Emery,
2005). This provides an answer to TRQ#3, “What empirical data is available to inspire and
validate agent-based models of the evolution of Theory of Mind?”. In Section 3.3.4, I will
briefly summarize the available empirical data, and consider the implications for an agentbased model of the evolution of Theory of Mind.
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3.3.1

‘Perceptual’ Theory of Mind: Gaze Following

Firstly, much work has been done on the ability of animals to follow the gaze of others, or
‘to look where others are looking’. This is useful for a number of reasons. It can draw one’s
attention to relevant features of the environment (“What is she seeing over there?”), it may
assist in establishing a common focus for learning or cooperation (“What exactly are we
working on?”) and it can help in making inferences about the mental states of others (“She
must be really interested in that object over there!”).
In humans, this is a very fundamental behavior: A human baby starts following her mother’s
gaze before her first birthday (Emery, 2000). But not all types of gaze following are equally
complex. What a baby does, is probably ‘reflexively co-orienting’: She will start to follow her
mother’s line of sight, but as soon as she encounters anything interesting, she will stop. For
a baby, gaze direction is a cue to look in a particular direction, but it does not provoke a
search for the specific object that her mother is looking at.
This ‘reflexive co-orienting’ is often contrasted with ‘geometric gaze following’, where it
appears that the subject is actually trying to extrapolate what the gazing individual is looking
at, and tracks the other’s line of sight until she finds the object that appears to be the
source of the other’s interest.
This does not necessarily indicate that the subject also has an appreciation of the other’s
mental state of ‘seeing’, however. She may have learned that ‘geometric gaze following’
tends to produce interesting results without understanding why. Nevertheless, both
‘reflexive co-orienting’ and ‘geometric gaze following’ are important precursors to true
‘perceptual ToM’, and should eventually evolve in the agent-based model under construction.
Some comparative animal research into gaze-following is done with conspecifics, where a
human experimenter closely monitors a group of animals, and then draws the attention of
one individual by waving a flag or a food item in his line of sight (e.g., Tomasello et al.,
1998). This is done only if another target individual is so positioned that he cannot see the
experimenter, but can see the first individual’s attention being drawn away; the
experimenter then notes if the target individual actually follows the first individual’s gaze.
This experimental setup has resulted in positive evidence for ‘reflexive gaze following’ in
both chimpanzees and macaques (Tomasello et al., 1998), as well as in domestic goats
(Kaminski et al., 2005). Another study of gaze following involving conspecifics has recently
been conducted with captive lemurs, who were fitted with videocameras and eyetrackers.
Data was recorded from freely moving individuals, then retroactively analyzed by human
experimenters (Shepherd & Platt, 2007).
In contrast to earlier work, Shepherd & Platt report that lemurs do indeed follow gaze.
Previously, negative evidence was found in studies by Itakura (1996) and Anderson &
Mitchell (1999). In these experiments, the lemurs were expected to follow the gaze of
humans, rather than conspecifics. Although there is some conflicting evidence for many
species, the current consensus is that all apes, most macaques, capuchin monkeys and
gibbons can ‘reflexively co-orient’ – both with conspecifics and with humans. For reviews,
see Emery (2000) and Itakura (2004).
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One particularly common research paradigm
for the study of gaze following is that of the
‘Object Choice’ task, also known as the ‘Use
of Experimenter-Given Cues’. In this
research, an animal subject is confronted
with two containers, one of which contains
food. A human experimenter then looks in
the direction of the foodbearing container,
and a successful trial is scored if the subject
uses this cue to choose the correct one.
Many variations exist, but the general
paradigm is well established.

Figure 3.4: An Object Choice Task,
from (Povinelli et al., 2000)

Will the animal subject use the gaze cue to
choose the baited container?

This type of task has demonstrated gaze following ability in dogs (Hare & Tomasello, 1999),
dolphins (Tschudin et al., 2001; Pack & Herman, 2007) and fur seals (Scheumann & Call,
2004) as well as various primate species (see Emery, 2000), but it is also responsible for
many of the negative reports concerning apes and monkeys. It seems to test more than just
the ability to follow gaze: It could also be testing the ability to imagine that another would
want to indicate the presence of food by looking in its direction.
Special note needs to be made of the exceptional abilities of domestic dogs on ‘Object
Choice’ tasks, however. Bräuer et al. (2006) expose dogs and chimpanzees to identical
experimental setups, and find that nine out of eleven dogs, but only two out of eleven
chimpanzees, will use the experimenter’s gaze cues to choose the baited container. Dogs
invariably do well in these types of experiments, with more positive evidence reported by
Miklòsi et al. (1998), Hare & Tomassello (1999) and McKinley & Sambrook (2000).
In any case, all this is evidence that many animals can track another’s line of sight; it is not
yet evidence that they can actually deduce what another is looking at. A more convincing
way of demonstrating this is by establishing that an animal will follow another’s gaze to an
object outside of her own visual field. Then, she may not simply be responding to a cue to
look in a particular direction, but actively trying to discover the object of the other’s
attention. If an animal will do this, she is said to ‘follow gaze geometrically’.
Most research towards this question follows the same paradigm: A human experimenter
stares intently towards a point behind a barrier, observed by a test subject who cannot see
past the barrier without changing her location. This setup has established ‘geometric gaze
following’ in chimpanzees (Tomasello et al., 1999), gorilla’s and orangutans (Bräuer et al.,
2005), common marmosets (Burkart & Heschl, 2006) and, to the surprise of some, ravens
(Bugnyar et al., 2004) .
3.3.2

‘Perceptual’ Theory of Mind: Visual Perspective Taking

A different line of evidence concerning ‘perceptual Theory of Mind’ involves experiments with
‘visual perspective taking’. In this type of research, animals are not necessarily expected to
follow the gaze of others, but to deduce what objects are and aren’t visible from a specific
location. Correct performance in these experiments can usually be achieved by reasoning
about “What could I if see if I was over there, where she is?” as opposed to “What is her
gaze directed at right now?”, which is generally the requirement in gaze-following tasks.
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A classic study of visual perspective taking is the Povinelli & Eddy (1996) ‘Gesture Choice’
work described in Section 3.2: Begging chimpanzees don’t seem to be able to discriminate
between individuals who can’t see them (because they have buckets over their heads) from
those who can (because they have buckets resting on their shoulders). However, Nissani
(2004) reports nearly the opposite for a series of very similar experiments: On almost all of
his conditions, six out of seven chimpanzees perform very well.
Nissani’s chimpanzees successfully discriminate between people who do and don’t have
blindfolds over their eyes, whose view is or isn’t obstructed by screens, who are or aren’t
looking over their shoulder – all tests Povinelli & Eddy’s chimps failed. The one condition that
did give the chimpanzees difficulties in Nissani’s experiments was the one involving buckets,
where they failed to prefer the seeing experimenter significantly above chance.
Nevertheless, this seems to be a substantively different result from Povinelli & Eddy’s.
Interestingly, Nissani’s successful chimpanzees were all adults, while his one subadult
participant did not do nearly as well. In Povinelli & Eddy’s experiments, all the subjects were
adolescents, which suggests that the chimpanzees’ concept of ‘seeing’ may emerge with
age. However, Povinelli & Eddy’s chimpanzees were retested five years later, when they
were all about nine, and still failed the discrimination tasks (Reaux et al., 1999), which
seems to somewhat weaken that hypothesis.
Nevertheless, a nine year old chimpanzee is still not truly mature, and Nissani’s animals were
predominantly in their twenties and thirties. So maybe ‘Theory of Mind’ does truly come with
age, or maybe it just takes a long time to learn how to solve this particular task without it.
Interestingly, Nissani (2004) also performed the exact same experiment with a pair of
elephants (see Figure 3.5), who likewise outscored Povinelli & Eddy’s chimpanzees. Of
course, the elephants were both in their forties, so what that tells us is unclear!
Figure 3.5 – Nissani’s (2004) Elephants Engaged in the Gesture Choice Paradigm

A different experimental setup is the ‘Competitive Choice’ paradigm of Hare et al. (2000). In
an illuminating series of experiments, Hare et al. put two chimpanzees in competition over
two pieces of food, placed in a central compartment. Both chimpanzees are familiar to each
other, and have an established dominance relationship. In two separate side compartments,
a subordinate and dominant chimpanzee wait to be granted access, with no view of the
baiting. Once the compartment doors are opened, the subordinate can see both pieces of
food, while the dominant’s view of one of the pieces is obstructed by a wall (see Figure 3.6).
If the subordinate chimpanzee rushes for the food that is also visible to her dominant
competitor, she is unlikely to be allowed to keep it for herself; if, in contrast, she chooses to
head for the food that only she can see, she can probably escape with it before the
dominant chimpanzee catches her. What Hare et al. find in these ‘Competitive Choice’
experiments, is that the subordinate chimpanzee generally seems to do this – even if she
gets a small head start, so that she cannot react to the dominant’s movements as she makes
her choice. Therefore, Hare et al. conclude, chimpanzees can reason about who sees what.
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Figure 3.6 – Setup of the ‘Competitive Choice’ Paradigm; from Karin-D’Arcy & Povinelli (2002)

However, Karin-D’Arcy & Povinelli (2002) attempted to replicate this experiment, and
obtained a slightly different result: Yes, the subordinate chimpanzees obtained more of the
hidden food, but no, they didn’t prefer it initially. The explanation that Karin-D’Arcy &
Povinelli give is that the subordinate individuals usually had no choice but to take the food
invisible to the dominant, because the dominant chimpanzee had already taken the food
visible to her – a dynamic not scored by Hare et al.
Hare et al. (2003) have also exposed capuchin monkeys to this ‘Competitor Choice’
paradigm. When both monkeys are let into the main compartment at once, the subordinate
monkey seems to prefer the food invisible to the dominant. However, if she is given a small
head start, her preference disappears. This suggests that capuchin monkeys, if not
chimpanzees, may in fact be ‘behavior reading’ to solve the task: Monitoring the movements
and gaze cues of the dominant individual, then choosing to head for the other food.
A slightly different result is reported by Burkart & Heschl (2007), who tested common
marmosets in the same setup. The subordinate individuals in this experiment seem to
consistently choose the hidden food, whether or not they are given a head start. This
suggests ‘visual perspective taking’ abilities in common marmosets. However, in a second
experiment, designed to confirm these results, the monkeys fail. This leads Burkart & Heschl
to theorize that the marmosets are in fact avoiding the food looked at by the dominant
individual, rather than reasoning about what he can and cannot see.
To investigate this hypothesis, Burkart & Heschl test naive marmosets in a third setup. A
human experimenter stares intently at one of two pieces of food on a table in front of her.
The marmosets are divided into two groups. Those in Condition A must pick the food that is
stared at; those in Condition B must select the food that isn’t. An incorrect choice results in
the food being taken away before the marmosets can reach it. Burkart & Heschl find that the
marmosets in Condition A never learn the task, while those in Condition B do, suggesting a
previously acquired preference for “unlooked at food”.
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Figure 3.7 – Macaque Drinking Experiment; from
Kummer et al. (1996)

In a related study, Kummer, Anzenberger &
Hemelrijk (1996) examine whether longtailed macaques can learn to drink outside of
the view of a threatening human. First, the
monkeys are taught that they can expect to
be targeted with an unpleasant blast of
water from a hose if an experimenter sees
them drinking from a bottle; then, they are
given the choice of drinking from two
bottles, one of which is behind a screen, and
one of which isn’t (see Figure 3.7). Kummer
et al. find no preference for the ‘hidden
bottle’ in this experiment.

Another source of ‘visual perspective taking’ evidence in animals comes from research into
the caching strategies of birds. As described in Section 3.2, both ravens and scrub jays bury
food items in the ground, ‘saving them for later’. Conspecifics will pilfer these caches if
possible, but they cannot find them unless they watch the owner make them. As such, it is
in a cacher’s best interest to stay out of sight of potential pilferers as she hides her food
items. If that isn’t possible, it pays to recache them after her competitors have left.
In a set of aviary experiments, Heinrich & Pepper (1998) find that ravens will preferably
cache food out of sight of competitors, or if that it is impossible, when competitors are
distracted. Additionally, they show a preference for caching behind rocks and tree stumps, if
that will prevent observers from watching (Bugnyar & Kotrschal, 2001).
Scrub jays, another member of the corvid family, have been tested extensively in the
laboratory. Clayton, Dally and Emery (2007) present a comprehensive overview of all
published material; I will confine myself to a number of highlights. In one early experiment,
Dally et al. (2005) place two scrub jays in adjacent cages. One subject scrub jay is given two
icecube trays to hide worms in (Figure 3.8); one is near to the adjacent cage, the other is
farther away. The view of the observer scrub jay, in the adjacent cage, may or may not be
occluded by a barrier (Figure 3.9).
Figure 3.8 – Scrub Jay with Tray
(sciencenews.org)

Figure 3.9 – Scrub Jays Caching Food in the ‘Distance Condition’ ,
figure after (Clayton et al., 2007)

What Dally et al. find, is that the scrub jays use both trays equally if they are allowed to
cache in private, but prefer the tray farthest away from the competitor otherwise. Also, if
distance is controlled, but one of the trays is out of sight of the observer scrub jay, they
selectively cache in the occluded tray (Dally et al., 2005).
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Of course, both of these results can be explained by arguing that the subject bird’s behavior
was determined by her ability to see the competitor, rather than her appreciation of whether
the observer bird could see her. One experiment that avoids this explanation is (Dally et al.,
2004), where the subject scrub jays are given a choice between a ‘shady tray’ (under a lamp
that is off) and a ‘well-lit tray’ (under a light that is on). Again, the birds prefer to catch in
the shady tray if forced to cache with an observer; otherwise, they show no preference. Of
course, this behavior might equally well stem from a strategy derived from experience,
rather than an ability to reason about what others can see.
A particularly clever, if somewhat ambiguous, study into ‘visual perspective taking’ in birds is
reported by Watve et al. (2002), who studied Indian bee-eaters. Bee-eaters are small,
insectivorous birds, who nest inconspicuously in trees. Apparently, they tend to always fly
into their nests from a specific, preferred perch. Watve et al. locate thirteen different wild
bee-eaters’ nests, then choose two positions relative to each. One (I) of these is in view of
both the perch and the nest, the other (II) is in view of the perch, but not the nest.
Positions (I) and (II) are chosen so that they are approximately equidistant from the nest,
while the view from position (II) to the nest is obstructed by some type of natural barrier,
such as a tree or a rockface. Apparently, bee-eaters are particularly vulnerable to predation
when they are in their nests, but those nests are sufficiently well-hidden that they should be
safe if not seen flying into them. Judging by the evidence presented by Watve et al., this is
seems to be exactly what the bee-eaters are trying to accomplish.
In Watve et al.’s experiments, the bee-eaters approach the nest significantly more often
when the observer cannot see their nests. This despite the fact that the bee-eater herself
can always see the observer from her preferred perch, independently of observer’s view of
the nest. Orientation also seems to matter: In another experiment, an observer faces
towards the perch, towards the nest, or away from both locations – and again, the bee-eater
approaches the nest significantly less often when the observer is looking at the nest.
3.3.3 ‘Informational’ Theory of Mind: Who Saw What
‘Informational’ Theory of Mind is the ability to reason about what others know (see Box 3.3).
Often, this is related to ‘perceptual Theory of Mind’ – do animals realize that others know
what they have seen? In this section, I will summarize the results of experiments concerned
with ‘informational Theory of Mind’ that are related to the animal subjects having a concept
of seeing, which is relevant to the model’s focus on <seeing-knowing> (Box 2.2.). In
essence, all of these experiments are about “Who saw what?”
First, one important source of evidence is Hare et al.’s (2001) adaptation of their
‘Competitive Choice’ paradigm (Hare et al., 2000), which is discussed in Section 3.3.2. A
subordinate chimpanzee, locked in a side compartment, watches a human experimenter hide
a pieces of food. A dominant chimpanzee, locked in another side compartment, either can or
cannot see the baiting procedure occur (see Figure 3.10).
Hare et al. reason that if the chimpanzees realize that seeing leads to knowing, the
subordinate individuals should preferably approach the food in those trials where the
dominant is uninformed about its location. After all, if the dominant knows where the food
is, the chances of the subordinate getting to it first are slim, and she might as well not
participate in the experiment at all. This is exactly what they find.
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Figure 3.10 – Hare et al.’s (2001) Competitive Choice
Paradigm (from Hare et al., 2001)

In a second experiment, one dominant
chimpanzee may or may not also be
watching the baiting occur, but she is
switched out for another dominant
chimpanzee on some of the trials. If the
subordinate individual can reason about
who saw what, she should show less
hesitation to approach the food on the
‘Different’ trials then on the ‘Same’
trials. Hare et al. find a trend in this
direction, but the difference is not
significant.

Finally, in a third experiment, Hare et al. hide two pieces of food each trial – one of which
the dominant individual watches being hidden, and one of which she doesn’t. Thus, the
subordinate should prefer to approach the food the dominant knows nothing of. This does
not seem to be the case, however. One hypothesis is that the incentive was simply too low –
with two pieces of food, subordinates obtained food in the majority of trials, so why bother?
This may be the case, but it seems equally possible the chimpanzees were never really
reasoning about seeing to begin with. Maybe the chimpanzees had simply learned that if
they themselves could see the competitor during baiting, the situation was hopeless. Hare et
al. counter that the chimpanzees show no significant improvement as trials progress, but it
seems they may have discovered such a rule outside of the context of the experiment.
Another prominent line of evidence regarding ‘informational Theory of Mind’ and ‘visual
perspective taking’ is more work with birds, of which Bugnyar and Heinrich’s (2005) research
with ravens, as described in Section 3.2, is an example. In this set of aviary experiments,
both caching and pilfering ravens seem to respond differently to conspecifics who did and
did not see a cache being made, although this does not necessarily imply an understanding
of the <seeing-knowing> relationship.
Dally, Emery & Clayton (2006) research similar questions in scrub jays, in a paradigm related
to that described in Section 3.3.2 (Dally et al., 2005). A bird is provided with two ice cube
trays to cache in, and is either observed or not observed as she does so. First, Dally et al.
(2006) confirm the results of Dally et al. (2005), which is that observed scrub jays prefer to
cache in trays farthest away from their competitors (see Figure 3.11).
Then, after caching occurs, both trays are removed, only to be returned three hours later. At
this point, the scrub jays can rehide their caches in private if desired – and they do. What
Dally et al. find, is that observed birds predominantly recache food from the ‘near’ tray,
while unobserved birds recache food from both trays equally. It seems that the observed
scrub jays are predominantly rehiding their most vulnerable caches. After all, the closer a
cache is to a competitor’s cage, the better view that competitor had of the hiding process.
In a second experiment (see Figure 3.8), subject birds are allowed to cache food in two
sessions. First, in tray A in front of observer A; then in tray B in front of observer B. Three
hours later, they are again allowed to recache. But now, they are either alone, with bird A,
with bird B, or with a control bird C, who watched none of the caching occur.
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Figure 3.11 – Scrub Jays Caching Food in the ‘Two Session Condition’ ,
figure after (Clayton et al., 2007)

Dally et al.’s scrub jays perform very flexibly in this situation. If they are allowed to recache
in private, they move many of their caches, but only once. If they are confronted with
control bird C, they hardly move any caches at all. With birds A or B in the adjacent cage,
they move only the caches the observer bird saw hidden – and then many times each, as if
to confuse their competitor. What is especially fascinating, although not directly related to
‘informational ToM’, is that these clever cache protection strategies are only employed by
birds who have previous experience being pilferers (Emery & Clayton, 2001)!
A final experiment involving ‘informational Theory of Mind’ and the <seeing-knowing>
relationship is Held et al.’s (2001) research with domestic pigs. Here, three pigs are trained
to follow a human experimenter into one of four corridors, which the experimenter baits with
food (see Figure 3.12). On test trials, one pig’s view of the corridors is obstructed, but his
view of two companions is not, of which one can see the baiting take place, and one can’t.
Figure 3.12 – Pigs Food in Held et al.’s Visual Perspective Taking Test,
figure after (Held et al., 2001)

The question is then whether the subject pigs will follow their seeing companions. In each
case, the test pig is significantly heavier than his two ‘competitors’, so if he manages to
locate the food, he can probably take it. Held et al. (2001) find that only two pigs are
inclined to follow other companion pigs into a specific corridor, and that one of those two
significantly prefers the seeing companion.
A somewhat related experimental setup I am not discussing at length is the ‘GuesserKnower’ paradigm. Here, a human experimenter, the Knower, baits one of four cups. An
animal subject watches this occur, but cannot see which of the cups is baited. Then, a
second experimenter, the Guesser, enters the room, and both the Knower and the Guesser
point to one of the cups (Povinelli et al., 1990). The subject must then pick one of the cups.
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Of course, the point of the experiment is to discover if the subject will follow the advice of
the Knower, rather than the Guesser. Generally speaking, neither chimpanzees or monkeys
seem to do this, at least not naturally – Emery (2005) for a review. However, as this
experiment is not really a test of seeing I do not consider it of particular relevance for my
model. After all, the Knower knows what is in the cups because he baited them, not because
of what he saw – it’s ‘informational ToM’ but not <seeing-knowing>.
3.3.4 Available Empirical Data: Summary and Implications
Sections 3.3.1 through 3.3.3 discussed a wide variety of findings in the field of comparative
cognition. All of these were related to animals’ abilities to understand <seeing> and
<seeing-knowing>. For <seeing>, two types of experiments were reviewed: Those involving
‘gaze following’ (“What is she looking at right now?”) and those involving ‘visual perspective
taking’ (“What could I see if I was over there, where she is?”).
Many different species appear to be able to track another’s line of sight, including all apes,
many monkeys, lemurs, dogs, dolphins, fur seals, goats, and ravens. With regards to
animals’ abilities to use ‘visual perspective taking’, the situation is less clear. Conflicting
results have been obtained with chimpanzees, negative evidence has been reported for two
species of macaque, and intriguing, if inconclusive, positive results have been published for
ravens, scrub jays, and bee-eaters.
A similar state of affairs holds for research into animals’ comprehension of the <seeingknowing> relationship, where most of the experiments conducted require subjects to answer
the question “Who saw what?”. For chimpanzees, at least one group claims positive results.
For ravens and scrub jays, experiments indicate sophisticated abilities, at least when it
comes to cache protection. And finally, a single pig also seems to have demonstrated some
skill in the <seeing-knowing> department.
Interpretation of these results will be the subject of Section 3.3. With regards to the model,
I draw two main conclusions from the available empirical evidence. The first is that ‘gaze
following’ seems so common in the animal kingdom that any decent simulation of social
cognition should evolve it. The second is that the caching lifestyle of corvids seems to drive
them to very sophisticated cognitive strategies, and that creating “virtual caches” in the
model may have particularly fruitful results.

3.4 Issues the Model May Address I: Interpreting Experimental Results
In Sections 3.2 and 3.3, I reviewed many different experiments investigating animal social
cognition, with an emphasis on tasks that involved either <seeing> or <seeing-knowing>
(see Box 2.2). What remains unclear is what these findings imply for ‘perceptual ToM’ and
‘informational ToM’ (Box 3.3) in the species studied. Different research groups interpret the
same results differently, with some claiming that correct performance on certain tasks is
evidence of ‘Theory of Mind’, and others argueing the opposite. In this Section, I will discuss
this issue, and explain how agent-based modeling might contribute to resolving it. This
provides one answer to TRQ#1, “What questions surrounding the evolution of Theory of
Mind lend themselves to investigation by agent-based modeling?” (see Box 1.2).
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Currently, one of the most important issues within comparative animal cognition is the
continuing competition between ‘mentalistic’ and ‘associative’ explanations of observed
animal behavior (Heyes, 1998). It seems that for many experiments, there are two possible
interpretations. One is that animals’ performance is due to some insight into mental states;
the other is that they have simply learned a set of ‘associative rules’ applicable to the
situation (see Box 3.4). This debate is especially fierce with regards to apes and corvids,
where most positive results on ‘typically ToM-like tasks’ are reported (see Section 3.3).
Box 3.4 – Differing Interpretations of Animal Behavior

‘Mentalistic Accounts’:
Animals are reasoning about unobservable mental states to solve tasks; they are, essentially,
using some aspects of ‘Theory of Mind’.
‘Associative Accounts’ :
Animals are applying associatively learned rules to solve tasks; they have no concept of
unobservable mental states, let alone ‘Theory of Mind’.
The principal actors in this debate are Michael Tomasello’s Evolutionary Anthropology Group
at the Max Planck Institute in Leipzig and Daniel Povinelli’s Cognitive Evolution Group at the
University of Louisiana at Lafayette. Looking back over the past fifteen years, articles by
Tomasello et al. seem to consistently favor ‘mentalistic’ accounts of chimpanzee behavior,
while works by Povinelli et al. argue for exclusively ‘associative’ accounts.
Let us take Hare et al.’s (2001) ‘visual perspective taking’ chimpanzee experiments as an
example. See Section 3.3.2 for the full review, but as a short recap: Hare et al. (2001) place
two chimpanzees, a dominant and a subordinate individual, in competition over two pieces
of food, one of which is behind a barrier. The subordinate chimpanzee can see both items,
while the dominant chimpanzee can only see one. Hare et al. find that the subordinate
generally seems to obtain more of the hidden food, which leads them to conclude that
‘chimpanzees know what conspecifics do and do not see’.
This is, of course, the ‘mentalistic account’ of their behavior. Povinelli & Vonk (2003;
Povinelli & Vonk, 2004) however, do not agree, stating that the chimpanzees’ success in this
task might equally well be the product of ‘associative learning’. Chimpanzees, after all,
regularly encounter competitive situations in their daily existence. They might very well learn
that they are more likely to obtain food if they take it from somewhere outside of a
dominant’s line of sight. This doesn’t mean they are assigning mental states, simply that
they have sophisticated knowledge of what food procurement strategies are likely to work.
In a response article, Tomasello, Call and Hare (2003a) state that this an unlikely story, as
Povinelli & Vonk ‘ignore the control conditions’ used in their experiments. They claim that
Povinelli & Vonk’s explanation rests on ‘behavior reading’ on the part of the subordinate
chimpanzee. This would be the case if she watched the dominant’s movements towards the
food, then chose the other for herself.
This, Tomasello et al. say, was impossible in at least one of the control conditions, where the
subordinate chimpanzee was given a small head start, and thus had no behavior to read.
Yet, most still performed correctly, heading for the food only they could see. Thus,
Tomasello et al. claim, ‘behavior reading’ is not a plausible explanation for the chimpanzees’
performance, and the ‘mentalistic’ explanation must be true.

22

As far as I can see, there is only one problem with this defense, but an essential one:
Povinelli & Vonk’s alternative account of the chimpanzee’s behavior does not involve
behavior reading. It simply involves previous experience with competitive situations, and the
deduction of a useful rule. “If a dominant individual has a direct line of sight to a food
source, choose another if possible”. That involves no understanding of mental states at all.
In my opinion, a better defense is presented in Tomasello, Call & Hare (2003b). Povinelli &
Vonk seem to think the ‘associative’ account is more parsimonious than the ‘mentalistic’ one,
but is it really? We assign mental states almost reflexively; why shouldn’t chimpanzees, our
closest relatives? And how do Povinelli & Vonk propose such ‘associative rules’ are learned?
Isn’t that process more complex than simply inferring mental states?
Of course, the ‘associative account’ does fit better with the Povinelli & Eddy (1996) ‘Gesture
Choice’ research (see Section 3.2), where chimpanzees did not seem to realize people with
buckets over their heads could not see them. In contrast, they did respond differently to
people facing towards them or away from them – exactly the sort of distinction chimpanzees
would discover by ‘associative learning’ in the course of their regular social interactions.
However, Tomasello et al. (2003a; 2003b) offer a competing hypothesis for the discrepancy
in results between the two paradigms. They speculate that chimpanzees’ failure to
demonstrate evidence of a concept of ‘seeing’ in the Povinelli & Eddy experiments is due to
the experiments’ lack of ‘ecological validity’. Chimpanzees don’t face buckets in the wild; why
should they know how to reason about them?
Worse yet, those experiments require the chimpanzees to ask for food, which is a highly
unnatural situation for them. A conspecific would never simply give away food on request;
the whole setting probably makes very little sense to the participating chimpanzees. Why
should they call on their usual knowledge of mental states to perform accurately? They
probably do not even realize the situation requires them!
In contrast, Hare et al.’s (2000) experiments focus on competition, which is what
chimpanzees’ Theory of Mind skills are most like to for, should they have them. No wonder
they perform so much better (Hare, 2001)! So if scientists really want to discover the extent
of animals’ cognitive abilities, they should present them with ecologically relevant settings,
where the animals are most likely to call on the full array of talents that are at their disposal.
Povinelli & Vonk (2003; 2004), once again, argue the exact opposite. If a situation is
somewhat familiar to a chimpanzee, she may have previously extrapolated a working rule –
one that in no way relies on her understanding of mental states. Therefore, the less
ecologically relevant a situation is, the more likely it is to draw on a chimpanzee’s Theory of
Mind, as opposed to her capacity for associative learning.
I tend to agree with Povinelli & Vonk. The extra explanatory power of Theory of Mind is
most likely to show itself in situations where previously learned rules cannot possibly work.
However, chimpanzees compete for food constantly – why shouldn’t they have rules
available for dealing with competitors? This is my prime objection to drawing strong
conclusions from the experiments done by Hare et al. (2000).
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The results reported by Karin-D’Arcy & Povinelli (2002) are a further source of doubt. As far
as I am concerned, the question of ‘perceptual ToM’ and ‘informational ToM’ in chimpanzees
has not been settled. As reviewed in Section 3.2, Karin-D’Arcy & Povinelli perform the same
experiment, but find that their subordinate chimpanzees do not prefer to move towards the
hidden food initially – they simply are more likely to obtain it, because that’s what’s left after
the dominant individual takes the food that she can see.
Hare et al. do not score “initial approach” behavior, so it is difficult to assess if this criticism
also applies to their study. I have only see one response to Karin-D’Arcy & Povinelli’s results
by Tomasello’s group, which is actually in an article about goats. Kaminsky et al. (2005)
write that Karin-D’Arcy & Povinelli “failed to replicate the results of Hare et al. (2000)” (p.
1343), but that a forthcoming article by Brauër et al. (in press) will do so.
Apparently, the crucial difference is in the size of the arena: In Karin-D’Arcy and Povinelli’s
experiments, the two food items were approximately 1.25 meters apart; in the original work
by Hare et al., this distance was significantly larger, at two meters. The article by Brauër et
al. will presumably clarify what effect this has. But nevertheless, the question remains: What
does this new study replicate? The finding that the subordinate chimpanzees obtain more of
the hidden food, or that they immediately prefer it?
In any case, consensus does not seem to be forthcoming on this issue. Psychologists can ask
three year old children about the reasons for their behavior; primatologists do not have that
luxury with their chimpanzee subjects. Of course, the same basic problem exists in all animal
research related to Theory of Mind, but this is the most hotly debated case. I am not in a
position to make definite statements either way; what I can do, however, is describe how
agent-based modeling may shed light on this issue.
3.4.1 Interpreting Experimental Results: What Agent-Based Models Can Contribute
One of the interesting aspects of agent-based models is that the experimenter has access to
both agents’ internal representations and their external behaviors. In this specific case, if I
can evolve agents which master the tasks discussed in this chapter – gaze following, visual
perspective taking, and who-saw-what reasoning – I can also investigate which type of
representation they are using. Are they inferring ‘virtual’ mental states, or simply learning
associative rules? How do more Theory-of-Mind-like and less Theory-of-Mind-like agents
differ from each other in their performance?
In fact, the largest contribution agent-based modeling may make to answering this question
may be in proving what animals do not need Theory of Mind for. If I can evolve agents that
follow gaze and choose foods that are invisible to competitors, without any sort of
representation that looks remotely like Theory of Mind, then such claims for chimpanzees
and ravens and scrub jays are likewise premature. If, on the other hand, my agents do
evolve such representations, then I can examine what selective advantages those
representations provide, and what sort of behaviors biologists should look for in real animals
to establish their presence or absence.
On the basis of this discussion, I have formulated an ‘Ultimate Research Question’, displayed
in Box 3.5. It is my first answer to TRQ#1, “What questions surrounding the evolution of
Theory of Mind lend themselves to investigation by agent-based modeling?”
Box 3.5 – Ultimate Research Question #1
URQ#1) What animal behaviors indicate the presence of more Theory-of-Mind-like
representations versus less-Theory-of-Mind-like representations?
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3.5 Issues the Model May Address II: The Evolution of Theory of Mind
Lack of consensus as to which skills what species have when it comes to Theory of Mind has
not precluded extensive speculation as to why it, or aspects of it, might have evolved. In this
Section, I will first introduce a pair of prominent theories in this field; then I will explain why
agent-based models offer a unique way of testing them. This will lead to another answer to
TRQ#1, “What questions surrounding the evolution of Theory of Mind lend themselves to
investigation by agent-based modeling?” (see Box 1.2).
Byrne & Whiten (1988; 1992) first formulated what is now known as the ‘Machiavellian
Intelligence Hypothesis’, which suggests that the impressive cognitive talents of primates are
the result of an evolutionary arms race, where smarter individuals predominantly survived
and reproduced because they were better equipped to manipulate those around them.
Byrne & Whiten survey a large group of primatologists for anecdotes involving ‘tactical
deception’ in their subjects, and conclude that such behavior is widespread in both monkeys
and apes, reaching its pinnacle in chimpanzees and bonobos. These two Pan species, it
seems, deceive conspecifics more than any other primate, and in more sophiscated ways.
Nevertheless, the classic example of ‘tactical deception’, one of Byrne & Whiten’s many
collected anecdotes, involves hamadryas baboons, an Old World monkey.
A female was observed grooming a subordinate male behind a rock, with the effect that the
dominant male could see her, but not the object of her attentions. If she had been out of
sight of the dominant male, he would have come looking for her; if she had been seen with
another male, he would have come over to break up the grooming bout. What is unclear, of
course, is if the female was really reasoning about what the dominant male could and could
not see, or if she had simply learned by association that it was better to groom behind rocks.
Byrne & Whiten’s account focuses exclusively on primates, with the suggestion that once,
ancestral monkeys were no smarter than any other mammal – until, for whatever reason,
some new selective pressure started the Machiavellian arms race. The exceptional talents of
Pan, and later Homo, are the result of our larger body sizes, which provided an evolutionary
advantage for other reasons, but brought with them larger brains as a side effect. This is an
interesting account, but it seems rather incomplete.

What started the Machiavellian armsrace? What’s so special about primates? One suggestion
is Dunbar’s (1998) ‘Social Brain’ hypothesis, which claims that evolution systematically
equips individuals in larger social groups with larger brains. Dunbar’s reasoning is as follows:
The larger your social group is, the more allies and enemies you need to keep track of, the
more processing power you need. Of course, competition gets fiercer as groups get larger,
so perhaps this is Byrne & Whiten’s ‘kickstart’ selection pressure for ‘Machiavellian
Intelligence’?
Interestingly, although Byrne & Whiten were exclusively concerned with primates, their
theory seems to most straightforwardly apply to birds. Especially as it concerns ravens and
scrub jays, cache protection strategies provide an obvious arena for a ‘Machiavellian’ arms
race. Emery & Clayton (2004; 2005) speculate otherwise: They see the lives of corvids as
generally complex, consisting of an array of socio-environmental challenges. This results in a
selective pressure for more processing power, which Theory of Mind is just one aspect of.
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A somewhat different theory which does reserve a central place for Theory of Mind in the
evolution of cognition is that espoused by Michael Tomasello and colleagues, as evident
from Tomasello et al. (2005) and Moll & Tomasello (2007). Tomasello et al. see a
fundamental difference between ‘ape Theory of Mind’ and ‘human Theory of Mind’:
Chimpanzees clearly understand some mental states, but they do not share our proclivity to
share mental states, to attend to objects together, to formulate common goals.
Moll & Tomasello put it most clearly: While competitive pressures selected for the Theory of
Mind skills of apes, cooperative pressures selected for ours. The authors cite evidence that
‘tolerant’ chimpanzees are better co-operators than ‘aggressive’ chimpanzees, which
suggests to them the following picture for human evolution: First, nasty group members
were either ostracized or killed, so the rest of us could cooperate effectively. Once that
started occurring, our sophisticated Theory of Mind skills became an advantage, and those
were selected for.
3.5.1 The Evolution of Theory of Mind: What Agent-Based Models Can Contribute
In summary, the literature offers at least three distinct hypotheses as to why Theory of Mind
may have evolved: Either from a need to outsmart conspecifics, from a need to cooperate
with conspecifics, or as a byproduct of a complex lifestyle requiring a large brain. Many
different theories have been proposed (see, for instance, Emery et al., 2007), but these
three are sufficient to make my point: Agent-based models are a powerful tool to test the
validity of evolutionary hypotheses.
Let’s take the “Machiavellian Intelligence” hypothesis as an example. It claims that Theory of
Mind evolved in response to competitive pressure. One way of testing this is by recreating a
strongly competitive situation in an agent-based model, and seeing what type of
representations evolve. For instance, I could create the opportunity for my agents to create
virtual caches – and then to protect them. Would these agents evolve more Theory-of-Mindlike representations, or not? If so, how does it happen? What are they like?
This could be contrasted by a “Vygotskian Intelligence” test, where agents need to solve a
different selective problem – such as cooperating to raise young or to hunt prey. What about
these agents? Do they evolve more Theory-of-Mind-like representations, or not? More
generally: What agent-based models allow an experimenter to do, is to take a hypothesized
selective pressure, implement it, and see if it affects the agents’ evolutionary development
as predicted. One can replay evolution – albeit in a highly abstract manner.
This allows me to formulate another ‘Ultimate Research Question’, as shown in Box 3.6. It is
my second answer to TRQ#1, “What questions surrounding the evolution of Theory of Mind
lend themselves to investigation by agent-based modeling?”
Box 3.6 – Ultimate Research Question #2
URQ#2) What kinds of social and environmental variables promote the evolution of more
Theory-of-Mind-like representations?
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3.6

Theoretical Framework: Conclusions

In this Chapter, I set out to answer three ‘Theoretical Research Questions’ that dealt with
the interestingness and the feasibility of building agent-based models of the evolution of
Theory of Mind. In this Section, I will briefly review the three ‘Theoretical Research
Questions’ and the answers this Chapter has provided. Then, I will shortly summarize what
this Chapter has concluded with regards to the agent-based model under construction.
I will start with TRQ#1, “What questions surrounding the evolution of Theory of Mind lend
themselves to investigation by agent-based modeling?”
First, Section 3.4 introduced the issue of “mentalistic” versus “associative” explanations (see
Box 3.4) of animals’ performance in Theory-of-Mind-like tasks. Which results provide
evidence of mental state understanding and which can best be explained by previous
learning accounts? Agent-based models can contribute to this discussion because they offer
a transparant way of linking internal representations to observable behaviors. This should
allow them to shed light on the ‘Ultimate Research Question’ of Box 3.4, “What animal
behaviors indicate the presence of more Theory-of-Mind-like representations versus lessTheory-of-Mind-like representations?”
Second, Section 3.5 considered a variety of evolutionary hypotheses for the origins of
Theory of Mind. In the literature, different authors posit different selective pressures, which
can be tested by recreating them in agent-based models.
Does competition with
conspecifics require advanced social skills? Is it true that cooperation promotes the evolution
of mental state attribution? Agent-based models offer one of the few ways of testing these
claims. For this reason, they should be able to contribute to the ‘Ultimate Research Question’
of Box 3.5, “What kinds of social and environmental variables promote the evolution of more
Theory-of-Mind-like representations?"
Now, I will consider TRQ#2, “How can the concept of Theory of Mind be broken down into
workable components that can be modeled?”.
Section 3.1 dealt with this question in two ways. First, I limited my model to an investigation
of “second-order intentionality” (Box 3.1), or the ability to have mental states about other
mental states. Second, I constrained the type of Theory of Mind that my model will be
concerned with. I will attempt to simulate animals understanding of <seeing> and <seeingknowing> (Box 3.2) exclusively, which are aspects of ‘perceptual ToM’ and ‘informational
ToM’ respectively (Section 3.2; Box 3.3).
Finally, I will discuss TRQ#3, “What empirical data is available to inspire and validate agentbased models of the evolution of Theory of Mind?”.
Section 3.3 reviewed evidence from three different types of experimental task: Gaze
following (Section 3.3.1), visual perspective taking (Section 3.3.2), and who-saw-what
reasoning (Section 3.3.3). By way of general conclusion, it may be said that ‘gaze following
ability’ is common in the animal kingdom, while ‘visual perspective taking’ and ‘who-sawwhat reasoning’ are the exclusive domain of apes and corvids. What this implies for their
abilities to understand <seeing> and <seeing-knowing> however, remains ambiguous.
From the answers to TRQ#1 – TRQ#3, I conclude that agent-based models of the evolution
of Theory of Mind are both interesting and feasible. Two concrete questions exist within the
comparative animal cognition literature that agent-based models may help answer. One can
operationalize Theory of Mind into distinct elements that can be modeled. And finally, these
distinct elements of Theory of Mind are so extensively studied in animals that obtaining
relevant empirical data presents no problem.
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4

The Model

Chapter 3 aimed to demonstrate that agent-based modeling of the evolution of Theory of
Mind is both interesting and feasible. This Chapter will take the first step towards making it
actual. I will describe the design of DoTS, a Development of Thought Simulation. First, in
Section 4.1, I will provide a brief introduction to the field of agent-based modeling, so that I
can explain how DoTS must differ from typical examples.
Then, in Section 4.2, I will use insights from Chapter 3 to paint a picture of what a complete
version of the model could look like, and explain why the proposed type of simulation, the
future DoTS 1.0, is suitable for my ultimate purposes. This should provide an answer to the
first “Practical Research Question” of Box 2.3, PRQ#1, “What kind of agent-based model
structure can best be used to the study the evolution of Theory of Mind?”.
Section 4.3 starts the realization of such a model structure by introducing DoTS 0.1, a
preliminary version of the full-fledged Development of Thought Simulation sketched in
Section 4.2. Although DoTS 0.1 bears little relevance to Theory of Mind, it captures some of
the most important novel aspects of DoTS 1.0, and has been built as a working simulation.
This offers to shed some light on PRQ#2, “How can this model structure be implemented?”
Answers to my first two “Practical Research Questions”, PRQ#1 and PRQ#2, will be
summarized in Section 4.4. Chapter 5 will subject DoTS 0.1 to a number of experiments, to
test the model’s current configuration. This should produce insight into my last two “Practical
Research Questions”, PRQ#3 and PRQ#4. It should also allow for some informed
speculation about the prospects of DoTS 1.0; this will be presented in Chapter 6.

4.1

Introduction to Agent-Based Modeling

As stated in Chapter 1, a typical agent-based model focuses on ‘virtual entities’ situated in a
‘virtual habitat’, with complexity arising from evolutionary processes or many distributed,
local interactions. These ‘virtual entities’, the agents, are specified by rules, parameters, and
variables. They may be different from each other by design, but at the very least, each is
unique due to its interaction history and its current position within the ‘virtual habitat’.
Agent-based models exist in two main varieties. The first type is built to explore broad
theoretical questions, such as “How can complexity arise from very simple rules?” (Gardner,
1970) or “How can cooperation evolve in a population of selfish individuals?” (Axelrod,
1984). Generally, scientists working with such models are trying to establish proof-ofconcept – “See, it could happen: It happens in our simulation!”
In the second type of agent-based modeling research, the goal is usually to simulate a
specific natural system rather exactly, in order to test the validity of specific theories
regarding its organization. These could be questions like “How are macaque dominance
hierarchies structured?” (Hemelrijk, 1999) or, even more specificially, “What happened to
the Anasazi people of the Long House Valley around the year 1300?” (Axtell et al., 2002).
My model of the evolution of Theory of Mind will be a little bit of both: On the one hand,
inspired by the abilities of specific species (Section 3.2), on the other, trying to shed light on
broader theoretical issues (Sections 3.4 and 3.5). However, DoTS, the Development of
Thought Simulation that I am presently constructing, will differ from many current agentbased models in more ways than just its hybrid nature.
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Figure 4.1 – Empty
Sugarscape

(repast.sourceforge.org)

To illustrate this, it is useful to consider a specific agent-based model
in a little more detail. In Growing Artificial Societies (1996), Epstein &
Axtell describe Sugarscape, perhaps the most famous of all agentbased simulations. It is a model from economics, not biology, but it is
a very simple example that is prototypical of many others.
Sugarscape consists of a 50 x 50 gridworld, where each cell in the
grid has a certain amount of ‘sugar’ on it. The sugar is distributed
over two large ‘mountains’, with lots of sugar on the cells in their
centers and little sugar on the cells on their edges. Figure 4.1
illustrates this: The darker a cell is, the more sugar it has.

The agents in the model must gather sugar to survive. Agents with
sufficient sugar can reproduce; agents with too little will die. Every
time step, each agent gets a chance to look around, choose a
neighboring grid cell, and eat the sugar there. This will slowly grow
back over future time steps.
Agents differ from each other by two important variables: Vision and
metabolism. Vision determines the number of grid cells they can see
ahead each time step; metabolism controls the amount of sugar they
lose each turn to energy costs. Even in this very elementary setup,
interesting phenomena emerge.

Figure 4.2 – Populated
Sugarscape

(repast.sourceforge.org)

First, of course, most agents quickly move to the tops of the sugar mountains (see the black
squares in Figure 4.2). Agents with high vision and low metabolism are the best survivors,
and their genes quickly take over the population. However, there are also large groups of
agents who subsist at the edges of the mountain: With their low vision, they cannot see the
lusher peaks beyond, and fail to move out of suboptimal areas.
As a consequence, an extremely skewed distribution of wealth emerges, with agents at the
tops of mountains gathering lots of sugar, and others very little. Thus, Epstein & Axtell
claim, even this very simple model reproduces a very fundamental feature of human
societies. They go on to expand their model with different seasons, different sources of
wealth, and different social structures, but this version displays all its basic features.
Two of these are particularly important. First of all, Sugarscape is a discrete grid world.
Agents can move only from cell to cell, and they can see a fixed number of cells in all
directions. This is a simplification that is employed in many models (see, for instance, Grimm
& Railsback, 2005). As a second point, what evolves in Sugarscape is the parameters that
determine what actions the agents perform, not the behavioral rules themselves.
Later expansions of the model introduce variables that determine how likely agents are to
engage in specific sorts of behaviors, but the complete repertoire of behaviors will still be
fixed. This is true of all the agent-based models that I am familiar with. DoTS 1.0 will be like
Sugarscape in many ways, but it will also be quite different, in that it will feature neither
grids nor parameter evolution. Section 4.2 will explain why.
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4.2

Designing the Model

In Section 4.1, I provided a brief introduction to agent-based modeling, focusing specifically
on Sugarscape (Epstein & Axtell, 1996), an archetypical example. In this Section, I will
sketch the design of DoTS, my Development of Thought Simulation, and explain why it must
differ from a classic like Sugarscape. DoTS 0.1, the currently implemented version, does not
bear directly on Theory of Mind – but it is intended to be a first step in right direction.
In this Section, I will start by answering my first ‘Practical Research Question’, PRQ#1, which
is “What kind of agent-based model structure can best be used to study the evolution of
Theory of Mind?” (Box 2.3). I will use insights from Chapter 3 to define exactly what I want
the full fledged model, DoTS 1.0, to do, and then briefly describes how DoTS 0.1 builds in
that direction. Full details of this implementation will be discussed in Section 4.3.
4.2.1 Future Prospects: What DoTS 1.0 Should Look Like
In Chapter 3, I took two major steps towards further specification of the model I am trying
to build. First, in Sections 3.4 and 3.5, I formulated two ‘Ultimate Research Questions’ that
the model should shed light on, reproduced together in Box 4.1. Second, in Section 3.1, I
limited the scope of my model to just two aspects of Theory of Mind: Namely, understanding
<seeing> and <seeing-knowing> (Box 3.2). Together, these two constraints – answering
my ‘Ultimate Research Questions’, and considering insight into visual perception only – paint
a general picture of what the eventual model could be like.
Box 4.1 – Ultimate Research Questions

URQ#1) What animal behaviors indicate the presence of more Theory-of-Mind-like
representations versus less Theory-of-Mind-like representations?”
URQ#2) What kinds of social and environmental variables promote the evolution of more
Theory-of-Mind-like representations?
I will start with how the model’s focus on <seeing> and <seeing-knowing> must affect the
simulation’s basic design. Sugarscape is a gridworld, but DoTS 1.0 can’t be. Gaze following is
an important precursor to visual perspective taking (Section 3.3.1) and it relies on angles.
What would it mean to co-orient in a world consisting of discrete grid cells? The potential for
modeling artefacts seems huge. Instead, DoTS must be a continuous plane.
Now, let me consider the implications of URQ#1. It dictates that DoTS 1.0 must involve
agents who can potentially evolve ‘more or less Theory-of-Mind-like’ representations. One
way of implementing this is by creating two kinds of “if ⇒ then” rules to guide agents’
behavior. These “if ⇒ then” rules could be associative or mentalistic (Box 3.4), creating
variation in Theory-of-Mind-like ability in the population of artificial agents.
Given the model’s focus on <seeing> and <seeing-knowing>, these “if ⇒ then” rules should
reflect different ways of reasoning about visual perspective. As an example, consider a
simulation where the artificial agents are inspired by corvids, who must cache food to
survive (see, for instance, Section 3.2). Some might have associative rules for cache
creation, such as ‘if another agent is oriented towards you, then cache elsewhere’.
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Others might solve the problem by mentalistic reasoning. For instance, they could have one
rule that says ‘if another agent is oriented in your direction, then she sees you’ and another
that states ‘if another agent sees you, then cache elsewhere’. This involves two rules, not
one, but it may be more flexible. A rule about caching will only apply in a situation about
caching, but a rule about <seeing> may be useful in a myriad of circumstances.
Once I have access to agents with both types of rules, I can look at how their behavior
differs, in an attempt to answer URQ#1, “What animal behaviors indicate the presence of
more Theory-of-Mind-like representations versus less-Theory-of-Mind-like representations?”
If I simply design the agents myself, however, my conclusions are unlikely to be very
interesting, as agent behaviors will be limited more by my imagination than anything else.
Instead, it is useful to consider URQ#1 in light of URQ#2, “What kinds of social and
environmental variables promote the evolution of more Theory-of-Mind-like representations?”.
This requires that I allow my “if ⇒ then” rules to evolve in naturalistic virtual surroundings.
Once this occurs, differences between ‘associative’ and ‘mentalistic’ agents will be real
differences, invented by selection, not artefacts of how I constructed them.
I would allow these “if ⇒ then” rules to evolve by specifying their general form, rather than
their exact content. I would have recipes for how rules should be constructed, with different
slots and different options for each slot. For instance, let’s say Box 4.2 shows the recipe for
an ‘associative’ “if ⇒ then” rule, with slots indicated by square brackets (i.e. [object]) and
possible ‘[slot] fillers’ displayed in Table 4.1. This setup would allow natural selection to
create a wide variety of rules, by mutation or sexual reproduction.
Box 4.2 – Associative “If ⇒ Then” Rule Recipe

IF [object[modifier]] [==/!=] VISIBLE
AND [object[modifier]] [==/!=] VISIBLE (optional)
AND [object[modifier]] [relation] [object[modifier]] [>/<] [value] (optional)
THEN [action]
Table 4.1 – “If ⇒ Then” Rule Recipe Slot Fillers

[object] SLOT
AGENT
FOOD
CACHE
BARRIER
ME

[modifier] SLOT
PREDATOR
DOMINANT
SUBORDINATE
LARGE
SMALL

[relation] SLOT
ANGLE_TO
DISTANCE_TO

[state] SLOT
SEES
KNOWS

[action] SLOT
MOVE
TURN
HIDE
SEARCH
CACHE
WAIT

A mutation could cause a [slot] to be filled by a different option from the same [slot]
column, while sexual reproduction could cause clauses from two parent agents to be
remixed in new rules. At the start, all agents would be initialized with randomly constructed
rule sets, until survival of the fittest weeded out all but the most efficient configurations,
creating a population of agents well adapted to survive in their virtual environment. For two
example rules, see Box 4.3, featuring a useful rule, and Box 4.4, featuring one that is not.
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Box 4.3 – Useful Associative Rule

Box 4.4 – Useless Associative Rule

IF [AGENT[DOMINANT]] VISIBLE
AND CACHE VISIBLE
AND [AGENT[DOMINANT]] [ANGLE_TO]
[CACHE] [<] [60]
THEN [WAIT]

IF [FOOD[LARGE]] VISIBLE
AND BARRIER VISIBLE
AND [FOOD[LARGE]] [DISTANCE_TO]
[ME] [<] [15]
THEN [HIDE]

However, the ‘rule recipe’ of Box 4.2 would only produce ‘associative’ rules, not ‘mentalistic’
ones. Box 4.5 remedies that situation, by including [slots] for mental state variables. Agents
would have to evolve correct uses of these variables themselves. That is, of course, rather
more difficult than simply discovering ‘associative’ rules that are immediately useful. Of
coruse, the purpose of the model is to discover under which circumstances the flexibility
offered by these rules becomes so advantageous that they are evolved anyway (URQ#2).
Box 4.5 – Mentalistic “If ⇒ Then” Rule Recipe

IF [object[modifier]] [==/!=] (VISIBLE / [state] [object[modifier]])
AND [object[modifier]] [==/!=] [state] [object[modifier]] (optional)
AND [object[modifier]] [relation] [object[modifier]] [>/<] [value] (optional)
THEN ([action] / [state] [object[modifier]])
Boxes 4.6 and 4.7 show how the ‘mentalistic’ rule recipe of Box 4.5 could be used to create
the same behavior as the ‘associative’ rule of Box 4.3, by evolving separate rules about
<seeing> and cache protection, respectively. A rule about <seeing-knowing> would require
a more extensive Agent altogether: It would need memory to remember past encounters.
That is just one of many open issues, but I hope to have demonstrated that, in principle,
this type of approach could answer the two ‘Ultimate Research Questions’ of Box 4.1.
Box 4.6 – Mentalistic ‘Seeing’ Rule

Box 4.7 – Mentalistic ‘Caching’ Rule

IF [AGENT] VISIBLE
AND [AGENT] [ANGLE[TO]] [ANY]
[<] [60]
THEN [AGENT] [SEES] [ANY]

IF [CACHE] VISIBLE
IF [AGENT[DOMINANT]] [SEES]
[CACHE]
THEN [WAIT]

What I would do, is create different artificial settings, start with a random population of
agents, then see which type of representation is selected for, ‘associative’ or ‘mentalistic’. In
a simple environment – say, Sugarscape’s sugar mountains – ‘mentalistic’ rules are unlikely
to provide any advantage. But what if agents can also make digital caches? Or need to mate
out of sight of dominant competitors? Or protect their nests from virtual egg robbers?
(Section 3.3) What type of rule will artificial natural selection favor then?
This proposal for evolving “if ⇒ then” rules is obviously quite different from anything
occuring in Sugarscape. It is also quite different from any other agent-based model I have
ever encountered. But I do not think my ‘Ultimate Research Questions’ can be answered by
a more traditional setup. URQ#1 focuses directly on the link between representation and
behavior; the only meaningful way to study this question is by explicitly evolving both, in a
way that produces transparent outcomes for the human experimenter.
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4.2.2 Conclusions: What DoTS 0.1 Should Look Like Now
In Section 4.2.1, I discussed what the eventual version of my model, the Development of
Thought Simulation 1.0, should look like. Given my project’s specific focus on the evolution
of <seeing> and <seeing-knowing> (Box 3.2), the model must feature a continuous virtual
habitat, rather than one that is grid-based, as is common. This is necessary to allow for
realistic rules regarding visual perspective taking.
Furthermore, to have a a realistic chance of answering the two ‘Ultimate Research
Questions’ of Box 4.2, DoTS 1.0 could feature agents with evolving rule sets, of the “if ⇒
then” variety. These rules could come in two forms, ‘associative’ and ‘mentalistic’ (Box 3.4),
so that I can examine the different behaviors resulting from them, and under which
circumstances they provide adaptive advantages to the agents who possess them.
Given these requirements, DoTS 1.0 should represent quite a departure from existing agentbased models, as was argued in Section 4.1. A preliminary version is therefore already of
value, to investigate the feasibility of evolving “if ⇒ then” rules in the manner described.
DoTS 0.1, discussed in Section 4.3, implements a simplified version of this scheme, and does
so in a continuous world. If DoTS 0.1 proves interesting, so should DoTS 1.0.

4.3

General Setup of Model

In this Section, I will describe the exact specifications of DoTS 0.1, a preliminary version of
my Development of Thought Simulation, which should eventually be suitable for studying
questions surrounding the evolution of Theory of Mind. DoTS 0.1 was built from scratch and
includes a simple visual interface, implemented in Java 5.0 1.
Roughly analogous to Epstein & Axtell’s (1996) Sugarscape model, DoTS consists of four
basic components: A Scape, Agents, Predators and Food2. It is different from Sugarscape in
that the Agents in this model must evolve efficient Rule sets to survive on the Scape: They
must learn to find Food and avoid Predators.
Agents must do this using simplified versions of the “if ⇒ then” rules described in Section
4.2. These Rules will be randomly initialized at the start of each Simulation, then slowly
evolved through mutation and selection. Each of these features will be separately discussed
in Sections 4.3.1 through 4.3.6, then summarized in Section 4.3.7.
4.3.1 Scape and Time
In the DoTS 0.1, Agents, Predators and Food exist on a continuous, torus-shaped Scape. It
is represented by a rectangle, 1250 by 750 pixels in size (Figure 4.3). All three Scape
inhabitants - Agents, Predators and Food – have X and Y coordinates which determine their
positions on the Scape. When Agents or Predators move across one of the rectangle’s
borders, they reappear on the opposite side, with their X and Y coordinates adjusted
accordingly, implementing the torus shape. Their Fields of View (see Sections 4.3.2 and
4.3.3) also wrap around the Scape’s edges in the correct fashion. Time on the Scape occurs
in Cycles; each Cycle, all Agents and Predators can perform one action, and Food is
redistributed across the Scape. More on this later in Sections.

1

Freely available from Sun Microsystems, http//java.sun.com.
From this Section onwards, I am capitalizing the names of model components to indicate that I am
discussing specific DoTS implementations of the concepts they represent.
2
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Figure 4.3 – Scape

Note: These
dimensions were
chosen for somewhat
arbitrary reasons.
1250 x 750 pixels is the
largest rectangle that
can be comfortably
displayed on the screen
of a 13” Apple
MacBook.

4.3.2 Agents
Agents are the objects of study in DoTS 0.1. At the start of each Simulation, 400 are
released onto the Scape (startAgents). They are represented by a circle, 8 pixels in
diameter, agentSize. They have X and Y coordinates, as well as an orientation, O. Each
Cycle, Agents can move a maximum of 5 pixels straight ahead, their moveDistance, or
change their orientation by a maximum of 5 degrees, their turnAngle. See Figure 4.4.
Each Agent has a Field of View, a portion of the Scape that it has visual access to. It can see
any Agents, Predators or Food that are present within it. This Field of View is 120 degrees
wide and 90 pixels deep. These are the Agent’s viewAngle and viewDistance, respectively.
The figure of 120 degrees was inspired by Charlotte Hemelrijk’s DomWorld model, where
virtual primates must fight for dominance in a virtual rank order (Hemelrijk, 1999).
Agents have five possible behaviors: Eat,
Move, Turn, Search and Hide. Eat is
automatically performed whenever the Agent
intersects a Food. Move affects the Agent’s X
and Y coordinates in predictable ways; Turn
does the same for the Agent’s orientation O.
As specified previously, an Agent can move
no farther than moveDistance and turn no
more than turnAngle. Search is a random
combination of Move and Turn. Hide, finally,
is a ‘freeze’ behavior, which makes Agents
invisible to other Agents and Predators.

Figure 4.4 – Agent

Except for Eat, the execution of these behaviors is guided by the Agent’s Rule set, which will
be separately discussed in Section 4.3.5. Each Cycle, Agents must burn 1 Energy to survive
– their energyCost. When their Energy Level drops below a minEnergy of 10, they die. Every
Rule costs an additional 0.1 Energy to maintain (ruleCost), and every Clause of those Rules
costs 0.2 Energy to evaluate (clauseCost). Agents do not reproduce on the Scape, but are
evolved in a Tournament structure, which will be explained in Section 4.3.6. All parameter
values mentioned in this Section hold true for all Agents, and are summarized in Table 4.2.
Applicable Agent variables are listed in Table 4.3.
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Table 4.2 – Agent Parameters

PARAMETER
startAgents

VALUE
400

agentSize

8 pixels

moveDistance

5 pixels

turnAngle

5 degrees

viewAngle

120 degrees

viewDistance

90 pixels

energyCost

1 Energy

minEnergy

10 Energy

ruleCost

0.1 Energy

clauseCost

0.2 Energy

Table 4.3 – Agent Variables

PARAMETER

VALUE

X

horizontal position
on Scape

Y

vertical position on
Scape

O

Agent’s orientation

Field of View

Agent’s visual
access

Energy Level

amount of Energy
Agent has

4.3.3 Predators
Figure 4.5 - Predator

Predators are not unlike Agents, in that they
are represented by circles, have X and Y
positions, an orientation called Turn and
Fields of View. But they are larger, faster and
can see farther: PredatoSize is 10 pixels,
moveDistance is 10 pixels, and viewDistance
is 140 pixels. They exist solely to Eat Agents,
and randomly released on the Scape at
intermittent intervals. The maximum amount
of released Predators is 0.1 * the current
number of Agents: PredatorRatio.

Each Cycle, if the maximum number of Predators is not yet present on the Scape, there is a
chance of predatorOdds that an additional one will be released – this is set at 0.1 percent.
Every released Predator stays on the Scape for 100 Cycles, maxAge, before disappearing.
Age is therefore a relevant variable for Predators. This scheme – of randomly appearing and
dissappearing Predators, with the maximum number governed by the size of the Agent
population – offers Agents some chance of survival. Parameters and variables pertaining to
Predators are summarized in Tables 4.4 and 4.5.
Like Agents, Predators can Eat, Move, Turn and Search. Unlike Agents, they do not have
evolving Rule sets, and their behaviors are preprogrammed. Each time step, every Predator
moves towards the closest Agent in its Field of View. If it does not see any Agents, it
performs a Search action. If it intersects an Agent, the Agent dies. Agents have only one
possible defense against Predators – their Hide behavior. Predators cannot see Agents who
are Hidden, and will pass over them unharmed. Predators do not have Energy Levels and
cannot die of starvation – they simply disappear when they reach maxAge.
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Table 4.4 – Predator Parameters

PARAMETER

VALUE

predatorSize

10 pixels

moveDistance

10 pixels

turnAngle

5 degrees

viewAngle

120 degrees

viewDistance

140 pixels

predatorRatio

0.1 : Agent

predatorOdds

0.1 / Cycle

maxAge

100 Cycles

Table 4.5 – Predator Variables

VARIABLE
X

DETERMINES
horizontal position
on Scape

Y

vertical position
on Scape

O

Predator’s
orientation

Field of View

Predator’s visual
access

Age

total timesteps
on Scape

4.3.4 Food
Food is the simplest element on the Scape. All Food parameters are summarized in Table
4.6. Food is represented by a square of 3 x 3 pixels, its foodSize. Agents eat Food to obtain
Energy. Each Food is worth 50 Energy (foodEnergy). At each Simulation’s start, 200 Food
(startFood) are randomly distributed across the Scape. Food does not grow back, but at the
end of each Cycle, the total amount of Food is replenished up to startFood, by random
distribution of additional Food across the Scape.
Figure 4.6 - Food

Table 4.6 – Food Parameters

PARAMETER
foodSize
foodEnergy
startFood

VALUE
3
50
200

4.3.5 Rule Sets
DoTS differs from other agent-based simulations primarily because of this feature: Agent
Rule sets. Rather than specifying Agent behaviors in advance, I am allowing them to evolve,
in the form of explicit “if ⇒ then” Rules, first introduced in Section 4.2. At the start of a
Simulation, all Agents are initialized with three randomly configured Rules (initRules). Each
Cycle, each Agent evaluates each of its Rules until it finds one that is applicable to its current
situation. If it does, it executes the action that the Rule specifies. Whether or not a Rule is
applicable depends on its requirements and what is visible within the Agent’s Field of View.
A Rule’s requirements are determined by its VisibilityClauses. Each Rule has at least one, but
may have several. Agents are initialized with 0 to 3 per Rule, initVis. A VisibilityClause
stipulates what the Agent must see for the Rule to apply. Box 4.8 shows the ‘recipe’ for such
a Clause. Options for its [object] slot, are displayed in Table 4.7. A VisibilityClause thus
specifies a condition like ‘if there is a Food visible’, or ‘if there isn’t a Predator in view’. If a
VisibilityClause dictates that the Agent must see a particular type of object, the Agent’s Rule
evaluation mechanism attempts to match it to the closest object of the right type in the
Agent’s Field of View.
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Box 4.8 – VisibilityClause ‘Recipes’ of DoTS 0.1

Box 4.9 – Sample Visibility Clauses

required first VisibilityClause:
IF [object] [==/!=] VISIBLE

IF [PREDATOR] [!] VISIBLE (VC1)
AND [FOOD] VISIBLE (VC2)
AND [FOOD] VISIBLE (VC3)
AND [AGENT] VISIBLE (VC4)

optional additional VisibilityClauses:
IF [object] [==/!=] VISIBLE

Table 4.7 – “If ⇒ Then” Rule Recipe Slots of DoTS 0.1

[object] SLOT
AGENT
FOOD
PREDATOR

[object]* SLOT
AGENT(X)
FOOD(X)
PREDATOR(X)
ME

[relation] SLOT
ANGLE_TO
DISTANCE_TO

[action] SLOT
Move
Turn
Hide
Search

For instance, let’s say the VisibilityClauses in Box 4.9 were part of a Rule that the ‘Subject’
Agent in Figure 4.7 was trying to evaluate. First, to satisfy VC1, it would need to verify that
it couldn’t see any Predators. That is true. Then, it would try to match VC2 to the nearest
Food in view – in, this case, Food(0) – where the 0 indicates that it is the first object the
Agent has matched. VC3 would be associated with the second closest Food, Food(1), and
finally, VC4 would be matched to Agent(2), the only other Agent in view.
Figure 4.7 – Visibility Clause Evaluation Example

This type of ‘matching procedure’ has two
consequences. The first is that two
VisibilityClauses referring to the same type of
object must refer to two different objects. If
the ‘Subject’ Agent in Figure 4.7 had seen
only one Food, a Rule with the Visibility
Clauses of Box 4.8 would not have applied.
The second is that this ‘matching procedure’
allows other types of Clauses in the Rule to
refer back to specific objects on the Scape.

ConditionClauses, for instance, must do this. ConditionClauses are optional; Rules are
initialized without them (initCon is set to 0), but mutation can introduce them later. This will
be explained further in Section 4.3.6. ConditionClauses place further restraints on the
objects matched by VisibilityClauses. Box 4.8 shows the ‘recipe’ for such Clauses. Options for
the three different types of [slots], [object]*, [relation] and [compare], are displayed in
Table 4.7. The * after [object]* indicates that it must be an object already matched by a
VisibilityClause: ConditionClauses define relationships between specific objects.
Box 4.9 – ConditionClause ‘Recipe’ of DoTS 0.1

AND [object]* [relation] [object*] [> / <] [value]
For further clarification of the [relation] slot: The angle between an object A and another
object B is defined as the smallest number of degrees A would have to turn to be facing B.
Food is considered to have an orientation of 90 degrees for this purpose. The distance
between two objects is simply the length of the shortest straight line between them.
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Boxes 4.10 and 4.11 show two potentially useful ConditionClauses. In Box 4.10, the
ConditionClause CC1 is true only if the Predator in question can see the Agent. An Agent
may want to hide only if this ConditionClause is met. Using this Rule could be considered a
very rudimentary form of ‘visual perspective taking’ (See Section 3.3.2).
Box 4.10 – Example ConditionClause #1

Box 4.11 – Example ConditionClause #2

IF [PREDATOR(0)] VISIBLE (VC1)
AND [PREDATOR(0)] [ANGLE_TO]
[ME] [<] [80] (CC1)

IF [FOOD(0)] VISIBLE (VC1)
AND [AGENT(1)] VISIBLE (VC2)
AND [FOOD(2)] VISIBLE (VC3)
AND [AGENT(1)] [DISTANCE_TO]
[FOOD(0)] [<] [5] (CC1)

In Box 4.11, the ConditionClause CC1 is true only if another Agent is very close to a Food
source – in this case, it may be better for the Agent to select a different Food to head
towards. If a ConditionClause is not met, the Agent will first try to match the Rule’s
VisibilityClauses to different objects. If that doesn’t help, the Rule cannot be applied.
A Rule can have any number of ConditionClauses. If all specified Conditions are met, a Rule’s
requirements have been satisfied, and the Agent will execute the action corresponding to
the Rule’s ActionClause – each Rule has exactly one. ActionClauses come in three different
varieties, shown in Box 4.12, with slot options displayed in Table 4.7.
Box 4.12 – ActionClause ‘Recipe’ of DoTS 0.1

If an ActionClause’s [action] is Hide or
Search, it requires no further specification.
If it is Move or Turn, then the Clause needs
to know how many pixels to move or how
many degrees to turn – with a maximum of
moveDistance and turnAngle, respectively
(Table 4.2). Move is always straight ahead,
while Turn can be either positive or
negative, i.e. clockwise or anti-clockwise.

THEN [action]
or:
THEN [action] [value]
or:
THEN [action] [object]*

However, Agents can also Move or Turn towards a specific object, provided it is one of the
objects matched by the Rule’s VisibilityClauses. These Move_To and Turn_To varieties of the
[action] slot require a previously matched object to complete them. Of course, an Agent
executing this type of ActionClause will still only move moveDistance or turn turnAngle in the
direction of the intended object. Once an ActionClause is executed, the Agent stops
evaluating its Rules: An Agent can only use one Rule per Cycle.
If it is now intersecting a Food, it will Eat that Food as an automatic action. If it is Hidden, it
will remain Hidden until the next Cycle, when it will automatically become visible – although
it can, of course, choose to re-Hide. For two examples of completed Rules, including their
respective ActionClauses, see Boxes 4.13 and 4.14.
Table 4.8 – Rule Parameters

Of course, Agents are unlikely to be
initialized with Rule sets as useful as those in
Boxes 4.13 and 4.14 – they will have to
evolve over time. How that process works, is
the topic of Section 4.3.6. The two Rule
parameters are shown in Table 4.8.

PARAMETER
initRule
initCon
initVis

38

VALUE
3
0
0-3

Box 4.13 – Example ActionClause #1

Box 4.14 – Example ActionClause #2

IF [PREDATOR(0)] VISIBLE (VC1)
AND [PREDATOR(0)] [ANGLE_TO]
[ME] [<] [80] (CC1)
THEN [HIDE] (AC1)

IF [FOOD(0)] VISIBLE (VC1)
AND [AGENT(1)] VISIBLE (VC2)
AND [FOOD(2)] VISIBLE (VC3)
AND [AGENT(1)] [DISTANCE_TO]
[FOOD(0)] [<] [5] (CC1)
THEN [MOVE_TO] [FOOD(2)]

4.3.6 Agent Evolution
Unlike Sugarscape (Epstein & Axtell, 1996) and related models, DoTS 0.1 involves no
evolution of Agent parameters. What it does involve, is evolution of Agent Rule sets. As
described in Section 4.3.5, at the start of each Simulation, all Agents are initialized with
three randomly created Rules, featuring only VisibilityClauses and ActionClauses. Many of
these Rules are completely useless. For this reason, it is difficult to allow Agents to evolve by
realtime reproduction, as very few Agents are even somewhat competent survivors.
Instead, each Simulation is run as a Tournament, with the best Agents selected and evolved
over subsequent Rounds. At the start of the Simulation, in Round 0, 400 Agents are released
onto the Scape, after which the Simulation is run for 800 Cycles (roundLength). When
Agents die during the course of a Round, they are not replaced; the Simulation simply runs
on without them. At the end of each Round, Agents are selected for reproduction. The more
Food an Agent has managed to collect, the more offspring it will have in the next Round.
Specifically, DoTS 0.1 keeps track of how much Food was collected in total during the course
of a Round, and then allows each Agent to reproduce according to its contribution. As a
hypothetical example, if 100 Food was collected in Round 1, and Agent #1 was responsible
for 10 of those Food, then it will be selected to produce 10 / 100 = 10% of the next
generation. 10% of 400 Agents per Round makes for 40 descendants, who will all have
Agent #1’s Rule set – or slight variations on it.
This fitness measure thus cares nothing for how long Agents manage to live, or if they are
succesful at avoiding Predators. However, the more Cycles an Agent survives on the Scape,
the more opportunities it has for collecting Food, and the better it should do in the eventual
ranking. This process – running the model for 800 Cycles, selecting the best Agents for
reproduction, starting a new Round – will be repeated numRounds times in the course of a
Simulation, in this case producing 50 generations.
To make it easy to track inheritance, all Agents have names. The first 400 Agents of Round
0 are Agent #1 – Agent #400, respectively. From then on, each Agent is named after its
parent. The first descendant of Agent #1 would be Agent #1.0; it second offspring would be
Agent #1.1, and so on. Every Round, Agents are renamed to reflect the Round of their birth
and the rank they obtained. So if Agent #1.0 came in 56st in Round 1, it would be renamed
Agent #1_56, and its first descendant in Round 2 would be Agent #1_56.0.
Mutation of Agent Rule sets is actually quite tricky. First of all, there is a large range of
possible mutations that can occur: Rules can be duplicated, deleted, or swapped. Clauses
can be duplicated or deleted. All the different [slots] can have their contents replaced. New
ConditionClauses can spontaneously be created. ActionClauses can be subsituted entirely.
(See Table 4.9 for an exhaustive list.) But more importantly, most of these mutations are not
independent.
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Table 4.9 – Possible Mutations

Table 4.9 – Possible Mutations, Cont.

Rule duplication
Rule deletion
change in Rule order
Clause duplication
Clause deletion
change in [==/!=] VisibilityClause
change in [object] VisibilityClause
creation of ConditionClause

change in [object]* ConditionClause
change in [relation] ConditionClause
change in [compare] ConditionClause
change in [value] ConditionClause
new ActionClause
change in [action] ActionClause
change in [object]* ActionClause
change in [value] ActionClause

Let’s say, for instance, that the [==/!=] slot of the VisibilityClause of the Rule in Box 4.15
were to mutate to [!=], so that VC1 would read “if there isn’t a Food visible”. Now what
Food can CC1 and AC1 of that Rule refer to? Or what if the [object] slot in VC2 of the Rule in
Box 4.16 were to mutate to Food? How can Food both be visible and not be visible? What
should DoTS 0.1 do with these cases?
Box 4.15 – Example Mutation Problem #1

Box 4.16 – Example Mutation Problem #2

IF [FOOD(0)] VISIBLE (VC1)
AND [FOOD(0] [ANGLE_TO]
[ME] [<] [15] (CC1)
THEN [MOVE_TO] [FOOD(0)] (AC1)

IF [FOOD(0)] VISIBLE (VC1)
AND [FOOD(1)] VISIBLE (VC2)
THEN [MOVE_TO] [FOOD(0)] (AC1)

I have decided on the following rules. If a VisibilityClause specifies an object which must be
visible, and it is deleted, or its [==/!=] slot is mutated to [!=], then all ConditionClauses
which refer to its [object] will be removed. If the ActionClause also refers to its [object],
then it will be replaced by an ActionClause of the same movement type, which no longer
refers to the object. I.e., if an ActionClause reads ‘Move_To’, then it will be mutated into
‘Move’, while if it reads ‘Turn_To’, it will be mutated into ‘Turn’.
Also, some mutations simply aren’t possible. If an Agent has only one Rule, a “Rule deletion”
mutation is simply ignored. The same applies for “VisibilityClause” deletions in Rules that
have only one VisibilityClause. If the [object] of a VisibilityClause changes, then all
ConditionClauses and ActionClauses which refer to that same object will likewise change
type. In this way, the Rule of Box 4.15 could be changed from a Rule about Food to a Rule
about Predators by a single mutation.
If a mutation produces an inconsistency – requiring, say, Food to be both visible and
invisible – then nothing happens. The Rule will no longer apply to any situation, but it will
remain in the Rule set as a “defunct” Rule. Likewise, mutations which cause unnecessary
duplication – such as two VisibilityClauses which both state that Food must be invisible, or
two ConditionClauses that demand that the distance to Food is not less than 50 and also not
less than 40 – are not “fixed” in any way.
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This is to give the evolutionary algorithm something to work with: A Rule which was once
defunct or superfluous may become useful after the right mutation occurs. Broadly speaking,
DoTS 0.1 “repairs” any Rules which have become structurally unsound (for example, those
with ConditionClauses that refer to nonexistent objects) but overlooks all Rules which have
become practically impossible (such as those which demand both the visibility and the
invisibility of a particular object).
Two types of mutation deserve special mention. First of all, DoTS generally does not favor
spontaneous generation. New Rules don’t suddenly appear fully formed; old Rules must first
be duplicated, then altered. But I make two exceptions. The first is for ActionClauses, which
cannot be duplicated, as each Rule has exactly one. The second is for Rules without
ConditionClauses. Obviously, duplication will not introduce any in this case. These are the
“new ActionClause” and “creation of ConditionClause” mutations of Table 4.9.
The second “strange mutation” is for the [value] slots of ConditionClauses and
ActionClauses. For all other slots, a mutation simply results in a “discrete replacement” – a
Food can be replaced by a Predator, > by <, and so on. For [value] slots, however, the
current value is mutated by up to 20% in either direction (mutateValue). So if an
ActionClause reads “then move 5”, it can mutate to either “then move 4” or “then move 6”.
The idea is that this allows evolution to “hone in” on the optimal values for these slots.
Table 4.10 – Tournament Parameters

PARAMETER

VALUE

roundLength

80 Cycles

numRounds

50 Rounds

mutateValue

0.2

mutationOdds

0.01

All these mutations – exhaustively listed in
Table 4.9 – thus vary quite severely by how
much effect they have. Mutating a single
VisibilityClause may cause an entire Rule to
be about something else, while mutating a
[value] can only increase an Agent’s speed
by a single pixel. Nevertheless, they all
have the same chance of occurring:
mutationOdds are set to 1%. Relevant
parameters are displayed in Table 4.10.

4.3.7 General Model Setup: Summary
In Sections 4.3.1 – 4.3.6, I have introduced the various elements of DoTS 0.1, my first
attempt at a Development of Thought Simulation. Here, I will briefly summarize its general
setup. DoTS Simulations are Tournaments, consisting of a number of Rounds. In the first
Round, Agents are initialized with random Rule sets. Each Round consists of 800 Cycles.
Rules are “if ⇒ then” constructions, specified by their form, not their content. Agents can
use them to execute actions – to Move, Turn, Hide or Search. Whether or not a Rule applies
depends on what an Agent sees in its Field of View.
Each Cycle, every Agent may execute one of its Rules, and eat Food if it happens to be
intersecting any. Food is replenished at the start of each Cycle. Agents must eat Food to
obtain Energy. Agents burn Energy each turn, and must pay an additional Energy cost
depending on the size of their Rule set and how much they use it. Also important is avoiding
Predators, who appear randomly across the Scape. They are like Agents except that they are
larger, faster and can see farther – and have been preprogrammed to hunt Agents in
efficient ways. All of this takes place on a continuous Scape.
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At the end of each Round, Agents are ranked by the amount of Food they have managed to
obtain. The more Food an Agent has gathered, the more offspring it will have in the next
Round. Its Rule set will be passed on to its descendants with slight mutations. In all other
respects, all Agents are equal. Selection does not directly depend on survival: Living longer
is useful only in that it allows Agents more Cycles to gather Food. Over time, efficiency of
Agent Rule sets should increase, and Agents should become better adapted to their
environment, living longer and gathering more Food.

4.4

The Model: Conclusions

The Central Claim of my thesis, formulated in Box 2.1, is that “using agent-based models to
study the evolution of Theory of Mind is both interesting and feasible”. Chapter 3 argued the
point from a theoretical perspective. In this Chapter, I set out to make a practical
contribution. I started the design of DoTS, my Development of Thought Simulation. First, I
theorized about what the eventual model, DoTS 1.0, should look like; then, I used my
conclusions to build a first step in the right direction, DoTS 0.1. Along the way, I answered
PRQ#1 and PRQ#2, the first two “Practical Research Questions” of Box 2.3.
First, let me discuss PRQ#1, “What kind of agent-based model structure can best be used to
study the evolution of Theory of Mind?”
In Section 4.2, I started by specifying what requirements DoTS 1.0 will have to meet: It
should be able to shed light on the “Ultimate Research Questions” of Box 4.1 and it should
be concerned with the evolution of <seeing> and <seeing-knowing> as specified in Box 3.2.
I concluded that this focus on ‘visual perspective taking’ dictates that DoTS 1.0 must feature
a continuous virtual landscape for agents to inhabit, where they can have real orientations.
In most agent-based simulations, a gridworld consisting of discrete cells is a useful
simplification, but for a model where gaze following is important, this simply isn’t feasible.
Furthermore, given URQ#1’s focus on the link between representation and behavior, DoTS
1.0 will have to explicitly evolve both. I introduced a scheme for evolving “if ⇒ then” rules,
where only the form is fixed, not the content. These should come in two varieties,
associative and mentalistic (Box 3.4), so that more and less Theory-of-Mind-like agents are
possible in principle. I could then test under which circumstances which type of rule is
favored. Presumably, simple environments select for simple rules, but the picture may
change once I create virtual equivalents of caches and dominance hierarchies.
This leads me to PRQ#2, “How can this type model structure be implemented?”
From my sketch of DoTS 1.0, I constructed a preliminary version, DoTS 0.1, which captures
two of its most important aspects: It involves a continuous Scape and Agents with evolving
Rule sets. These are far less complex than eventually will be required, but they are
nevertheless a step in the right direction. I have built a working Simulation in Java 5.0,
where Agents must forage for Food and avoid Predators to survive. Over the course of 50
generations, they should evolve increasingly efficient Rule sets to deal with the challenges of
their artificial environment. Chapter 5 will test if this is indeed the case.
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5

Experiments

In Chapter 4, I discussed the specifications of DoTS 0.1, a prelimary version of a
Development of Thought Simulation. DoTS 0.1 does not aim to address issues surrounding
the evolution of Theory of Mind, but is intended as a pilot study for DoTS 1.0, which should
do so. In DoTS 0.1, Agents must learn to survive by evolving efficient “if ⇒ then” Rule sets.
This appears to be a rather novel application of the technique of agent-based modeling.
The question is therefore, “Can this model structure be used to evolve agents that are
reasonably well adapted to their environments?” Indeed, this is the third “Practical Research
Question” of Box 2.3, PRQ#3, and I will address it in this Chapter. First, in Section 5.1, I will
run DoTS 0.1 exactly as described in Chapter 4. This is Experiment 1. It is intended as a first
exploration of the evolutionary dynamics at work in DoTS 0.1.
In Sections 5.2 and 5.3, Experiments 2 and 3, I will systematically vary the amount of Food
and Predators present on the Scape. This will allow me to investigate how different selective
pressures affect the evolution of Agent Rule sets, as well as how sensitive DoTS 0.1 is to
changes in parameters. In Experiment 4, reported in Section 5.4, I will perform additional
Runs of Experiments 1 – 3 in an attempt to replicate their results.
My last three Experiments will make it possible for me to reflect on PRQ#4, “What kinds of
variables influence the complexity of the behaviors that are evolved?” Section 5.5 will
summarize the answers to my last two “Practical Research Questions” and reflect on the
lessons learned in Experiments 1 through 4. These will return in Section 5.6, where I will
discuss what the performance of DoTS 0.1 implies for the future of DoTS 1.0.
First, however, a final remark about the various figures reported in this Chapter. DoTS 0.1
outputs every Rule set after every Round, in its own textfile. ‘Visual inspection’ is therefore
possible, simply by randomly sampling the diversity of Rule sets. More systematic data is
gathered by AgentAnalyzer, a standalone Java program written explicitly for that purpose. All
other statistics are computed by DoTS itself. Graphs are drawn with the statistics program R3.

5.1 Experiment 1: Basic Setup
Table 5.1 – Parameter Settings Relevant to
Experiment 1

Experiment 1 consists of a detailed
analysis of five Runs of DoTS in its “Basic
Setup”. This “Basic Setup” corresponds
exactly to the parameter settings of
Section 4.3. Its configuration is the
product of exploratory research. An initial
set of parameters was chosen somewhat
arbitrarily, then adjusted until early results
seemed to be of interest. Experiment 1
should therefore provide a positive answer
to PRQ#3, “Can this model structure be
used to evolve agents that are reasonably
well adapted to their environment?” A
selection of parameter settings relevant to
Experiment 1 is presented in Table 5.1.

3

PARAMETER
roundLength
numRounds
startAgents
predatorRatio
predatorOdds
startFood
initRules
initCon
mutateOdds

SETTING
80 Cycles
50
400
0.1 : Agent
0.1 / Cycle
200
3
0
0.1

Freely available from The R Foundation for Statistical Computing, www.r-project.org.
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5.1.1

Experiment 1: General Analysis

Casual analysis of the results of exploratory runs, done prior to Experiment 1, suggested that
Agents would always evolve efficient Rule sets under “Basic Setup” conditions. On the basis
of initial impressions, it also seemed plausible to assume that they would do so quickly,
within twenty Rounds or so, and with little development in later Rounds. Therefore, it
seemed safe to design Experiment 1 with short Tournaments, of fifty Rounds each. At first,
the results of Experiment 1 seem to validate this assumption.
Figures 5.1 through 5.4 present four different Agent statistics, all averaged over all five
Runs. In each case, these seem to stabilize after Round 10. In Figure 5.1, average Agent
lifespans are plotted. After Round 10, these appear to be steady at about 180 Cycles per
Agent. Figure 5.2 shows the number of Agents that do not make it to the end of each
Round. Again, after Round 10, this figure seems to be more or less constant – nearly 280
Agents are the victims of Predators, while a little over a 100 die of starvation.
Figure 5.1 – Experiment 1: Average Lifespan

Figure 5.2 – Experiment 1: Deaths by Origin

In Figure 5.3 we see the average amount of Food obtained by each Agent each Round –
after Round 10, this hardly varies from a value of about 10. How likely an Agent is to have
an applicable Rule each Cycle is the subject of Figure 5.4, which once more stabilizes once
Round 10 is reached. From then on, Agents have a relevant Rule 99 out of every 100 Cycles.
Figure 5.4 – Experiment 1: Average Rule Use

Figure 5.3 – Experiment 1: Average Food
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In summary, these figures suggest that nothing much happens to the model after Round 10.
Agent lifespans, mortality, food obtained, rules used – all seem to stabilize quickly. However,
examining the results of individual Runs paints a slightly different picture, as is shown in
Figures 5.5 through 5.8. For clarity, all these graphs are smoothed, using R’s supsmu()
function (Friedman, 1984). Figure 5.5 presents average Agent lifespans, while Figure 5.6
shows the average amount of Food obtained per Agent, each specified by Run. Two new
facts are now immediately apparent. The first new fact is that the Agents in Run 1 and Run
3 are doing significantly better than the Agents in Runs 2, 4 and 5. On average, Run 1 and
Run 3 Agents live longer and eat more.
Figure 5.5 –
Experiment 1: Average Agent Lifespan per Run

Figure 5.6 –
Experiment 1: Average Food Obtained per Run

A second fact newly obvious from Figures 5.5 and 5.6 is that Agents are becoming more
efficient as Rounds progress. This is especially true in the case of Run 2, where both Agent
lifespans and the Food obtained per Agent start to improve after Round 30. (Of course,
these two figures are related, and further analysis must indicate which improvement
occurred first.)
The different nature of Run 1 and Run 3 Agents is also visible in Figures 5.7 and 5.8, which
are concerned with Agent mortality. From Figure 5.7, it is clear that relatively many Run 1
and Run 3 Agents die of starvation, but presumably this is true only because Food
competition is high, as relatively few Agents fall victim to Predators in these Runs. This is
evident from Figure 5.8, where it is shown that fewer Run 1 and Run 3 Agents die each
Round overall.
To explain the superior adaptiveness of Run
1 and Run 3 Agents, it is necessary to look
at the Rule sets they have evolved. Visual
inspection of Run 1 Agents, as well as
earlier exploratory runs, suggested the
presence of a “Model Rule Set”, as shown in
Table 5.2. At first sight, this “Model Rule
Set” seemed notable both for its prevalence
and for its efficiency, which is why I
selected it for further analysis. It seemed to
be a particularly successful solution to the
problem of surviving in this “Basic Setup”.

Table 5.2 – “Model Rule Set”

Rule
#1

IF PREDATOR(0) VISIBLE
THEN HIDE

Rule
#2 / #3

IF FOOD(0) VISIBLE
THEN MOVE_TO FOOD(0)

Rule
#3 / #2

IF FOOD !VISIBLE
THEN SEARCH
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Figure 5.7 –
Experiment 1: Deaths by Origin per Run

Figure 5.8 –
Experiment 1: Total Deaths per Run

The “Model Rule Set” of Table 5.2 seems a plausible one. ‘If a Predator is visible, hide. If
not, if there’s visible Food, go to it. Otherwise, if there isn’t any visible Food, look for it.’
These last two Rules can occur in either order; it makes no difference in terms of their
effectiveness.
Figure 5.9 –
Experiment 1: Agents with “Model Rule Sets”

Figure 5.10 –
Experiment 1: “Model Rule Sets” Runs 2, 4 and 5

Figure 5.9 shows a plot of how many Agents
possess the exact “Model Rule Set” over the
course of the Tournament. As is evident
from Figure 5.9, approximately one third of
the Agents of Runs 1 and 3 are using the
“Model Rule Set” by Round 40. This figure
excludes many more Agents who are using
slightly different, but functionally equivalent
Rule sets, such as the one in Table 5.3.

Table 5.3 – “Pseudo Model Rule Set”

Rule
#1

IF PREDATOR(0) VISIBLE
THEN HIDE

Rule
#2 / #3

IF FOOD(0) VISIBLE
THEN MOVE_TO FOOD(0)
IF FOOD !VISIBLE
AND FOOD !VISIBLE
THEN SEARCH

Rule
#3 / #2
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In contrast, in Runs 2, 4 and 5, Agents with “Model Rule Sets” are virtually absent, as can be
clearly seen in Figure 5.10, a close-up of Figure 5.9. The only exception is Run 2, where a
slight surge in “Model Rule Sets” is visible after Round 40. This seems to confirm that the
“Model Rule Set” may indeed be a successful survival tool in the current Scape, as Agents
without it seem to do worse.
But why did the “Model Rule Set” evolve early in Runs 1 and 3, late in Run 2, and not at all
in Runs 4 and 5? What strategy are the Agents of Runs 2, 4 and 5 using, if not that of the
“Model Rule Set”? To answer these questions, I will first describe each of the Runs in detail,
then compare the different Runs to each other and draw some conclusions about the
insights provided by this “Basic Setup”.
5.1.2

Experiment 1: Run 1

Run 1 is notable for its extremely quick discovery of the “Model Rule Set” (see Table 5.2 and
Figure 5.9) and the high performance of its Agents (evident from Figures 5.5 and 5.6). On
closer inspection, it is clear why is the case. Among Run 1’s set of randomly generated
‘starter Agents’, one was only a single mutation removed from the “Model Rule Set”, which
occurred in Round 3. The relevant Rule set belonged to Agent #100, shown in Table 5.4.
Table 5.3 – Rule set of Agent #100

Rule
#1

IF PREDATOR(0) VISIBLE
THEN MOVE_TO PREDATOR(0)

Rule
#2

IF FOOD !VISIBLE
THEN SEARCH

Rule
#3

IF FOOD VISIBLE
THEN MOVE_TO FOOD(0)

Agent #100 only lived for 81 Cycles, but it
managed to gather 6 Food in that time. This
made it the third most successful Agent in
Round 1, and it was rewarded with 13
offspring in Round 2. Collectively, they sired
another forty descendants in Round 3. One
of those had the desirable mutation. From
then on, “Model Rule Sets” multiplied
quickly.

Figure 5.9 shows just how quickly. By
Round 10, 12.5% of Agents had the “Model
Rule Set”; by Round 13, that percentage
had stabilized at about 33%. Of course, a
“Model Rule Set” passed on to offspring has
a reasonable chance of mutating: Rules may
be duplicated or deleted (odds of 0.01),
swapped (0.01), each VisibilityClause may
be duplicated (3 * 0.01), new Condition
Clauses may be created (3 * 0.01), the
Object of each VisibilityClause may mutate
(3 * 0.01), the Visibility of each Visibility
Clause may mutate (3 * 0.01) and the
ActionClauses of each Rule may mutate (3 *
0.01), for a total mutation likelihood of
about 0.17.

Figure 5.11 – Experiment 1: Rules Run 1
(see Table 5.4 for further explanation)
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Therefore, even if all 400 Agents in a given Round possess the “Model Rule Set”, only 332 of
those in the next Round may be expected to maintain it. In that light, the fact that 33% of
all Agents used this exact Rule set is quite impressive. Figure 5.11 plots the spread of each
of the individual Rules throughout the Rounds. (See Table 5.4 for a full explanation of what
Rule each line of Figure 5.11 represents.) Clearly, the components of the “Model Rule Set”
are spreading more quickly than the complete package.
Table 5.4 – Rules Relevant to Experiment 1

RULE REPRESENTATION

REFERS TO RULE

Predator > Hide

IF PREDATOR(0) VISIBLE
THEN MOVE_TO PREDATOR(0)

!Food > Hide

IF FOOD !VISIBLE
THEN HIDE

!Food > Search

IF FOOD !VISIBLE
THEN SEARCH

Food > MoveTo

IF FOOD(0) VISIBLE
THEN MOVE_TO FOOD(0)

In addition to the three Rules belonging to the “Model Rule Set”, Figure 5.11 also shows the
success of a fourth Rule, namely ‘if no food is visible, then hide’. Given the nature of the
Scape, where Food appears randomly, this actually works reasonably well, if paired with an
‘if food visible, then go to it’ Rule. It’s basically a very conservative strategy: ‘Hide if there’s
no reason to be seen.’
Its main drawback is that it ‘uses up’ the “if Food isn’t visible” condition, so that it is difficult
to evolve an effective ‘search’ Rule. Instead, the Agent becomes dependent on Food randomly
appearing in view – making it very vulnerable to starvation. One family of Agents had a Rule
set with a solution to this problem, which is reproduced in Table 5.5. This Rule set features
an additional Visibility condition in its ‘search’ Rule, so that an absence of Food can trigger
either ‘search’ behavior or ‘hide’ behavior, depending on the presence of other Agents.
Table 5.5 – Alternative Strategy Rules

Rule
#1

IF FOOD(0) VISIBLE
THEN MOVE_TO FOOD(0)

Rule
#2

IF AGENT !VISIBLE
AND FOOD !VISIBLE
THEN SEARCH

Rule
#3

IF FOOD !VISIBLE
THEN HIDE

This “Alternative Strategy” started with
Agent #311 who was randomly initialized
with it in Round 0. It peaked with 42
descendants in Round 9, but eventually died
out: The last two Agents with this
“Alternative Strategy” failed to reproduce in
Round 22. The persistence of “!Food >
Hide” rules (as is visible from Figure 5.11) is
due to mutations of Rule #3 of the “Model
Rule Set”.
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5.1.3

Experiment 1: Run 2

Run 2 seems one of the “less successful” Runs, where Agents do not discover the “Model
Rule Set” (Table 5.2) until Round 39 (Figure 5.9), with shorter lifespans (Figure 5.5) and less
food obtained (Figure 5.6) as a consequence. Figure 5.12 makes it clear which part of the
“Model Rule Set” is missing: It’s the Rule about hiding from Predators. The alternative,
hiding if there’s no Food present, is also not popular. This fits with the fact that relatively
many Run 2 Agents die of predation, as is evident from Figure 5.7.
Figure 5.12 – Experiment 1: Rules Run 2
(see Table 5.4 for further explanation)

Instead, both the ‘!Food > Search’ and
‘Food > MoveTo’ Rules are extremely
prevalent in Run 2. Two different Agents,
#131 and #230, were randomly initialized
with these as Rule #1 and Rule #2,
respectively, as can be seen in Tables 5.6
and 5.7. They were extremely successful:
Over 70% of the Agents in Round 3 used
this “First Strategy”, with the same Rules #1
and Rule #2. After Round 3, though, that
percentage starts decreasing. Evidence of
this can be seen in Figure 5.12, where the
number of Agents with the ‘!Food > Search’
Rule decreases drastically across Rounds,
from 353 Agents in Round 5 to a mere 90
Agents in Round 46.

Table 5.6 – Rules of Agent #131

Table 5.7 – Rules of Agent #230

Rule
#1

IF FOOD !VISIBLE
THEN SEARCH

Rule
#1

IF FOOD !VISIBLE
THEN SEARCH

Rule
#2

IF FOOD(0) VISIBLE
THEN MOVE_TO FOOD(0)

Rule
#2

IF FOOD(0) VISIBLE
THEN MOVE_TO FOOD(0)

Rule
#3

IF PREDATOR !VISIBLE
THEN SEARCH

Rule
#3

IF AGENT(0) VISIBLE
AND PREDATOR !VISIBLE
THEN MOVE_TO AGENT(0)

The reason for this appears to be competition from a second strategy, which originated with
Agent #94 in Round 0. This Agent was randomly initialized with a ‘suboptimal version’ of the
“Model Rule Set”. This Rule set, reproduced in Table 5.8, stipulates the same basic behaviors
as the “Model Rule Set”, but in less efficient form: Agent #94 hid for Predators only if no
other Agents were present, and turned three degrees over its axes rather than searching for
Food if none was visible.
Over time, however, this Rule set was to evolve into the “Model Rule Set” through a number
of intermediate steps. Over the course of the Tournament, Rule #3 first mutated to ‘if
Predator isn’t visible, then turn’; then into ‘if Predator isn’t visible, then search’ and finally
into ‘if Food isn’t visible, then search’. When the ‘if Agent isn’t visible’ clause was deleted
from Rule #1 in Round 40, the “Model Rule Set” was complete. This ‘evolution of the “Model
Rule Set" ’ is visualized in Figure 5.13. For further explanation of the plotted graphs, see
Table 5.9.

49

Table 5.9 – Rules of Agent #94

Rule
#1

IF PREDATOR(0) VISIBLE
AND AGENT !VISIBLE
THEN HIDE

Rule
#2

IF FOOD(0) VISIBLE
THEN MOVE_TO FOOD(0)

Rule
#3

IF FOOD !VISIBLE
THEN TURN -3

It seems that Agents with “Suboptimal
Model Rule Sets” eventually outcompeted
Agents with “First Strategy Rule Sets” (with
‘!Food > Search’ and ‘Food > MoveTo’ as
Rules #1 and #2). Figure 5.14 plots the rise
and fall of the two strategies. The number
of “Suboptimal Model Rule Sets” continually
increases, until the perfect “Model Rule Set”
finally emerges in Round 39.

Figure 5.13 – Experiment 1 Run 2:
Evolution of the “Model Rule Set”

Figure 5.14 – Experiment 1 Run 2:
Two Strategies Compared

(see Table 5.10 for further explanation)

Table 5.9 – Rules Relevant to Experiment 1: Run 2

RULE REPRESENTATION

REFERS TO RULE SET

!Food > Turn

Rule set of Agent #94, Table 5.9
Rule set of Agent #94, Table 5.9, but with
Rule #3 replaced by:

!Predator > Turn

IF PREDATOR !VISIBLE
THEN TURN -3
Rule set of Agent #94, Table 5.9, but with
Rule #3 replaced by:

!Food > Search

IF PREDATOR !VISIBLE
THEN SEARCH
‘Model Set’

‘Model Rule Set’, Table 5.2
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5.1.4

Experiment 1: Run 3

Run 3 represents a Run where the “Model Rule Set” (Table 5.2) was found quickly (visible in
Figure 5.9), with Agents enjoying longer lifespans and obtaining more Food than Runs 2, 4
and 5 (which is evident from Figures 5.5 and 5.6, respectively). It was first evolved in Round
6, but the Agent in question died after just 74 cycles, leaving no offspring. By a different line
of descent, it was again discovered in Round 13, this time successfully. By Round 50, the
“Model Rule Set” had spread to over a third of the Agent population (Figure 5.9).
Table 5.10 – Rules of Agent #11

Rule
#2

IF PREDATOR(0) VISIBLE
AND FOOD !VISIBLE
THEN SEARCH
IF FOOD(0) VISIBLE
THEN MOVE_TO FOOD(0)

Rule
#3

IF FOOD !VISIBLE
THEN SEARCH

Rule
#1

All of these “Model Rule Set” Agents were
descendants of Agent #11 in Round 0,
which was randomly initialized with the Rule
set of Table 5.10. In Round 8, Clause 3 of
Rule #1 mutated into ‘then hide’; in Round
10, Clause 2 of Rule #1 mutated into ‘and
Food visible; in Round 13, Clause 2 of Rule
#1 was deleted altogether, producing the
“Model Rule Set”.

Figure 5.15 plots the prevalence of various Rules across Rounds. The number of Agents with
the ‘if Predator visible, then hide’ Rule starts climbing around Round 13, in perfect
accordance with the rise of the “Model Rule Set”. More surprising is the decrease of the
occurrence of the ‘!Food > Search’ Rule which starts around the same time.
Figure 5.15 – Experiment 1: Rules Run 3

Figure 5.15 – Experiment 1 Run 3:
Two Strategies Compared

(see Table 5.4 for further explanation)

The explanation is, once again, competition from an ‘Alternative Strategy’ Rule set, displayed
in Table 5.11. It is functionally equivalent to the “Model Rule Set”, though slightly less
efficient, given the two Visibility Clauses of Rule #2. It was evolved in Round #7, when an
Agent who had ‘if Predator isn’t visible, then turn 3’ as its Rule #1 experienced two
simultaneous mutations, producing the ‘Alternative Strategy’ Rule set of Table 5.11.
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This Rule set spread quickly. The first Agent
to possess it came in eighth in its Round,
producing five offspring; fifteen Rounds
later, 145 Agents were ‘Alternative Strategy’
users. Initially, these Agents did better than
their “Model Rule Set” counterparts (see
Figure 5.15), explaining the decline of the
‘!Food > Search’ Rule; not until Round 30
does the “Model Rule Set” really take over.
5.1.5

Table 5.11 – ‘Alternative Strategy’

Rule
#1
Rule
#2
Rule
#3

IF PREDATOR(0) VISIBLE
THEN HIDE
IF PREDATOR !VISIBLE
AND FOOD !VISIBLE
THEN SEARCH
IF FOOD(0) VISIBLE
THEN MOVE_TO FOOD(0)

Experiment 1: Run 4

The Agents of Run 4 are relatively less successful than those of either Run 1 or Run 3: They
live shorter (Figure 5.5), obtain less Food (Figure 5.6) and never discover the “Model Rule
Set” (Table 5.2, Figure 5.9). Most notably, the Rule ‘if Predator visible, then hide’ is present
in 27 Agents in Round 0, 5 Agents in Round 1 … and a total of two Agents later in the
Tournament (Figure 5.16). Hiding from Predators is a behavior which simply does not evolve
in Run 4. Instead, the Rule ‘if Food isn’t visible, then hide’ does quite well, spreading to over
a quarter of the population by Round 50. As explained in Section 5.1.2, this is actually a
relatively efficient strategy: Hide if there’s no reason to be seen.
Figure 5.16 – Experiment 1: Rules Run 4

Figure 5.17 – Experiment 1 Run 4:
Competing Rule Sets

(see Table 5.4 for further explanation)

A noticeable feature of Figure 5.16 is the rise, decline and rise of ‘if Food isn’t visible, then
search’ Rules. The explanation for this can be seen in Figure 5.17. Most of the Agents in Run
4 are the descendants of two successful Round 0 Agents: Either Agent #132 (Table 5.12) or
Agent #439 (Table 5.13). Neither of these two Agents were initialized with particularly
efficient Rule sets, but they represent Run 4’s best solutions to surviving on the Scape.
Agent #132’s Rule set includes a ‘!Food > Search’ Rule, while Agent #439’s does not. The
two ‘families of Agents’ alternate in terms of relative prevalence, which is evident from
Figure 5.17. This explains the varying fortunes of the ‘!Food > Search’ Rule, although the
question of why the families alternate remains open.
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Table 5.12– Rules of Agent #132

Table 5.13 – Rules of Agent #349

Rule
#1

IF FOOD !VISIBLE
THEN SEARCH

Rule
#1

IF PREDATOR !VISIBLE
AND FOOD !VISIBLE
THEN SEARCH

Rule
#2

IF FOOD !VISIBLE
AND AGENT !VISIBLE
THEN SEARCH

Rule
#2

IF FOOD(0) VISIBLE
THEN MOVE_TO FOOD(0)

Rule
#3

IF FOOD(0) VISIBLE
THEN MOVE_TO FOOD(0)

Rule
#3

IF FOOD !VISIBLE
AND AGENT !VISIBLE
THEN HIDE

5.1.6

Experiment 1: Run 5

Run 5 clearly features the worst adapted Agents of all five Runs. Lifespans are shorter
(Figure 5.5) and Food obtained is less (Figure 5.6), even when compared to the “relatively
unsuccessful” Runs 2 and 4. The “Model Rule Set” (Table 5.2) never evolves at all (Table
5.9). In fact, as Figure 5.18 indicates, the Agents of Run 5 discover none of the basic rules,
with the exception of ‘if Food visible, then go to it’.
The only evident reason for this is the extreme dominance of a relatively inefficient Agent in
Round 0. Agent #353 collected 61 Food, living for 800 Cycles, with the Rule set presented in
Table 5.14. By way of comparison, its closest competitor, Agent #150, obtained a mere 14
Food in 578 Cycles. Agent #353 thus spawned 150 descendants in Round 1, despite its
relatively inefficient Rule set.
Table 5.14 – Rules of Agent #353

Rule
#1

IF PREDATOR !VISIBLE
AND FOOD !VISIBLE
THEN MOVE 4

Rule
#2

IF FOOD(0) VISIBLE
THEN MOVE_TO FOOD(0)

Rule
#3

IF PREDATOR !VISIBLE
AND AGENT(0) VISIBLE
THEN TURN_TO AGENT(0)

The Agents of Run 5 seem never to recover
from this loss of diversity. The Rule set of
Table 5.14 is hardly favorable. Agent #353
will move to Food if any is visible, and is
equipped with a suboptimal ‘search for
Food’ behavior (Rule #1), but it has no
strategy whatsoever for avoiding Predators.
To make matters worse, it has two Rules of
three Clauses each, further enlarging the
distance to the “Model Rule Set”.

Visual inspection of the Rule sets of Agents of later Rounds suggests no major alternative
strategies are evolved. If anything, Agent Rule sets seem to become more convoluted, and
less intuitive, than those of Agent #353. One illustration of this is Table 5.15, which
reproduces the Rule set of the most successful Agent of Round 49, the last Round of the
Tournament. If anything, this Agent, #48_15.3, appears to have a Rule set that is less
efficient than that of any of its ancestors.
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Table 5.18 – Experiment 1: Rules Run 5

Table 5.15 – Rules of Agent #48_15.3

(see Table 5.4 for further explanation)

Rule
#1

IF FOOD !VISIBLE
AND FOOD !VISIBLE
THEN MOVE 5

Rule
#2

IF FOOD(0) VISIBLE
THEN MOVE_TO FOOD(0)

Rule
#3

5.1.7

IF FOOD !VISIBLE
AND FOOD !VISIBLE
AND AGENT(0) VISIBLE
AND AGENT(0) DISTANCE_TO
ME < 59
THEN TURN_TO AGENT(0)

Experiment 1: Comparing the Various Runs

From the detailed descriptions of each of the five Runs, it is clear that there are large
differences between them. In Run 1, the “Model Rule Set” is evolved in Round 3 and
dominates from then on, allowing Agents to survive relatively long and eat relatively well. In
Run 2, two partial “Model Rule Sets” are eventually eclipsed by the evolution of the full
“Model Rule Set” set in Round 39.
In Run 3, two different Rule sets compete until Round 30, when the “Model Rule Set” is
discovered and Agent fortunes start to improve. In Run 4, two “Suboptimal Model Rule Sets”
alternate prevalence over the course of the Tournament, reaching no definite conclusion.
And finally, in Run 5, a rather inefficient Rule set completely dominates Round 0, causing a
devastating loss of diversity.
For each of these Runs, I have related Agent performance to Agent Rule sets, and traced
many of the major strategies back to their initial users. But what explains the diversity in the
prevalence of various Rule sets across Runs? Were different Runs initialized with different
distributions of Rule sets, explaining the resulting variation? Or were the initial populations
qualitatively similar, with certain Rule sets selected for somewhat randomly?
In other words: Are the Runs different by chance, or by variation in initial Agent
populations? Are Agents who seem to be better adapted indeed more likely to reproduce, or
do many Agents with intuitively appealing Rule sets fail to sire offspring? To provide some
insight into these issues, I have examined all the initial Rule sets of all five Runs, selecting
those Agents with the ‘if Food visible, then go to it’ Rule plus at least one of the other three
“Basic Rules” of Table 5.4.
All randomly initialized Agents meeting this criterion are shown in Table 5.16. From this
overview, it is immediately clear that Agents with at least two of the three Rules of the
“Model Rule Set” do extremely well. It is also evident that Runs 4 and 5 were initialized with
just one such Agent each, and that in both cases, that Agent quickly died – presumably due
to an unlucky distribution of Food or an unfortunate encounter with a Predator.
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Generally speaking, however, Table 5.16 suggests that “Intuitively Favorable Rule Sets” (i.e.,
Rule sets that seems to make sense) are actively selected for by the model. Runs 4 and 5
failed to evolve “Model Rule Sets” in a timely manner because they were initialized with very
few precursors of such sets, not because the selection mechanism is so fickle that available
efficient Agents failed to reproduce.
Table 5.16 – “Intuitively Favorable” Initial Rule Sets
RUN
1

2
3

4

5

AGENT
#100
#201
#209
#131
#230
#11
#349
#363
#389
#391
#116
#132
#240
#151
#382

RULES
F > M & !F > S
F > M & !F > S
F > M & !F > H
F > M & !F > S
F > M & !F > S
F > M & !F > S
F > M & !F > S
F>M&P>H
F > M & !F > H
F > M & !F > H
F > M & !F > H
F > M & !F > H
F > M & !F > S
F > M & !F > H
F>M&P>H

PLACE
3
4
232
1
3
14
2
16
31
23
5
1
207
38
155

DETAILS
Evolved into the “Model Rule Set”.
Died after 53 Cycles.
} Collectively already identified as the
“First Strategy” of Run 2.
Evolved into the “Model Rule Set”.

Already identified in discussion of Run 4.
Starved after 53 Cycles.
Died after 53 Cycles.

A final conspicuous fact is that ConditionClauses make no noticeable appearance in any of
the five Runs, although there seem to be several efficient ways of using them. One example
is in Predator avoidance. Many Agents are now hiding when they see a Predator, but the
right ConditionClause would allow them to hide only when the Predator sees them. Also, as
hiding is immediately effective, they could wait until the Predator was closer to do so. This is
another behavior a ConditionClause could implement.
This type of “Rule specification” does not seem to be occurring to any significant extent.
Presumably, the reason for this is the fact that Agents are initialized without
ConditionClauses, so that the evolutionary algorithm has very little material to work with. It
seems sensible to initialize Agents with “simple” Rule sets, that mutation can add complexity
to over time, but perhaps that makes the evolution of useful ConditionClauses too
improbable. Further experiments with the model will have to confirm this.
5.1.8

Experiment 1: Conclusions

Experiment 1 features five Runs of the model in its “Basic Setup”. First, it should be noted
that in four out of five Runs, Agents evolve Rule sets that allow them to survive somewhat
succesfully, with Rules for finding Food and escaping Predators. This provides an affirmative
answer to PRQ#3, “Can this model structure be used to evolve agents that are reasonably
well adapted to their environments?”
Second, a number of general results are now evident. First, despite expectations derived
from explorative research, different Runs are not functionally identical. Over the course of
fifty Rounds, Agents evolve different Rule sets and different standards of living in different
Runs. Second, again contrary to my superficial prior experience, Rule sets do not crystallize
within fifty Rounds; longer Tournaments may lead to increased performance.
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Third, as a final contradiction of earlier impressions, Agents do not all evolve the same Rule
set. A number of different strategies seem to persist, both within Runs and between Runs.
Fourth, a particularly effective set of Rules seems to be the “Model Rule Set”, discovered by
Agents in three out of five Runs. Fifth, the selection mechanism seems to be working as
intended: Agents with intuitively efficient Rule sets reproduce relatively often.
Finally, however, the model is heavily dependent on initial conditions. In many Runs, the
dominant strategy is already present among the Agents randomly generated in Round 0, or
only one or two mutations away. The selection mechanism appears to be winnowing out
inefficient Agents rather than actively creating ones that are better adapted. In the same
vein, in Runs where the initial population fails to incorporate a suitable precursor Rule set to
a certain strategy, that strategy may never evolve at all.

5.2 Experiment 2: Varying Food
Table 5.17 – Parameter Settings Relevant to
Experiment 2

Section 5.1 explored the behavior of the
model in its “Basic Setup”, positively
answering PRQ#3, “Can this model
structure be used to evolve agents that are
reasonably
well
adapted
to
their
environments?”. In this Section, I aim to
investigate how the amount of available
Food affects model results, which
addresses the issue raised by PRQ#4,
“What kinds of variables influence the
complexity of the behaviors that the
agents evolve?”. Experiment 2 consists of
two subexperiments of five Runs each.

PARAMETER

SETTING 2A

SETTING 2B

roundLength
numRounds
startAgents
predatorRatio
predatorOdds
startFood
initRules
initCon
mutateOdds

80 Cycles
50
400
0.1 : Agent
0.1 / Cycle
600
3
0
0.1

80 Cycles
50
400
0.1 : Agent
0.1 / Cycle
50
3
0
0.1

Relative to the “Basic Setup” of Section 5.1, the total amount of Food is tripled in Experiment
2A and quartered in Experiment 2B. All other parameters are left unchanged. See Table 5.17
for details. In this Section, I will start by predicting how the results of Experiment 2 should
differ from those of Experiment 1. Next, I will examine how the altered Setup affects DoTS’
performance. If that produces unexpected results, I will attempt to explain why they occur.
Individual Runs will only be examined if necessary.
A priori, it seems that increasing the amount of available Food should increase Agent
lifespans, decrease the number of Agents who starve, increase the number of Agents who
are eaten, and increase the amount of Food obtained per Agent. Logically, decreasing the
amount of available Food should have opposite results. Effects on total Agent deaths are
harder to predict; it is possible that the Predators will compensate for any increased survival
due to Food abundance, or vice versa.
How available Food will affect Agent Rule sets is likewise unpredictable. More Food might be
expected to result in larger, less efficient Rule sets, as Agents have more energy to spare.
The “!Food > Hide” Rule may become more popular, as the chances of Food randomly
appearing in an Agent’s Field of View are now three times larger. Less Food, on the other
hand, may cause smaller, pared down Rule sets, lacking any Rules about hiding, as the need
of finding Food is now significantly more pressing.
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5.2.1

Experiment 2: General Analysis

In terms of basic model statistics, varying Food appears to cause predictable effects. Figure
5.19 plots average Agent lifespans. After Round 10, Agents may expect to live for 180 Cycles
in the “Basic Setup”, 240 Cycles in the “Food 2A Setup” and 80 Cycles in the “Food 2B
Setup”. In other words, increasing Agent Food supply by 300% increases Agent lifespans by
30%, while decreasing Agent Food supply by 75% decreases Agent lifespans by 50%.
Figure 5.20, which shows the total number of Agent deaths per Round, paints a similar
picture. From Round 10 onwards, approximately 15 Agents will survive to end of each Round
in the “Basic Setup”, 25 Agents will be so lucky in the “Food 2A Setup” and only 1 may
expect to live in the “Food 2B Setup”. Three times more Food thus produces nearly two
thirds more survivors; a quarter as Food much reduces survivability to near zero.
Figure 5.19 – Experiment 2: Average Lifespan

Figure 5.20 – Experiment 2: Total Deaths

Figures 5.21 and 5.22 further specify Agent causes of death. It seems that providing Agents
with three times as much Food directly reduces starvation by two-thirds, while cutting Food
supplies by three-quarters only increases starvation threefold. In the “Basic Setup”, then,
Agents must have, on average, slightly more Food than they can manage to eat before they
fall victim to Predators. Further Experiments should help work out the exact balance
between starvation and predation pressure.
Of course, there is also an interaction effect between the Food that is available and the
threat that Predators pose. With more Food on the Scape, more Agents should survive,
creating a “distraction effect”. Predators chase whichever Agent is closest; if the identity of
that Agent changes often, they may never actually get close, as they keep adjusting their
orientation in different directions. This may explain why Agent survival drops so dramatically
in the “Food 2B Setup” – the distraction effect is weakened considerably.
Figure 5.23 shows the average amount of Food that Agents obtain per Round. After Round
10, this comes to 10 Food for Agents in the “Basic Setup”, 25 Food for Agents in the “Food
2A Setup” and about 1 Food for Agents in the “Food 2B Setup”. This ‘Food per Agent’
statistic is calculated as the total amount of Food collected divided by the number of Agents
per Round; the very low figure of the “Food 2B Setup” is mainly the result of the short
lifespan of Agents forced to live under those conditions.
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Figure 5.21 –
Experiment 2: Deaths by Predator

Figure 5.22 –
Experiment 2: Deaths by Starvation

What is further noticeable about Figures
5.19, 5.20 and 5.23 is that the improvement
in Agent performance appears to vary by
Setup. In the harsh conditions of the “Food
2B Setup”, Agent lifespans, death totals and
Food obtained are all stable by Round 5. For
the “Basic Setup”, stability seems to come
after Round 20; for the “Food 2A Setup”, all
three statistics still appear to be improving
at Round 50. One theory is that “friendlier
environments” allow larger numbers of
Agents to reproduce, which increases Rule
set diversity across Rounds. This would give
the evolutionary algorithm more material to
work with, which could allow improvement
to continue for a longer period of time.

Figure 5.23 – Experiment 2: Average Food

After this analysis of basic DoTS statistics, it is time to turn to the Agent Rule sets. The
“Model Rule Set” of Table 5.2 only evolves once, in Run 5 of Experiment 2B. Instead, I will
analyze the prevalence of the Rules deemed “relevant to Experiment 1” in Table 5.4. Figures
5.24 through 5.27 plot the occurrence of the “Food > MoveTo”, “Predator > Hide”, “!Food >
Search” and “!Food > Hide” Rules respectively. In each Figure, the results of the “Basic
Setup”, the “Food 2A Setup” and the “Food 2B Setup” are compared.
Figures 5.25 through 5.27 behave as predicted. With very little Food available, Agents do not
evolve either of the Predator avoidance Rules (Figures 5.25 and 5.27) – they are too likely to
be eaten to need them. On the other hand, the “!Food > Search” Rule is of course crucial to
these Agents, and is significantly more common in the “Food 2B Setup” than in either of the
other conditions. Conversely, with three times the amount of Food available, competition is
about avoiding Predators, and both the “Predator > Hide” and “!Food > Hide” Rules do well,
while the Rule for searching for Food is less necessary.
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Figure 5.24 –
Experiment 2: “Food > MoveTo” Rules

Figure 5.25 –
Experiment 2: “Predator > Hide” Rules

Strange results, however, are plotted in Figure 5.24. Why should the “Food > MoveTo” Rule
be less popular in the two “Food Setups” than in the “Basic Setup”? Surely moving towards
Food is equally crucial in these three conditions?
Figure 5.26 –
Experiment 2: “!Food > Search” Rules

Figure 5.27 –
Experiment 2: “!Food > Hide” Rules

In this case, it might be instructive to analyze the results per Run. For the “Food 2A Setup”,
occurrence of the ‘if Food is visible, then go to it’ Rule is plotted in Figure 5.28. For
comparison, the same data for the “Basic Setup” is shown in Figure 5.29. It seems that in
three Runs of the “Food 2A Setup”, the “Food > MoveTo” Rule simply wasn’t very popular.
Given that this lack of popularity occurred in none of the “Basic Setup” Runs, it seems
possible that this is not a random effect.
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Figure 5.28 – “Food 2B Setup”:
“Food > MoveTo” Rules per Run

Figure 5.29 – “Basic Setup”:
“Food > MoveTo” Rules per Run

A reason for the effect shown in Figure 5.28
is presented in Figure 5.30. In the “Food 2A
Setup”, the Rule “if Predator isn’t visible,
and Food is, then go to it” (Table 5.18) is
extremely prevalent in Runs 1, 3 and 4. This
is a curious fact. On the one hand, this
alternative Rule makes sense, especially as
Rule #1. Evaluating Rules costs energy, and
Agents use their ‘move to Food’ Rule more
than any other. However, whatever type of
Rule they have for avoiding Predators
usually needs to be Rule #1, because not
applying it when it is applicable can be
deadly. This “Eat if Safe” Rule allows Agents
have it both ways: Have their ‘move to
Food’ Rule as #1 without causing lethal
problems when Predators are around.

Figure 5.30 – Experiment 2 “Food 2A Setup”:
“!Predator & Food > MoveTo” Rules per Run

Table 5.18 – “Eat if Safe” Rule

But why is this Rule evolving now? Doesn’t
this explanation also hold in the “Basic
Setup”? At present, it difficult to say. It
could be a coincidence.

IF PREDATOR !VISIBLE
AND FOOD(0) VISIBLE
THEN MOVE_TO FOOD(0)

Given the large variability observed between Runs, both in this Experiment and the previous
one, it is difficult to draw conclusions based on just five Runs per condition. As this
Experiment was only intended to explore qualitative differences between various levels of
Agent Food supply, five Runs seemed to be enough. This surprising result, however, seems
to indicate that it isn’t. I will first investigate if the “Eat if Safe” Rule returns in any of the
other Experiments, then I will return to this issue.
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As a final test of Rule complexity, Figure 5.31 plots the average number of Rules per Agent,
while Figure 5.32 plots the average number of Clauses per Rule. As expected, the “Food 2B
Setup” features the most economical Rule sets, with few Rules and few Clauses per Rule. At
the other end of the spectrum, the “Food 2A Setup” favors more Rules with more Clauses
each. Casual analysis of the Rules evolved in the “Food 2A Setup” does not suggest that
these additional Clauses are particularly useful, however.
Figure 5.31 – Experiment 2:
Average Number of Rules per Rule Set

5.2.2

Figure 5.32 – Experiment 2:
Average Number of Clauses per Rule

Experiment 2: Conclusions

Experiment 2 consists of five Runs of the DoTS 0.1 in “Food Setup 2A” and five Runs in a
“Food Setup 2B”, where Agents have access to three times and one quarter of the Food of
the “Basic Setup”, respectively. Agent life spans, death totals and Food obtained all vary as
predicted. This is further evidence that Agents are indeed evolutionarily adapting to their
surroundings, providing a second positive answer to PRQ#3, “Can this model structure be
used to evolve agents that are reasonably well adapted to their environments?”.
Interestingly enough, the Setups differ in the duration that improvement is shown. Under
the harsh conditions of “Food Setup 2B”, Agent performance more or less stabilizes by
Round 5, while the lusher environment of “Food Setup 2A” allows slight improvement right
up to Round 50, with the “Basic Setup” somewhere in the middle. In terms of Agent Rule sets,
we see that increasing the amount of available Food seems to result in more “Predator >
Hide” and “!Food > Hide” Rules, while decreasing the amount of Food results in less.
Predictably, “!Food > Search” is barely selected for in the “Food Setup 2A” Experiment, while
it spreads to three quarters of the population in the “Food Setup 2B” Experiment. In terms
of Rule size and number, Food abundance results in more, longer Rules, while Food scarcity
results in less, shorter Rules. Also, in the “Food 2A Setup”, three out of five Runs favor a
different Rule from the simple “Food > MoveTo” variant usually popular. Further
Experiments will have to clarify the meaning of these findings.
One interpretation, however, is that increasing the amount of available Food from 50 to 600
results in a slight increase in Rule complexity: More varied survival strategies seem to
emerge (Different “Hide” Rules, different “MoveTo” Rules), as the result of larger Rule sets,
with improvements in Agent performance continueing for a longer period of time. If this
interpretation is accurate, it would be one answer to PRQ#4, “What kinds of variables
influence the complexity of the behaviors that the agents evolve?”
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5.3 Experiment 3: Varying Predators
In Section 5.2, I investigated how the amount of available Food affects DoTS’ evolutionary
dynamics. This provided one perspective on the fourth “Practical Research Question” of Box
2.3, PRQ#4, “What kinds of variables influence the complexity of the behaviors that the
agents evolve?”. In Experiment 3, I will provide another, by examining how the density of
Predators affects model performance. It consists of two subexperiments of five Runs each.
Relative to the “Basic Setup” of Section 5.1, the total frequency of Predators is quartered in
Experiment 3A and tripled in Experiment 3B. All other parameters are left unchanged. This is
shown in Table 5.19.
Table 5.19 – Parameter Settings Relevant to
Experiment 3

For this Experiment, I would predict that
increasing Predator frequency should
reduce Agent lifespans, increase the
number of Agents who die by predation
and decrease the number of Agents who
die by starvation. It should still result in
more Agent deaths total: Harsher
surroundings should allow fewer Agents to
survive. Decreasing the Predator : Agent
ratio should have the opposite effect.
Experiment 2 indicates that Agents in the
“Basic Setup” have more Food than they
can eat, so the Scape should be able to
support the extra survivors.

PARAMETER

SETTING 2A

SETTING 2B

roundLength
numRounds
startAgents
predatorRatio
predatorOdds
startFood
initRules
initCon
mutateOdds

80 Cycles
50
400
0.025 : A
0.025 / C
600
3
0
0.1

80 Cycles
50
400
0.3 : A
0.3 / C
50
3
0
0.1

In terms of Agent Rule sets, “Predator > Hide” rules and “!Food > Hide” rules should occur
more frequently when Predator numbers are increased, and occur less frequently otherwise.
If “gentler selection” promotes genetic diversity, as suggested in Section 5.2.1.1, “Predator
Setup 3A” may result in complexer, more diverse Rule sets, that continue to evolve past
Round 50. On the other hand, with the Predator threat greatly reduced, it is possible that
the optimal strategy is now simpler, which would have the opposite effect.
5.3.1

Experiment 3: General Analysis

From Figures 5.33 and 5.34 it is clear that varying Predator numbers has the expected effect
on Agent mortality. From Round 10 onwards, Agent life expectancy is approximately 180
Cycles in the “Basic Setup”, 350 Cycles in the “Predator 3A Setup” and a mere 100 Cycles in
the “Predator 3B Setup”. With only a quarter of the Predators present, the number of Agents
that fails to make it to the end of each Round drops from an average of 385 to an average
of 320, while tripling Predator frequency results in an average of 395 premature deaths.
As can be seen in Figures 5.35 and 5.36, the increased survival of Agents in the “Predator
3A Setup” is due to significantly less getting eaten, while only slightly more starve. For the
the “Predator 3B Setup”, the number of predation victims increases, while the number of
starvation deaths drops. As is evident from Figure 5.34, these two effects are not of equal
magnitude. In the “Basic Setup”, Predators are already catching nearly as many Agents as is
possible, so that tripling their numbers has relatively small effects.
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Figure 5.33 – Experiment 3: Average Lifespan

Figure 5.34 – Experiment 3: Total Deaths

Figure 5.35 –
Experiment 3: Deaths by Predator

Figure 5.36 –
Experiment 3: Deaths by Starvation

Figure 5.37 – Experiment 3: Average Food

If we look at Food obtained per Agent, it
doubles in the “Predator 2A Setup” relative
to the “Basic Setup”, while it halves in the
“Predator 2B Setup”. This seems to be
wholly attributable to the change in lifespan
in both these conditions. With a quarter as
many Predators, average Agent lifespan
increases by a factor of 1.92, while average
Food obtained per Agent increases by a
factor of 1.96. The same relationship holds
when Predator frequency is decreased. In
fact, for all Setups, the amount of Food
obtained per Agent per Cycle – counting
only live Agents – hardly increases over the
course of the Tournament, settling at about
0.05 Food per Agent after Round 5.
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This would seem to imply that Agents find
the optimal Rule set for obtaining Food
nearly immediately, while it is Predator
avoidance that evolves. In Experiment 2,
Agent statistics were clearly still improving
after Round 50 when the Food supply was
tripled; this effect seems to be nearly absent
when Predator prevalence is quartered,
even though selection pressure is weaker in
both situations. Perhaps it is the specific
challenge of avoiding Predators which drives
Agents to evolve “better” Rule sets? In the
“Food 2B Setup”, Food was so scarce that
Agents couldn’t afford to evolve Predator
avoidance Rules, while in the “Predator 3A
Setup”, Predators are so scarce that
Predator avoidance Rules serve no purpose.

Figure 5.30 – Experiment 3 “Predator 3B Setup”:
Model Rule Sets (see Table 5.2) per Run

In that case, one would expect Rule set innovation in the “Predator 3B Setup” rather than
the “Predator 3A Setup”. Let’s see whether the results support this. First, Figure 5.30 shows
two Runs where “Model Rule Sets” (see Table 5.4) evolved: Both were Runs of the “Predator
3B Setup”. As in the “Basic Setup”, once evolved, these Rule sets spread to over half the
population by Round 50. Figure 5.31 shows the occurrence of “Food > MoveTo” Rules across
Setups. Interestingly, this Rule is visibly less prevalent in the “Predator 3B Setup”.
Figure 5.31 –
Experiment 3: “Food > MoveTo” Rules

Figure 5.32 –Experiment 2 “Predator 3B Setup”:
“!Predator & Food > MoveTo” Rules

The relatively unpopularity of the “Food > MoveTo” Rule in Experiment 2B is mainly due to
Run 1, where the “Eat if Safe” Rule of Table 5.18 completely outcompetes it (Figure 5.32).
This “!Predator & Food > MoveTo” Rule is initially also popular in Runs 2 and 4; it is difficult
to understand why it lost out there, but not in Run 1. A similar phenomenon was visible in
Experiment 2. It seems that five Runs per Setup is simply not enough to establish a clear
pattern of Rule set differences.
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As the variability between Runs is quite large, it is unclear if differences between Setups are
the result of chance, or due to the experimental manipulation. For this reason, Experiment 4
will consist of extra Runs of these Setups, to ensure that observed effects really effects,
rather than random variation. I will then return to the issue of the sudden success of the
“!Predator & Food > MoveTo” Rule.
First, however, Figures 5.33 and 5.34. Predictably, the Rule ‘if Predator visible, then hide’ is
more popular when there are more Predators and less popular when there are less
Predators. Surprisingly, however, the same is not true of the ‘if no Food is visible, then hide’
Rule. This gains no popularity in the “Predator 3B Setup”, which I would have expected. This
is another matter to investigate in Experiment 4. “!Food > Hide” really a less popular Rule
under “Predator Setup 3B” conditions, or is it an artifact of my small Run number?
Figure 5.33 –
Experiment 3: “Predator > Hide” Rules

Figure 5.34 –
Experiment 3: “!Food > Hide” Rules

Another interesting effect is visible in Figure 5.35, which plots the prevalence of the ‘if Food
isn’t visible, then search’ Rule. With three times as many Predators around, “!Food >
Search” spreads to three fourths of the population by Round 50, making it far more popular
than in the “Basic Setup”. Conversely, if Predator pressure is quartered, the popularity of the
Rule drops. It reaches almost equal numbers as in the “Basic Setup”, but it takes
significantly more Rounds to get there.
Figure 5.35 –
Experiment 3: “!Food > Search” Rules

The differences between the Setups in
terms of “!Food > Search” prevalence is
even more pronounced when the individual
Runs are plotted. As is visible in Figures
5.36 and 5.37, the ‘if Food isn’t visible, then
search’ Rule spreads to over 300 Agents by
Round 50 in four out of five Runs of the
“Predator 3B Setup”, but never makes it to
over 200 copies in the “Predator 3A Setup”,
and even that only happens in two Runs.
Why isn’t searching for Food popular when
the Scape has fewer Predators? With little
selection pressure for “Predator > Hide”
Rule variants, I would have expected more
Agents with useful Rule sets for finding
Food, not less, as appears to be the case.
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Figure 5.36 –
Experiment 3A: “!Food > Search” Rules

Figure 5.37 –
Experiment 3B: “!Food > Search” Rules

Figure 5.38 –
Experiment 3A: “!Predator > Search” Rules

Or is it? As Figure 5.38 shows, Agents adopt
a different strategy for searching for Food in
Round 4. They use the Rule “if Predator isn’t
visible, then search” instead. This is
functionally equivalent to “if Food isn’t
visible, then search” if it comes áfter a Rule
about going to Food and hiding from
Predators. After all, Rule #3 is only used if
Rules #1 and #2 don’t apply. I cannot find
a similar explanation for the lack of “!Food
> Search” Rules in Runs 2 and 3, however.
On a final note, Figures 5.39 and 5.40 plot
the average number of Rules per Rule set
and the average number of Clauses per
Rule. It seems that the number of Predators
loose on the Scape affects Rule density only
marginally.

Figure 5.39 – Experiment 3:
Average Number of Rules per Rule Set

Figure 5.40 – Experiment 3:
Average Number of Clauses per Rule
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5.3.2

Experiment 3: Conclusions

Experiment 3 involves five Runs of DoTS in “Predator Setup 3A” and five Runs in “Predator
Setup 3B”, where Predator pressure is quartered and tripled relative to the “Basic Setup”,
respectively. Basic model statistics – average Agent lifespans, death totals and Food
obtained per Agent – vary in predicted directions. In terms of evolved Rule sets, two of the
Runs with increased Predator pressure make use of the “Model Rule Set” of Table 5.2; none
of the Runs with decreased Predator pressure do so.
As expected, “!Predator > Hide” Rules are more prevalent in “Predator Setup 3B” than in
“Predator Setup 3A”. Surprisingly, the same effect does not hold for “!Food > Hide” Rules,
which would also seem to be increasingly beneficial with more Predators around. By Round
50, “Food > MoveTo” Rules have spread to nearly every Agent in every Run of both
conditions, with the exception of one Run in “Predator Setup 3B”, where the “Eat if Safe”
Rule of Table 5.18 completely outcompetes it.
A final interesting feature is the different prevalences of “!Food > Search” Rules across
conditions. With more Predators around, it evolves in four out of five Runs, and spreads to
nearly all Agents. It is far more popular in “Predator Setup 3B” than in the “Basic Setup”. It
is again less popular in “Predator Setup 3A”, which seems surprising. With significantly less
Predators around, one would expect the selective process to be focused on Rules for
efficient Food obtainment. The opposite seems to be true.
Varying Predators provokes no significant differences in the number of Rules per Agent or
the number of Clauses per Rule, although it seems that Agents in the “Predator 3B Setup”
may have slightly fewer Rules on average. With respect to PRQ#4, “What kinds of variables
influence the complexity of the behaviors that are evolved?”, it is difficult to say what effects
Predator pressure has on Agent Rule sets. It seems that lower Predator density reduces Rule
complexity, but the consequences of more Predators are unclear.
With few Predators around, Agents evolve no “hide” behaviors, which perhaps is to be
expected, but neither do they seem to focus particularly on searching for Food. Despite this,
quality of life (in terms of longevity, death totals and Food gathered) improves significantly.
Perhaps lack of Predators reduces selection pressure so significantly that complexer behavior
serves no purpose. Conversely, with Predator numbers tripled, both “hide” and “search”
Rules occur in large numbers throughout the population.
Perhaps individual differences “average out” over more Cycles, so that increased Predator
pressure results in stronger selection for desirable qualities, regardless of whether they are
Predator or Food oriented. That theory does not fit well with the fact that more Food seems
to increase behavioral complexity, however, as seemed to be the case in Experiment 2.
Therefore, the exact implications of the popularity of the “!Food > Search” Rule in “Predator
Setup 3B” remain difficult to determine.

5.4 Experiment 4: Replicating Results
In Sections 5.2 and 5.3, I systematically varied the amount of Food and the number of
Predators present on the Scape, to discover their effects on DoTS’ performance. However,
my most significant finding in both these Experiments was that variability between Runs is
quite significant, and that five Runs per condition may simply not be enough to draw
meaningful conclusions about Rule set differences between Setups. With relatively few Runs
and relatively little uniformity, even qualitative comparisons seem to be problematic.
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Thefore, in this Experiment, I will perform 10 additional Runs of three conditions: The “Basic
Setup”, “Food Setup 2A” and “Predator Setup 3B”. In the “Basic Setup”, now “Extra Basic”,
200 Food is distributed per Round, and the maximum ratio of Predators to Agents is 0:1 to
1. In “Food Setup 2A”, henceforth the “More Food Setup”, the Food supply is tripled to 600.
In “Predator Setup 3B”, now the “More Predator Setup”, both predatorRatio and
predatorOdds are tripled to 0.3 per Cycle. Relative to the “Basic Setup”, these make for
milder and harsher environments, respectively.
Table 5.20 – Parameter Settings Relevant to Experiment 4
PARAMETER

SETTING
“EXTRA BASIC”

SETTING
“MORE FOOD”

SETTING
“MORE PREDATOR”

roundLength
numRounds
startAgents
predatorRatio
predatorOdds
startFood
initRules
initCon
mutateOdds

80 Cycles
50
400
0.1 : Agent
0.1 / Cycle
200
3
0
0.1

80 Cycles
50
400
0.1 : Agent
0.1 / Cycle
600
3
0
0.1

80 Cycles
50
400
0.3 : Agent
0.3 / Cycle
200
3
0
0.1

See Table 5.20 for the exact parameter settings of the three Experiments. Besides the “Extra
Basic Setup”, I chose the “More Food” and “More Predator” Setups for repetition because
Experiments 2 and 3 seemed to indicate that these configurations were most likely to show
interesting Rule sets. In the rest of this Section, I will analyze the results from the three
repeated Setups, in terms of both Agent statistics and Rule set distributions, and compare
them to the model’s earlier performance. I will be paying specific attention to issues left
open by Experiments 2 and 3.
First, Figures 5.41 – 5.45 paint a familiar picture of basic Agent performance across Setups.
Average lifespans, total deaths, Agents eaten, Agents starved, average Food collected – all
vary predictably per Setup, and with the values of the original Experiments. For each
condition, Table 5.21 explicitly compares the five original Runs with the ten new Runs. For
each statistic, I have taken the average value over Rounds 10 to 50, rounded off to the
nearest multiple of five. As is evident from this Table, Experiment 4 has effectively replicated
Experiments 2 and 3 with regards to basic Agent statistics.
Figure 5.41 – Experiment 4: Average Lifespan

Figure 5.42 – Experiment 4: Total Deaths
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Figure 5.43 –
Experiment 3: Deaths by Predator

Figure 5.44 –
Experiment 4: Deaths by Starvation

In Experiment 2, I found that tripling Agent
Food supply seemed to result in a longer
period of Agent improvement: Contrary to
other Setups, Agent performance still
seemed to be making progress at Round 50.
This Experiment seems to confirm that
result, at least partially. From Figures 5.41,
5.42 and 5.45 it seems that the “More Food
Setup” will indeed continue to produce
incrementally better Agents after Round 50.
On the other hand, Figure 5.41 shows that
the same may be true of the “Basic Setup”,
as average Agent lifespans continue to
improve in that Setup as well. Nevertheless,
“more Food” does seem to genuinely delay
the stability of Agent performance. It seems
that longer Tournaments will indeed be
necessary.

Figure 5.45 –
Experiment 4: Average Food

Table 5.21 – Different Experiments Compared
BASIC

EXTRA
BASIC

FOOD 2A

EXTRA
FOOD

PREDATOR
3B

EXTRA
PREDATOR

LIFESPANS

180

175

240

230

100

95

TOTAL
DEATHS

285

285

375

380

400

395

FOOD
OBTAINED

10

10

25

15

5

5
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Figures 5.46 and 5.47 shine light on another unanswered question from Section 5.2. In
Experiment 2, the “Food > MoveTo” Rule was barely present in three out five Runs, as it
was completely outcompeted by the “Eat if Safe” Rule of Table 5.18. This happened in none
of the “Basic Runs”, which raised the question whether it was an affect of Setup, or simply
random coincidence. With ten extra Runs in each Setup, it is still difficult to tell.
The “!Predator & Food > MoveTo” Rule is not at all popular in the “More Predators”
condition, but it is quite popular in the other two, contrary to the results of my original
Experiment 1, where it never occurred in the “Basic Setupp”. It seems that the “Food >
MoveTo” Rule and “Eat if Safe” Rule are approximately equally adaptive, in both the “Basic”
and “More Food” Setups.
Figure 5.46 – Experiment 4:
“Food > MoveTo Rules”

Figure 5.47 – Experiment 4:
“!Predator & Food > MoveTo Rules”

Strange facts are apparent in Figures 5.48 and 5.49. It seems that increasing the number of
Predators on the Scape does not increase the popularity of the “Predator > Hide” Rule, nor
does it increase the occurrence of the “!Food > Hide” Rule. For both types of Rule, they are
most prevalent in the “More Food Setup” and least prevalent in the “More Predator Setup”.
This last result especially seems odd.
Figure 5.48 –
Experiment 4: “Predator > Hide” Rules

Figure 5.49 –
Experiment 4: “!Food > Hide Rules”
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It would seem that more Predators should imply more evasive behavior. But it doesn’t. Upon
closer inspection, by Round 50, the “Predator > Hide” Rule is possessed by nearly all Agents
in four out of ten “More Predator Setup” Runs, and completely fails to evolve in the other
six. Perhaps the answer lies in Figure 5.50. Like in Experiment 3, the “!Food > Search” Rule
occurs most in the “More Predator Setup”.
Figure 5.50 –
Experiment 4: “!Food > Search Rules”

This is another curious result that is
replicated from Experiment 3. If we look at
the results per Run, in fact, the “!Food >
Search” Rule is possessed by at least three
quarters of all Agents by Round 50 in eight
out of ten “More Predator Setup” Runs. For
the “Basic Setup”, that is true in just five
Runs out of ten; for the “More Food Setup”,
it doesn’t happen at all.
My theory is that Agents are simply too
likely to be eaten in the “More Predator
Setup”, whether they hide or not.
Therefore, evolution favors those who can
collect the most Food before they are
inevitable eaten – those with good “search”
Rules. That explains both this result and the
lack of “hiding Rules” in this condition.

Finally, Figures 5.51 and F.52 replicate earlier findings with regard to Rule density. With
more Food available, Agents evolve Rule sets with more Rules, and Rules with more Clauses.
With more Predators loose, little seems to change with respect to the “Basic Setup”.
Figure 5.51 – Experiment 4:
Average Number of Rules per Rule set

Figure 5.52 – Experiment 4:
Average Number of Clauses per Rule
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5.4.1

Experiment 4: Conclusions

In Experiment 4, I attempted to replicate the results of Experiment 1, Experiment 2A and
Experiment 3B. This succeeded in almost all respects. Basic Agent statistics – Agent
lifespans, death totals and Food obtained - were virtually identical to those found in the
original Runs. Importantly, like in Experiment 2, Agents continued to show the most
improvement in the “More Food” Setup – only Agents in this condition were still clearly
becoming better adapted past Round 50.
The distribution of various Rules also showed the same qualitative trends as in earlier
Experiments. As in Experiment 2, more Food on the Scape results larger Rule sets with more
Clauses. As in Experiment 3, Agents in the “More Predator Setup” are optimized for
searching for Food, not hiding from Predators. The only major discrepancy was between
Experiment 4 and Experiment 1. In Experiment 1, the “Eat if Safe” Rule of Table 5.18 did not
evolve at all; in this Experiment, it was present in 4 out of 10 Runs.

5.5 Experiments: Conclusions
In this Chapter, I set out to test the performance of DoTS 0.1, a preliminary version of my
Development of Thought Simulation. In Chapter 4, I sketched what a useful agent-model of
the evolution of Theory of Mind might look like, then designed DoTS 0.1 to be a first step in
the right direction. Its most distinctive feature is that Agents must evolve useful “if ⇒ then”
Rules to survive in their virtual surroundings. I have now tested their ability to do so in four
different Experiments, allowing me to reflect on the last two “Practical Research Questions”
of Box 2.3, PRQ#3 and PRQ#4.
First, PRQ#3, “Can this model structure be used to evolve agents that are reasonably well
adapted to their environments?”
The answer to this question appears to be “yes”. The four different Experiments described in
this Chapter include 55 Runs of the model total, and in all cases, Agent lifespans, survival,
and Food obtained improve significantly over the course over the Simulation. In almost all
cases, the Rule sets that the Agents use to do so seem intuitively sensible. When the
amount of Food or the number of Predators on the Scape is adjusted, Agent Rule sets
evolve in predictably different ways. This is further evidence that the Agents in DoTS are
really dynamically adapting to their surroundings.
And now, my last “Practical Research Question”, PRQ#4, “What kinds of variables influence
the complexity of the behaviors that are evolved?”
In Sections 5.2, 5.3 and 5.4, I systematically varied two variables: Available Food and the
maximum Predator : Agent ratio. These three Experiments suggest a number of tentative
conclusions. First, if Food is too scarce, all innovation dissappears. Agent Rule sets diminish
in size, and nearly all Agents converge to the same two Rules: If there is Food, go to it; if
there isn’t, look for it. In the current version of DoTS 0.1, every Rule scosts Energy to
maintain and every Clause costs Energy to use. When the Scape has only very little Food on
it, Agents simply can’t afford to evolve larger Rule sets.
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If Food is plentiful, the opposite seems to occur: Rules about searching for Food are absent,
but Agents do evolve different strategies for dealing with Predators, and Agent lifespans,
mortality, and Food collection continue to improve past Round 50. In these conditions, Rule
sets are larger, with more Clauses per Rule. It is not clear what benefits these larger Rule
sets are bestowing upon their Agents, but the fact that Agent statistics continue to improve
as Rule sets get larger suggests that they may be useful. However, even with plentiful Food,
truly efficient uses of ConditionClauses seem to be absent.
Varying Predators has different effects. With few Predators on the Scape, Agents predictably
evolve few “hide” behaviors. However, Rules about searching are also relatively rarer than in
either the “Basic Setup” or the “More Predators Setup”. It seems that with a reduced
Predator population, Agents are not forced to evolve efficient Rule sets – and often don’t. By
contrast, if Predator density is increased, “!Food > Search” Rules become very prevalent. It
seems that escaping Predators is impossible with large Predator populations, so that the
challenge becomes to “collect as much Food as possible before inevitably being caught”.
In short, for two variables, available Food and the Agent : Predator ratio, I can provide some
insight into how they affect behavioral complexity. With few Predators on the Scape,
selective pressure is too weak to create any behavior of interest. With many Predators on
the Scape, Agents cannot possibly evolve effective escape behaviors, and don’t try. Likewise,
with very little Food on the Scape, Agents cannot possibly evolve effective escape behaviors
– if they hide, they starve - and don’t try. And finally, with a lot of Food available, Agents do
evolve their full repertoire of behaviors, and seem to still be improving after Round 50.

5.6 Experiments: Future Prospects
So where will DoTS go from here? First, it seems necessary to test the effects of a range of
other parameters – such as the odds of mutation, the length of rounds, the number of initial
Agents, Rule upkeep costs, and so on – before drawing any definite conclusions. It would
also be educational to run the model without Predators, and with simultaneous adjustment
of both the Food supply and the Agent : Predator ratio, to get an exact sense of what each
selective pressure is contributing to variation in basic model statistics.
The effects of longer Tournaments should likewise be investigated, although I can already
reveal that I have done five 1000 Round Runs of the model in its “Basic Setup”, and that the
“Model Rule Set” of Table 5.2 completely dominates all five. It would be especially interesting
to try this for the “More Food Setup”, where Agents seem to still improve past Round 50.
The downside of 1000 Round Tournaments is that they take a little over eight hours to run.
More efficient programming on my part could probably improve that considerably.
Something which clearly must change is the current ConditionClause scheme. That simply
doesn’t work. One option is to simply randomly initialize Rules with ConditionClauses,
although this will initially reduce the number of Agents with “somewhat acceptable” Rule
sets. A Rule about moving to Food becomes nearly useless with the wrong ConditionClause
stuck in. A second possibility is to simply up the odds of ConditionClause creation, or to
change those odds later in the Tournament, after, say 20 Rounds.
Another obvious area for improvement is the Tournament structure itself. Genetic algorithms
are the subject of much scientific attention, with a large body of work available, and I
consulted none of it. Instead, I simply made something up. I really have no idea if it’s
particularly suitable for my purposes. It might be better to crossbreed different populations,
or use a different selection mechanism – I simply don’t know. This works fine as proof-ofprinciple, but the genetic algorithm needs considerably more study in a next version.

73

6

Conclusions

We may be the only species on Earth that can form beliefs about beliefs. Take another’s
perspective. See things from someone else’s point of view. Or not. Those are the options.
Whatever the answer, the implications are huge. But it’s a surprisingly difficult issue to
settle. Our own Theory of Mind tends to get in the way; we ascribe beliefs, and even beliefs
about beliefs, unconsciously, as a matter of course. It’s too easy for us to see Theory of
Mind where there isn’t any. Especially in creatures that seem to be an awful lot like us.
On the other hand, we’re conscious of this issue, so we’ve trained ourselves to be skeptics:
If there’s any other possible explanation for an animal’s behavior, it probably isn’t Theory of
Mind. We’re demanding that chimpanzees perform tasks that many of us might have trouble
with. If we have to train animals to perform correctly in an experiment, it’s associative
learning, and it’s not interesting. If we don’t have to train them, then it’s innate behavior,
and it’s still not interesting. It seems we will never be satisfied.
Our core problem is that we can’t definitely establish what types of representation cause
what kinds of behavior. At least, not in real animals. In this thesis, I’ve attempted to prove
that we should be able to evolve our own objects of study, and that this is a worthwhile
thing to do. I have defended the validity of my Central Claim: That using agent-based
models to study the evolution of Theory of Mind is both interesting and feasible. In this
Chapter, I will summarize my conclusions.
In Chapter 2, I formulated seven research questions. Three of these were theoretical, to be
considered by studying the literature; another four were practical, to be investigated by
concrete modeling work. Here, I will attempt to weave all seven answers into one coherent
narrative. My first point relates to the interestingness of building agent-based models of the
evolution of Theory of Mind. On the basis of comparative animal research, I have formulated
two issues that agent-based modeling should be able to shed light on.
The first is related to the problem of “associative learning” versus “mentalistic reasoning”.
When may we conclude that an animal is really using Theory of Mind, (“if I take the food
behind the barrier, he won’t see me”) and not some previously learned strategy that she
may not understand (“if I take the food behind the barrier, I can’t see his face – that’s
always worked in the past”)? Agent-based models can shed light on this question because
they do allow us to explicitly link observable behavior to unobservable mental states.
If an agent can be evolved to have more or less Theory-of-Mind-like representations, then
the model can be used to investigate which types of behaviors are indicative of Theory of
Mind, and which are not. For instance, there are some who claim that the deceptive
behavior of primates must be the result of some understanding of mental states, but if an
artificial agent can evolve deceptive actions without any concept of Theory of Mind, then the
same may be true of chimpanzees, baboons and so on.
The second issue that agent-based modeling may provide insight into is that of why Theory
of Mind evolved. The literature offers several opposing hypotheses. Some suggest that an
understanding of mental states was selected for primarily due to the benefits it brings to
deception; others state that its primary purpose was to aid in cooperation. In an agentbased model, artificial agents can be evolved in different types of environments – both social
and physical – to test the plausibility of these types of evolutionary scenarios.
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Nevertheless, “the evolution of Theory of Mind” is still a rather broad concept to concretely
implement in an agent-based model. It is possible, however, to focus on just two aspects of
Theory of Mind: The understanding of the mental state of <seeing> and the understanding
of the relationship between <seeing> and <knowing>. This has two main benefits. The first
is that <seeing> is an easy mental state to model – all situated agents require some type of
‘virtual visual perception’ irrespective of Theory of Mind.
The second reason for choosing <seeing>, and not, say <wanting> or <believing>, is that
the understanding of <seeing> is the aspect of Theory of Mind that is most studied in
animals. This ensures that there is sufficient empirical data available to inspire and validate
the model being developed. As an example, it is clear from the literature that gaze following
has evolved in a multitude of species. Any remotely realistic agent-based model of the
understanding of <seeing> must therefore evolve it as well.
Available empirical data can also suggest specific model setups. To test the theory that
“deception selects for Theory of Mind”, one could look to the caching lifestyle of corvids.
Ravens and scrub jays bury food items in the ground, and seem to be able to react
appropriately to unwanted observers. Whether or not this is Theory of Mind, it is certainly
sophisticated visual perspective taking behavior. This type of situation could be recreated in
an agent-based model, by providing agents with a virtual food source to gather and store.
It could then be investigated if this specific scenario does indeed favor the evolution of
Theory-of-Mind-like representations and behaviors. The primary contribution of this thesis is
to suggest a technique for how this could work. Agents could be given ‘recipes’ for “if ⇒
then” rules, with fixed forms but free contents. These rules could be ‘associative’, mapping
directly from observations to actions, or ‘mentalistic’, mapping to and from mental states.
These would be more complicated to evolve, but more flexible.
These could be rules like ‘if a predator is oriented towards you, then hide’ or ‘if an agent is
oriented towards you, then she sees you’. One could then “try out” different evolutionary
scenarios in the model – recreating the caching behavior of corvids, or the complex social
structure of chimpanzees – and see whether they promote the evolution of more
‘associative’ or ‘mentalistic’ agents. If mentalistic agents arise, it can be investigated how
their behavior differs from that of their associative counterparts.
This scheme for evolving “if ⇒ then” rules appears to be a novel idea in the field of agentbased modeling. For this reason, I built DoTS 0.1, a preliminary version of a Development of
Thought Simulation. The idea is that DoTS 1.0 should be a full-fledged simulation, suitable
for studying the evolution of Theory of Mind, while DoTS 0.1 is simply a testbed for
investigating the feasibility of evolving of “if ⇒ then” rules in a population of situated agents.
DoTS 0.1 was subjected to four separate Experiments, with interesting results.
In DoTS 0.1, Agents share a Scape with Food and Predators. Predators are preprogrammed
Agent hunters; Food is immobile and exists to be eaten by Agents. Agents can hide from
Predators by ‘freezing’ at their current location; hidden Agents cannot be seen by others.
Agents are evolved in a Tournament structure. In the first Round, Agents are initialized with
three random Rules. These “if ⇒ then” Rules are all about what’s visible to the Agent. Their
“if” clauses will all be something like “if there’s Food visible” or “if you don’t see any Agents”.
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A Rule can have any number of “if” clauses, but it will always have exactly one “then”
clause. Agents can Move, Turn, Search, or Hide. Eating occurs automatically whenever an
Agent is over a Food. A full Rule could thus be something like “if there’s an Agent, then turn
to that Agent” or “if there’s a Food, then move to it”. Agents evaluate each of their Rules in
turns, until they find one where what they see matches the Rule’s requirements. All the
different elements of these Rules can mutate independently.
First, four hundred Agents are initialized with random “if ⇒ then” Rule sets, after which time
on the Scape runs in Cycles. Every Cycle, Agents can execute one Rule from their Rule sets,
Predators can hunt Agents, and Food is replenished at new, random locations. After 800
Cycles, the Agents who collected the most Food are selected for reproduction in the next
Round of the Tournament. A full Tournament consists of 50 rounds. Agents are equal in all
respects except their Rule sets; that’s what they pass on to their offspring.
I first ran DoTS 0.1 in a “Basic Setup”, then I systematically varied the amount of Food and
the number of Predators present on the Scape, for 55 Runs of the model total. In nearly all
Runs, Agents evolved useful Rule sets for surviving in their environments, and their fortunes
improved considerably over the course of the Tournament. In the “Basic Setup”, their Rule
sets usually consisted of three basic behaviors: “if Predator visible, then hide”, followed by
“if Food visible, then go to it” and “if Food isn’t visible, then search”.
Varying the ‘Food’ and ‘Predator’ parameters, however, had a number of surprising effects.
First, with more Food available on the Scape, one might expect selection pressure to be
weaker, with less efficient Rule sets as the result. The opposite seems to be true: Tripling
the amount of available Food increased not only the size of Agent Rule sets, but also their
diversity. Also, this “More Food Setup” was the only condition where Agent lifespans and
Food collection success were still improving after 50 rounds.
It seems that a little Food abundance gives the Agents a little more “breathing space” to
evolve complexer Rule sets, without reducing selection pressure to the point where they
have no incentive to use them. This doesn’t seem to happen when the number of Predators
is decreased: Agents evolve a rule about going to Food, but that’s it. Even searching isn’t
popular. When the amount of Food is decreased, by contrast, Rule sets gets smaller and
sparser, with Agents having no opportunity to evolve Predator avoidance rules.
The most surprising result occurs when the amount of Predators is increased. One would
expect the number of “Predator avoidance” rules to increase in this situation, but the
opposite is true. Agents evolve efficient rule sets for searching and moving to Food, nót for
hiding. It seems that the competition is turned into “who can eat the most Food before
inevitably getting eaten” rather than “who can survive longest to eat the most Food”. Thus,
even in this simple simulation, unexpected outcomes can happen.
In summary, I must conclude that yes, using agent-based models to study the evolution of
Theory of Mind is both interesting and feasible. Comparative animal researchers have real
questions that agent-based modeling can answer; the concept of “Theory of Mind” can be
usefully operationalized as understanding <seeing> and <seeing-knowing>; empirical data
to inspire and validate models is plentiful. A possible future model structure, DoTS 1.0, has
been sketched; a step towards it, DoTS 0.1, has been implemented and found coherent.
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