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Introduction
In many respects, the human species is extraordinary in the animal kingdom.
Humans show an impressive ability to reason about the world around them, even
when parts of the world are not immediately observable to them. Human reasoning also extends to the minds of others in the form of theory of mind (Premack &
Woodruff, 1978), which is the ability to attribute mental states, such as beliefs,
desires, goals, and intentions, to oneself and to others. Theory of mind allows
people to appreciate that others may have beliefs that are different from their
own, but also to identify with a character from a book or a movie.
But the human ability to reason about other minds does not stop there. People
do not only use theory of mind to predict and interpret the behavior of others
directly, but they can also reason about the theory of mind abilities of others
to form beliefs about the way others reason about unobservable mental content.
Second-order theory of mind allows people to tell jokes, firm in the belief that a
listener would understand that the speaker does not intend to convey an actual
fact or opinion. This recursive use of theory of mind, using theory of mind to
reason about theory of mind itself, allows humans to live in the complex world
they have created for themselves.
Although humans can reason using second-order theory of mind, there appear
to be no other species capable of this type of reasoning. In fact, to what extent
non-human species reason about the minds of other at all is controversial. The fact
that higher-order theory of mind (i.e., at least second-order) emerged for humans,
but not for other species, suggests that there may be environments in which the
ability to make use of higher-order theory of mind provides individuals with an
evolutionary advantage that offsets the costs of maintaining such a cognitively
demanding trait.
Using agent-based models, we aim to investigate which environments this may
be. Agent-based modeling is a simulation technique in which individual agents
act and interact based on their perception of their local situation and history. By
modeling agents that differ in their theory of mind abilities, we can determine to
what extent agents benefit from the use of higher orders of theory of mind. If
the use of higher orders of theory of mind is particularly beneficial for computa1
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tional agents in certain settings, this may point to a possible explanation for the
emergence of human higher-order theory of mind. In contrast, if an agent does
not benefit from using higher-order theory of mind in some settings, that setting
is unlikely to have contributed to the emergence of human higher-order theory of
mind.
The remainder of this introductory chapter provides the background of the
agent-based theory of mind research described in future chapters. We start by
giving a more detailed explanation of theory of mind and its different orders in
Section 1.1. Section 1.2 continues by contrasting two different perspectives on how
theory of mind can be realized, known as simulation-theory of mind and theorytheory of mind. Section 1.3 summarizes findings from theory of mind experiments
in humans, and discusses the development of theory of mind in children. The
human ability for higher-order theory of mind is well established, but for other
species, the question is whether they are even capable of reasoning using first-order
theory of mind. Section 1.4 discusses results from experiments with non-human
species. In particular, we discuss the literature concerning the theory of mind
abilities of primates and corvids.
A number of theories point to aspects of the environment that may have been
the main reason for the emergence of higher-order theory of mind in humans.
Section 1.5 gives an overview of these theories and their relation to the agentbased models of future chapters. Finally, Section 1.7 provides an outline of the
structure of this thesis.

1.1

What is theory of mind?

Theory of mind refers to an individual’s ability to reason about unobservable
mental content of himself and others (Premack & Woodruff, 1978). This ability
is also known as mentalizing, meta-representation (Pylyshyn, 1978), mindreading
(Apperly, 2010), the intentional stance (Dennett, 1987), social cognition or folk
psychology. Although someone without theory of mind can have beliefs, desires,
and intentions concerning the world and others around him, theory of mind allows
him to explicitly represent beliefs, desires, and intentions of others as well. Theory
of mind allows someone to judge the actions of others by their intention rather
than their outcome.
As mentioned before, humans have the ability to use their theory of mind
recursively and reason about the theory of mind abilities of others. One way
to characterize an individual’s theory of mind abilities is therefore the maximum
depth of recursive theory of mind at which he can still reason. In this characterization, zero-order theory of mind concerns only world facts, whereas (k + 1)st-order
theory of mind reasoning models kth-order theory of mind reasoning of an other
agents or oneself. For example, ‘Bob knows that Alice knows that he wrote a
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novel under pseudonym’ is a second-order attribution. In the language of epistemic logic (see, for example, Fagin, Halpern, Moses, & Vardi, 1995), this could
be expressed using the formula KBob KAlice p. In this section, we will take a closer
look at these different orders of theory of mind.
An individual without theory of mind abilities is said to be a zero-order theory
of mind agent. Although an individual with zero-order theory of mind cannot
reason about beliefs, desires, and intentions, this does not imply that such an agent
is capable only of simple, uncomplicated behavior. Even without theory of mind,
an individual can exhibit impressive memory skills (Van der Vaart, Verbrugge, &
Hemelrijk, 2012), the ability to learn general rules from observations (Carruthers,
2008), and engage in social interaction (Penn & Povinelli, 2007). However, without
the ability to attribute mental content to others, the individual can only interpret
others as ‘social tools’: highly sophisticated interactive elements that are likely to
produce a certain reaction in response to certain performed actions.
In contrast to a zero-order theory of mind agent, an individual that makes
use of theory of mind can reason about the beliefs, desires, and intentions of
both himself and others. If such an individual does not recognize that others
may have a theory of mind as well, he is said to be a first-order theory of mind
agent. First-order theory of mind allows agents to reason about facts such as
‘Alice believes that the box contains candy’ (Ka q) and use this information to
explain and predict the behavior of Alice. Additionally, first-order theory of mind
is needed to understand that the beliefs of others may be incorrect. This means
that first-order theory of mind is needed to try to deceive someone; although a
zero-order theory of mind agent can try to manipulate the actions of others, a
first-order theory of mind agent can also try to manipulate their beliefs.
An agent that understands that others can have a theory of mind as well makes
use of higher-order theory of mind. A second-order theory of mind (ToM2 ) agent,
for example, can reason using sentences such as ‘Alice knows that Bob knows
that she wrote a novel under pseudonym’ (Ka Kb p). Understanding this sentence
requires the reader to reason about an individual named Alice, who uses theory
of mind to attribute knowledge to Bob.
For each additional order of theory of mind k, an agent constructs an additional hypothesis and corresponding prediction about the behavior of others.
Importantly, this means that a ToMk agent has k + 1 predictions about the behavior of others. A ToMk agent therefore not only suffers the cost of calculating k
recursive steps of belief attribution, but is also confronted with uncertainty about
the order of theory of mind at which other individuals are currently reasoning.
In this section, we have characterized theory of mind agents by the maximum
level of theory of mind at which the agent can still reason. Although many mental
state attributions can be characterized by finitely many steps of recursive theory of
mind, this is not true for common knowledge and common belief, which are needed
to reason about, among others, conventions (Lewis, 1969; Van Ditmarsch, van
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Eijck, & Verbrugge, 2009; Gärdenfors, 2012). Common knowledge is more than
simply knowledge that is shared by a group of individuals. Common knowledge
of some fact requires an agent to know that the fact holds, but also to know that
all other agents know that there is common knowledge of the fact.
In the characterization we have adopted in this section, reasoning using common knowledge or common belief requires an agent to be able to use an infinite
number of theory of mind steps. That is, for a common belief in the fact ϕ,
agents need to believe the fact ϕ, but also that everyone believes the fact ϕ, that
everyone believes that everyone believes the fact ϕ, and continuing in this fashion ad infinitum1 . However, according to the fixed-point approach to common
belief, common belief in some convention is achieved when every agent believes
that there is common belief in the convention. The fixed-point approach allows
agents to reason about common beliefs without reasoning explicitly about beliefs
that are infinitely nested. In the remainder of this thesis, we only consider finite
orders of theory of mind.

1.2

Perspectives on theory of mind

When individuals make use of a theory of mind as described in the previous section, they attribute mental states such as beliefs, desires, and intentions to others,
but how these mental states are represented in the human mind has been the subject of discussion (Davies, 1994). Below, we discuss two of the most prominent
representations of theory of mind, known as theory-theory of mind and simulationtheory of mind.
According to theory-theory of mind, theory of mind involves the construction
of theories about the presence of abstract and unobservable entities called ‘mental
states’ in other individuals that relate to observable behavior through a system of
coherent rules (Premack & Woodruff, 1978; Gopnik & Wellman, 1992; Stanford
Encyclopedia of Philosophy, 1997a). The way that theory of mind goes beyond
associative learning is that theory of mind is not limited to making predictions
of behavior in previously observed situations. Rather, theory of mind allows an
individual to make predictions even in unfamiliar situations. Moreover, according
to theory-theory of mind, in cases in which empirical evidence does not fit the
theory of mind, such evidence may be even considered to be noise, and be disregarded. This would lead to inaccurate predictions that are typical for limited
use of theory of mind. For example, in one experiment, 3-year-old children were
shown a blue cup which was then placed behind a screen (Flavell, Flavell, Green,
& Moses, 1990). After this, an experimenter entered the room and explicitly said
1

Note that this is not the formal definition of common belief. For a complete overview of the
axioms and rules of induction leading to the construction of a common belief, see (Dunin-Kȩplicz
& Verbrugge, 2010, Chapter 2).
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that she could not see the cup, but that she believed the cup to be white. When
the children were asked about the beliefs of the experimenter, the children could
therefore simply repeat the words of the experimenter and report that she thought
the cup was white. Instead, 3-year-old children ignored what the experimenter
had actually said and insisted she would think the cup was blue. According to
theory-theory of mind, this shows that 3-year-old children have a theory about
the world around them that does not allow for false beliefs, and therefore ignore
the empirical evidence to the contrary. Although children eventually adapt their
theories based on new information, they only do this once a generous amount of
evidence exists against their current theory.
Simulation-theory of mind proposes an alternative representation of theory of
mind in humans. Instead of building a theoretical model, simulation-theory holds
that humans use their own mind as a bootstrap to understanding the minds of
others (Stanford Encyclopedia of Philosophy, 1997b). According to simulationtheory of mind, people model the other’s viewpoint as if it were their own, selecting
the appropriate inputs for their own mind to describe what they believe to be an
accurate representation of the situation faced by the other. By considering this
viewpoint as if it was their own, their mind acts as a simulator for the mind of the
other, and they may predict the actions of the other by interpreting the simulated
mental content generated by their own mind.
Simulation-theory of mind finds support in the discovery of a ‘mirror neuron
system’ (Gallese, Fadiga, Fogassi, & Rizzolatti, 1996; Rizzolatti, Fadiga, Gallese,
& Fogassi, 1996; Rizzolatti, Fogassi, & Gallese, 2001) of brain areas that is recruited both when performing a certain goal-directed action as well as watching
someone else perform a similar action. Similarly, the sight of a facial expression
of disgust activates areas of the brain that are also recruited when experiencing
disgust (Phillips et al., 1997). Interestingly, mirrored empathy-related feelings in
response to seeing someone in pain can be reduced significantly when the observer
considers the person in pain to be unfair or disagreeable (Singer et al., 2006).
The mirror neuron system may indicate that humans indeed use the same
system for both performing and observing an action, thereby understanding an
observed action as if it was performed by themselves. Through this understanding, the mirror neuron system may also play a role in coding the intention of
observed actions (Umiltà et al., 2001; Iacoboni et al., 2005), which in turn may
indicate that humans achieve theory of mind by simulating others in their own
mind. However, the mirror neuron system proves ineffective in determining which
areas are associated with attributing mental states other than intention. Beliefs
and desires, for example, cannot be mirrored unless they are identifiable by a
behavioral process (Goldman, 2009). Moreover, some data suggest a high level of
abstraction in the mirror neuron system, such as certain regions that react to both
hand and mouth movements (Gallese et al., 1996). Such findings have raised concerns on whether the associated region is actually evidence of simulation-theory,
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and whether there may be alternative interpretations of the mirror neuron system (Mahon & Caramazza, 2008; Hickok, 2009; Caramazza, Anzellotti, Strnad,
& Lingnau, 2014; Hickok, 2014).
The difference between theory-theory and simulation-theory of mind is that according to theory-theory, theory of mind is a syntactic, rule-based system, while
simulation-theory claims theory of mind makes use of simulation to project an
agent’s own mental states onto others. Theory-theory of mind states that humans have an understanding of the workings of the minds of others in the form
of a rule-based theory. Individuals learn and adapt this theory themselves, giving
them a deep understanding of the governing system of mental states. Simulationtheory of mind, on the other hand, treats the mind as a ‘black box’. Individuals
predict the mental content of others by selecting the relevant parts of the observable world that correspond to the situation faced by the other, and simulate
the decision-making process of the other using their own mind as a simulator.
Since individuals use their own mind as a simulator, simulation-theory of mind
predicts that individuals can accurately predict their own mental content for any
hypothetical scenario for which they can accurately represent the inputs for their
mind simulation. For example, individuals would be able to accurately predict
whether they would consider some behavior to be inappropriate.
Brain imaging has identified several brain regions that have been linked to the
use of conscious reflection on mental states of others, such as deciding which gift
would be better suited for a foreign colleague or attributing false beliefs (Saxe,
2005; Amodio & Frith, 2006). However, it remains unknown whether this is caused
by a simulation process or by the use of a rule-based system to predict the mental
states and behavior of others.
Although theory-theory and simulation-theory originally were competing explanations for theory of mind, hybrid approaches have recently received more
attention (Nichols & Stich, 2003; Leslie, Friedman, & German, 2004; Perner &
Kühberger, 2005; Goldman, 2006; Apperly & Butterfill, 2009; Apperly, 2010; Pynadath, Rosenbloom, Marsella, & Li, 2013; Heyes & Frith, 2014). Such hybrid
approaches typically separate theory of mind into two systems similar to dual
process theory (Evans, 1984), which includes a fast, automatic, and efficient system and a slow, dynamic, and deliberate system. Simulation-theory of mind is
typically represented as the fast and efficient system, which may be implicit and
not under conscious control. Theory-theory of mind, on the other hand, is often
supposed to be achieved through the slow and deliberative process of mental state
attribution, which requires conscious effort.
The existence of two separate systems of mental state attribution finds its
support in several lines of research. In studies into the development of theory of
mind in young children, for example, children show behavior consistent with correct application of theory of mind before they are able to give verbal answers that
are consistent with theory of mind reasoning. Similarly, experimental evidence
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1.3

Theory of mind in humans

The previous section outlined how the different orders of theory of mind are
defined. In this section, we discuss some of the experimental evidence for theory of
mind reasoning in humans. In particular, we take a closer look at the development
of theory of mind in children and the limits of theory of mind reasoning of adults.
We also discuss how theory of mind reasoning in strategic games differs from other
domains. Finally, we also consider the insights from a number of computational
cognitive models for theory of mind in humans.

1.3.1

Development of theory of mind reasoning

The ability to reason using first-order theory of mind is typically tested using the
false belief task (Wimmer & Perner, 1983). Passing this task is considered to be
convincing evidence that the participant is able to reason about the knowledge
and ignorance of others. The most common implementation of the false belief
task is through the Sally-Anne test (Baron-Cohen et al., 1985), which is depicted
in Figure 1.1. In this test, the participant is shown how one of the actors, Sally,
places a marble inside a basket, in which the marble is out of sight of all actors
and the participant. Sally then leaves the scene. Next, the second actor, Anne,
moves the marble from the basket into a box. When Sally eventually returns to
the scene, the participant is asked where Sally will look for her marble.
Passing the Sally-Anne task requires a participant to understand that Sally
does not know that the marble is in the box, but mistakenly believes that it is still
in the basket where she put it. The false belief task shows that children develop
the ability to reason using first-order theory of mind between the ages of three
and five (Wimmer & Perner, 1983; Wellman, Cross, & Watson, 2001). However,
even when children in this age range fail to pass the false belief task, experimental
evidence shows that some of these children reliably look towards the correct location (Clements & Perner, 1994). Moreover, children that display this anticipatory
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suggests that adults may have a fast and efficient theory of mind system that is
sensitive to the perspective of others. In Section 1.3, we will discuss these studies
in detail.
In the agent model described in this thesis, theory of mind agents make use
of simulation-theory of mind. A theory of mind agent takes the perspective of
another player, and determines what his own decision would be if the agent had
been in the position faced by that player. Using the implicit assumption that
other players’ thought processes can be accurately modeled by his own thought
process, the agent then predicts that the other player will make the same decision
the agent would have made if the roles were reversed.
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Figure 1.1: The Sally-Anne test depicted here is an example of a false belief task. In it,
participants view a story in which Sally holds a false belief about the location of a marble.
Passing the false belief task, by reporting that Sally would look for her marble in the basket
first, is considered to be convincing evidence for the ability to make use of first-order theory of
mind. Reprinted with permission from Baron-Cohen et al. (1985), artwork by Axel Scheffler.

looking behavior can be trained to pass the false belief task (Clements, Rustin,
& McCallum, 2000; Lohmann & Tomasello, 2003; Hale & Tager-Flusberg, 2003).
This suggests that children may have an implicit understanding of the beliefs of
others before they are able to report on that understanding explicitly (Garnham &
Ruffman, 2001; Ruffman, Garnham, Import, & Connolly, 2001; Wang, Low, Jing,
& Qinghua, 2012). The distinction between implicit and explicit understanding
of false beliefs has been taken as support for a two-systems approach of theory of
mind (see Section 1.2).
Although children below the age of three do not show anticipatory looking
behavior consistent with implicit false belief understanding (Clements & Perner,
1994), infants as young as 15 months old have been claimed to have implicit
knowledge of false beliefs (Onishi & Baillargeon, 2005). In a non-verbal false
belief task, infants watched an adult actor hide a toy in one location, which was
then moved to a second location while the actor was absent. After returning,
the actor reached into one of the two locations. Infants that see the actor reach
into the box that is inconsistent with the actor’s beliefs about the location of the
toy look at the scene longer than infants that see behavior consistent with the
actor’s beliefs. Infant looking behavior in response to a violation of expectation
has since been shown in a wide variety of situations and ages (Surian, Caldi, &
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1.3.2

Adult theory of mind reasoning

Although adult participants typically make no errors in second-order false belief
tasks, their use of theory of mind in other settings is generally not without errors.
For example, adult participants often fail to reason about the knowledge of others
in the director game (Keysar, Lin, & Barr, 2003). In this game, a participant
moves around objects in a grid according to the instructions of a director. Crucially, one object is hidden in a bag. The participant knows the content of the
bag, but the director is purported to be misinformed about the content. In the
critical instruction, the director instructs the participant to move an object (e.g. a
tape) that refers to one of the objects in the grid (videotape), but could also refer
to the object in the bag (roll of tape). A significant portion of the participants
fails to apply first-order theory of mind by first trying to move the bag.
In addition, adults that pass the false belief task still suffer from the so-called
curse of knowledge (Birch & Bloom, 2007). That is, adults’ judgments of the
beliefs of others are influenced by their own knowledge of the true state of the
world. In an adjusted false belief task, participants saw a character named Vicki
playing the violin among four colored containers. Participants were told that
Vicki placed her violin in the blue container. While Vicki was absent, a second
character named Denise moved the violin to a new container. After she had done
so, Denise rearranged the containers so that the red container now stood where
the blue container had been originally. When Vicki returned to get her violin,
participants were then asked to judge the probabilities that she would look for
her violin in each of the four containers. Interestingly, participants that were told
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Sperber, 2007; Träuble, Marinović, & Pauen, 2010; Yott & Poulin-Dubois, 2012;
Kovács, Téglás, & Endress, 2010). However, there is no consensus on whether
or not this constitutes implicit knowledge of false beliefs. Instead, infants may
rely on statistical learning of behavior without attributing mental states to others
(Sabbagh, Benson, & Kuhlmeier, 2013; Ruffman, 2014).
The ability to make use of second-order theory of mind develops a few years
after first-order theory of mind, between the ages of five and nine (Perner &
Wimmer, 1985; Sullivan, Zaitchik, & Tager-Flusberg, 1994; Miller, 2009, 2012),
although children can be trained in their use of second-order theory of mind in
false-belief tasks when they are five years old (Arslan, Verbrugge, Taatgen, &
Hollebrandse, 2014, 2015). At age eleven, children mostly master first-order and
second-order theory of mind, but not higher orders of theory of mind (Liddle &
Nettle, 2006). Adults perform much better than chance for orders of theory of
mind up to fourth-order, which shows that theory of mind abilities continue to
develop in teenage years. Even for adults, however, error rates increase dramatically when participants are asked to reason using orders of theory of mind beyond
the fourth (Kinderman, Dunbar, & Bentall, 1998; Stiller & Dunbar, 2007).
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(a) Congruent perspectives

(b) Incongruent perspectives

Figure 1.2: In the dot perspective task, participants are faster in confirming that there are two
dots in the scene when an avatar sees the same number of dots (a) than when the avatar sees a
different number of dots (b). Reprinted with permission from Santiesteban et al. (2014).

that Denise had moved the violin to the red container assigned a significantly
higher probability to Vicki looking for her violin there than participants that had
not been told where Denise had left the violin. That is, participants’ judgments
were influenced by their own knowledge of the actual location of the violin.
Results from the director game and the curse of knowledge show that adult
use of theory of mind is neither an automatic nor a flawless process. However,
other experimental evidence suggests that adults are sensitive to the perspective
of others in an involuntary and automatic way. Taken together, these results
support a two-systems interpretation of theory of mind (see Section 1.2). In the
dot perspective task (Samson, Apperly, Braithwaite, Andrews, & Bodley Scott,
2010), participants are first presented with a digit. Immediately after, they see a
picture in which a human-like avatar is standing in a room with dots on the walls
as depicted in Figure 1.2. The results show that participants are slower to confirm
that the digit corresponds to the number of dots in the picture if the avatar is
facing fewer dots (Figure 1.2b) than when th avatar sees the same number of dots
as the participant (Figure 1.2a). That is, the perspective of the avatar seems to
interfere with the participants, even if the participants do not need to take the
perspective of the avatar into account.
Similar results show that participants also experience interference from triangles when they are presented as agents (Zwickel, 2009). While viewing a video of
triangles that move in a goal-directed way (see Abell, Happé, & Frith, 2000), a dot
occasionally appeared on screen to the left or the right of a triangle. The participant’s task was to report the position of the dot relative to the triangle from their
own perspective. Similar to the results of the dot perspective task, participants
were slower to respond when the perspective of the dot and the participant were
incongruent (i.e., when the triangle was facing down). Crucially, this effect did
not occur when participants saw individual images rather than viewing the video.
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1.3.3

Theory of mind in strategic games

Interestingly, experimental evidence has shown that adults have difficulty applying theory of mind in strategic games such as the matrix game (Hedden & Zhang,
2002). The matrix game is played by two players over a maximum of three sequential moves on a 2-by-2 matrix. The two players alternate in deciding whether
to move one step anti-clockwise or to stop the game. The object of the game is
to stop the game on the cell that has the highest possible personal payoff. To
achieve the best possible outcome, the first player would therefore have to predict
the decision of the second player, which in turn relies on the prediction of what
the second player would predict that the first player would do in the final move.
The results from the matrix game contrast sharply with those from false belief
tasks. At the start of the experiment, only 25% of the adults participants’ answers
correspond to correct use of second-order theory of mind in the first test block.
Over time, this percentage increased to 60-70% at the end of the experiment.
These results suggest that participants do not spontaneously use second-order
theory of mind in strategic games, but adjust their behavior over time. However,
the effect is partially explained by the training phase (Flobbe, Verbrugge, Hendriks, & Krämer, 2008). In the training phase of the matrix game, participants
saw games that were selected so that first-order and second-order theory of mind
resulted in the same decision. Participants may therefore have learned to use the
cognitively less demanding first-order theory of mind to play the game during the
training (Flobbe et al., 2008).
In a task logically equivalent to the matrix game, participants were presented
with a concrete setting of driving a car (Flobbe et al., 2008). In this experiment,
items that required second-order reasoning were visually different from those that
required first-order reasoning. In contrast to results from the matrix game, 75%
of adult participants’ answers corresponded to correct application of second-order
theory of mind. These results show that although many adult participants spontaneously behave in a way that is consistent with second-order theory of mind
reasoning, their performance is lower than on false belief tasks.
The difficulty of using theory of mind in strategic games is also apparent as a
developmental lag in children. Although results from the false belief task suggests
that children acquire the ability to reason using theory of mind between the ages of
three and five, these children fail to anticipate deceptive behavior of other players

Chapter 1

Although these results suggest that adult participants experience interference
from the perspective of other agents, this interference may be caused by something different than a fast and automatic theory of mind system. According to
alternative submentalizing account (Heyes, 2014), for example, the fast and efficient system described by these experiments does not represent theory of mind,
but a more domain-general skill.
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(a) Zero-order

(b) First-order

(c) Second-order

Figure 1.3: In the marble drop game, players that control the blue gates aim to make the white
marble drop in the bin with the darkest possible shade of blue marble, while players controlling
the orange gates aim for the darkest possible shade of orange. To make an informed decision at
the first set of trapdoors, a player should make a prediction of player behavior at later trapdoors.
Dashed lines indicate the trapdoors that should be removed to obtain the maximum possible
payoff in these games. Reprinted with permission from Meijering et al. (2012).

in a competitive game (Sher, Koenig, & Rustichini, 2014). Similarly, although
children between the ages of 8 and 10 reliably pass the second-order false belief
task, their performance in strategic games that require second-order theory of
mind reasoning is only slightly better than chance (57%) (Flobbe et al., 2008).
Adult use of theory of mind in strategic games has been extensively investigated in the setting of the marble drop game (Meijering, van Maanen, van Rijn,
& Verbrugge, 2010; Meijering, van Rijn, Taatgen, & Verbrugge, 2011; Meijering
et al., 2012; Meijering, Taatgen, van Rijn, & Verbrugge, 2014; Meijering, 2014),
which is logically equivalent to the matrix game. Figure 1.3 shows a number of
example games with increasing difficulty. The marble drop game is played by two
players, the ‘blue’ player who controls the blue trapdoors and the ‘orange’ player
who controls the orange trapdoors. Each player aims to make the white marble fall
into the bin with the darkest possible shade of his or her own color marble. Similar
to the matrix game, the blue player’s first choice in Figure 1.3c depends on what
the blue player believes that the orange player would do, should the blue player
decide to open the right trapdoor, which in turn depends on what the orange
player believes the blue player would do in case the orange player chooses to open
the rightmost orange trapdoor at the second junction. That is, the blue player
would need to use second-order theory of mind to make an informed decision at
the start of the game.
In the marble drop game, up to 94% of participant responses correspond to
correct application of second-order theory of mind reasoning (Meijering et al.,
2010), depending on procedural properties of the task such as instructions and
training items (Meijering et al., 2011; Meijering, Taatgen, Van Rijn, & Verbrugge,
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1.3.4

Computational cognitive models
of human theory of mind

The empirical results discussed in the previous sections show that human theory
of mind is a complex skill. Even though infants as young as 15 months old show
looking behavior that is consistent with theory of mind understanding, they are
unable to explicitly reason using this information until the age of three or four.
The ability to reason using higher orders of theory of mind even continues to
develop into teenage years. And although experiments with false belief stories
show that adults can reason at fourth-order theory of mind, other experiments
show that many adult reasoners fail to correctly apply first-order theory of mind
when it is appropriate to do so.
Research has shown that computational cognitive models can provide some
insight in the reasons for the development and variability of human theory of mind
abilities. The Prolog model CRIBB (Wahl & Spada, 2000) simulates the answers
of children in false belief tasks to examine the representational and operational
demands in theory of mind tasks. In this model, children fail the false belief task
due to limited processing capabilities. Although CRIBB does not model why or
how children reach incorrect answers, CRIBB accurately predicts that explaining
the behavior of others is more difficult than predicting the behavior of others
in second-order false belief tasks, but that there is no difference in difficulty in
first-order false belief tasks.
Whereas CRIBB assumes that children fail the false belief task because of limited processing capabilities, an alternative explanation suggests that young children hold incorrect world views. According to the Polyscheme/ToM model (Bello
& Cassimatis, 2006), three-year-old children relate the behavior of others to per-
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2013). Interestingly, participants’ predictions of the behavior of their opponent
were more consistent with the use of second-order theory of mind than their
subsequent decisions. That is, some participants decided in a way that was inconsistent with their beliefs about the behavior of their opponent. The main problem
of applying second-order theory of mind in strategic games may therefore be the
integration of second-order theory of mind reasoning into the decision-making
process (Meijering et al., 2011).
The marble drop game has also been used to determine whether the application
of theory of mind requires additional cognitive resources. Experiments with the
marble drop games have also shown that participants take longer and make more
errors when making a decision from the perspective of the other player than
making the same decision from their own perspective (Meijering, 2014, Chapter
3). This shows that theory of mind involves more than simply making a decision
in the perspective of an opponent.
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ception, while four-year-old children relate the behavior of others to mental states.
Rather than modeling the development of theory of mind, the Polyscheme/ToM
model allows experimenters to determine to what extent children need theory of
mind to successfully pass a task.
The probabilistic programming language Church (Stuhlmüller & Goodman,
2014; Goodman, Mansinghka, Roy, Bonawitz, & Tenenbaum, 2008) also does not
take resource constraints into account. Instead, children’s failure to pass the false
belief task are explained through a lack of experience. False belief reasoning
is realized as rational use and revision of a theory about the world outside the
agent (Goodman et al., 2006). According to this account, young children fail the
false belief task because they hold a simple world view that does not allow for
individual beliefs. Only when enough evidence is accumulated to reject this world
view, the child revises his or her theory to allow for the perspectives of other
agents. The model therefore predicts that given enough experience, two-year-old
children would be able to learn theory of mind reasoning as well.
Arslan, Taatgen, & Verbrugge (2013) implemented a similar idea in ACT-R
(Anderson, 2007), a cognitive architecture that combines symbolic with subsymbolic components. Although most cognitive models of theory of mind development
focus on the development of first-order theory of mind, Arslan et al. also include
the acquisition of second-order theory of mind. Agents start out with the simplest
possible world view by reasoning from their own perspective only. As the agent
accumulates evidence that this view is incorrect, it switches to increasingly more
sophisticated world views. As a result, the model predicts that children that pass
the first-order false belief task, but fail the second-order false belief task, will give
an answer that corresponds to the use of first-order theory of mind rather than
answering from their own perspective.
Hiatt & Trafton (2010) combine the ideas that children have limited processing
abilities and limited experience so that in their model of the development of firstorder theory of mind, agents mature and learn simultaneously. The model makes
use of the cognitive architecture ACT-R to learn the correct response to the false
belief task, while an agent’s maturation determines what it can learn. This model
therefore predicts that children can be trained to pass the false belief task, but
only if they have reached the appropriate maturity.
In an attempt to model the transition from implicit to explicit understanding
of false beliefs, Berthiaume, Shultz, & Onishi (2013) model the false belief task
though a neural network. The network encoded the initial location and the final
location of the object, and whether or not the actor has seen the transfer of the
object from its initial location to the final location. When the model was trained
on more true-belief than false-belief examples, it displayed a transition similar to
the one observed in the false belief task. The model initially failed the false belief
task by ignoring the actor’s knowledge and always reporting the final location
of the object. After sufficient training, the model could accurately distinguish
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In this section, we have discussed some of the experimental evidence and cognitive
models of theory of mind reasoning in humans. In particular, we have looked at
the development of theory of mind reasoning in children as determined by false
belief tasks, the limits of theory of mind reasoning in adults, and the differences
between the false belief task and strategic games in terms of theory of mind
reasoning. In the next section, we will discuss the evidence for theory of mind
reasoning in non-human species.

1.4

Theory of mind in non-human species

The previous section shows that the human ability for theory of mind is well
established, both through verbal false belief tasks as well as strategic games.
However, there is little consensus on whether or not any non-human species can
reason about the mental states of others. One of the main issues in determining
non-human theory of mind is that it is not immediately clear how representations
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between true-belief and false-belief situations. However, although the network
successfully replicates developmental data from the false belief task, it is unclear
to what extent the network represents an explicit understanding of mental states
after training (Ruffman, 2014).
Rather than explaining the developmental path of theory of mind understanding, Arslan, Wierda, Taatgen, & Verbrugge (2015) construct a model to determine
to what extent the false belief task relies on complex working memory strategies.
Arslan, Wierda, et al. model two tasks that differ in their demands on working
memory capacity. The pencil task a simple working memory task in which a participant only has to count the number of pencils of a given type. The marbles task
is a more complex working memory task in which participants have to determine
whether two bags of marbles contain the same number of marbles of any one color.
Arslan, Wierda, et al. model these two tasks in ACTransfer (Taatgen, 2013), an
extension of ACT-R, to determine whether training on one of these tasks improves
performance on the false belief task. The results show that performance on the
first-order false belief task benefits more from training with the marbles task than
from training with the pencil task. This suggests that completing the false belief
task requires working memory strategies that are more complex than those of the
pencil task.
Pynadath et al. (2013) show how a two systems approach to theory of mind
reasoning can be implemented in the cognitive architecture and system Sigma
(Rosenbloom, 2013). Pynadath et al. show that in Sigma, theory of mind can be
modeled both as a fast, automatic process as well as a slow, deliberative process.
This two systems approach to theory of mind can offer an explanation for some
of the variability of human theory of mind abilities.

Chapter 1

16

1.4. Theory of mind in non-human species

of the mental states can be measured through nonverbal means. That is, it is
unclear what kind of behavior an animal should exhibit before it is convincingly
shown that it makes use of theory of mind. Critics of experiments that claim to
show animal theory of mind experimentally state that the observed behavior could
also be the product of simpler cognitive processes, such as associative learning or
stress (Penn & Povinelli, 2007; Carruthers, 2008; Van der Vaart et al., 2012).
Many species have been proposed as possible candidates for theory of mind
abilities. This includes primates (Tomasello, 2009; Schmelz, Call, & Tomasello,
2011; Burkart & Heschl, 2007), but also goats (Kaminski, Call, & Tomasello,
2006), dogs (Call, Bräuer, Kaminski, & Tomasello, 2003), and corvids (Clayton,
Dally, & Emery, 2007; Bugnyar & Heinrich, 2005) have been suggested to be
able to take the perspective of others into account. In this section, we present
behavioral experiments to test the extent of an animal’s ability to make use of
theory of mind. We focus our discussion on two groups of animals, primates and
corvids, and conclude with a discussion on computational models for non-human
theory of mind.

1.4.1

Primates

As the closest relatives to humans, primates, and especially great apes, have been
involved in many experiments with the goal of finding out whether or not nonhuman species have the ability to attribute mental states to others or themselves.
In an attempt to show that primates exhibit metacognition, the ability to reason about their own beliefs, Shields, Smith, & Washburn (1997) let chimpanzees
decide whether two blocks on a computer screen had the same pixel density. Subjects were rewarded for correct judgments, but punished for incorrect ones. Subjects also had the option of skipping a trial, which provided no reward or penalty.
After training, rhesus macaques mainly chose the opt-out if the presentation of
the stimulus provided little information on the correct response. Although this
may be due to rhesus macaques reasoning about the accuracy of their own beliefs
using first-order theory of mind (Shields et al., 1997), the monkeys may also have
learned a task-specific response (Metcalfe, 2003; Shettleworth & Sutton, 2003).
A series of increasingly sophisticated experiments with rhesus macaques shows
that the monkeys learn a transferable skill (Hampton, 2001; Son & Kornell, 2005;
Kornell, Son, & Terrace, 2007). Once this skill has been learned, subjects used
the concept of an opt-out in other tasks as well. These results suggest that rhesus
macaques may reason about the accuracy of their beliefs.
However, Carruthers (2008) argues that although the rhesus macaques had
derived a general rule across different tasks, the experiment only shows that these
monkeys have beliefs and desires, but not that they represent these desires and
beliefs explicitly in their mind. The strong desire to obtain the reward motivates
the subject to give a response when it strongly believes that response will yield a
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reward. However, when its beliefs concerning the correct response are weak, the
desire to avoid penalty would motivate the monkey to choose the opt-out instead.
According to this line of thought, individuals have beliefs at varying degrees of
strength or certainty, but they need not be aware that they do.
To test primates on their ability to reason about false beliefs, several nonverbal
versions of the false belief task have been suggested to test primate theory of
mind. However, primates consistently perform poorly on false belief tasks across
a wide variety of settings. In a cooperative version of the false belief task (Call
& Tomasello, 1999), a reward was hidden in one of two identical containers. An
adult communicator observed the hiding process and marked the container with
the reward with a marker. In the crucial false belief task, the communicator did
not see that the containers were switched between the hiding process and the
marking process. Although five-year-old children were able to pass the nonverbal
false belief task, no ape succeeded.
Because apes typically perform poorly in cooperative contexts, the experiment was repeated in different settings. However, children consistently displayed
an understanding of false beliefs, while apes did not, when they had to compete
with a human adult (Krachun, Carpenter, Call, & Tomasello, 2009), a conspecific
(Kaminski, Call, & Tomasello, 2008), and in a more neutral setting Krachun, Carpenter, Call, & Tomasello (2010). These results suggest that non-human primates
do not reason about false beliefs, and therefore do not have a complete first-order
theory of mind the way humans have.
To determine the extent of chimpanzee understanding of beliefs held by others, Hare, Call, Agnetta, & Tomasello (2000) kept two chimpanzees in separate
chambers on either side of a staging area. From its chamber, the subordinate of
the two chimpanzees could see where food items were hidden, and whether or not
the dominant chimpanzee in the other chamber could see the food as well. When
released, the subordinate would go after the food more often when the dominant
had been unable to see the food being hidden than when the dominant had been
allowed to watch (Hare et al., 2000; Hare, Call, & Tomasello, 2001). These results
suggest that chimpanzees are able to distinguish dominant chimpanzees that are
knowledgeable from those that are ignorant about the food items.
Burkart & Heschl (2007) show similar results when they replicated the experimental setup with marmoset monkeys. When a subordinate monkey could
see two pieces of food while the dominant only saw one, the subordinate monkey
reliably chose to approach the hidden piece of food. Interestingly, in control trails
in which the dominant monkey saw two pieces of food while the subordinate saw
only one, the dominant monkey did not display a preference for the freely visible
food. That is, dominant monkeys did not make strategic use of their knowledge
of the visual access to food items of the subordinate monkey.
In a set of experiments, Burkart & Heschl report that marmosets’ understanding of barriers is not transferable to new situations (Burkart & Heschl, 2006,
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2007). In their experiment, a board was fitted with six food containers, three on
each side of the board. One of the containers was baited with a food item. To
provide a cue as to where the food was hidden, a human experimenter stood on
one side of the board and looked at the baited container. Although marmosets
are capable of following the gaze of human experimenters and use this as a cue to
find hidden food (Burkart & Heschl, 2006), marmosets failed to take the barrier
into account (Burkart & Heschl, 2007). The monkeys showed a preference for
selecting a container that was in the direction looked at by the experimenter, but
they did not preferentially choose the container on the same side of the board as
the experimenter. That is, although the macaques took the gaze direction of the
experimenter as a cue, they did not take into account that the experimenter could
not look through the board.
Burkart & Heschl conclude that marmoset monkeys do not have a true understanding of visual access. Rather, subordinate marmosets treat food that a
dominant monkey has looked at as possession of that dominant animal, in the
sense that it is unlikely that the subordinate will be able to obtain the food item
without a fight. As a result, the experiment does not show whether or not subjects
are using a theory of mind.
Chimpanzees typically perform better in competitive tasks than in cooperative
tasks; when the task requires them to compete with others, chimpanzees tend to
show more intelligent behavior and understanding of the task than when the task
is cooperative in nature (Crawford, 1937, 1941; Chalmeau, 1994; Chalmeau &
Gallo, 1995; Hare & Tomasello, 2004). However, social tolerance appears to be
an important factor in cooperation in primates (Melis, Hare, & Tomasello, 2006b;
Hare, Melis, Woods, Hastings, & Wrangham, 2007); partners that are more likely
to share food outside the experimental setup are also more likely to complete a
cooperative task in the laboratory. Under the right conditions, chimpanzees also
show that they understand when collaboration is required to perform a task, as
well as a preference for collaboration partner if such a choice exists (Melis, Hare,
& Tomasello, 2006a).
Melis, Hare, & Tomasello (2009) follow up on this by facing pairs of chimpanzees with a conflict of interest. A pair of chimpanzees is given a choice of
two cooperative tasks: one of the tasks yields both chimpanzees an equal share
of the reward, while the other provides the chimpanzees with unequal shares of
the reward. Chimpanzees generally succeeded in coordinating on completing one
of the tasks. Although pairs typically cooperated on the unequal shares task in
favor of the dominant animal, the subordinate sometimes succeeded in convincing
the dominant to solve the equal reward task instead. Interestingly, none of the
subjects made any communicative attempt to recruit the other for their preferred
task and instead ‘negotiated’ by waiting for the other to join their efforts.

1.4. Theory of mind in non-human species

Corvids

In addition to primates, corvids have also received a lot of attention in the search
for non-human theory of mind abilities. Especially the food caching behavior of
ravens and scrub jays has been the subject of scientific research. Like most corvids,
ravens and scrub jays save food for later by hiding it under ground. However, this
creates an incentive for individuals to pilfer the caching sites of others rather than
search and hide food for themselves. To protect their food caches, these birds
show a high degree of intelligent behavior when they hide, retrieve and re-hide
caches of food.
For example, ravens that previously stored food selectively retrieved those
caches that they had hidden in the presence of another bird (Bugnyar & Heinrich,
2005) and can discriminate which caches have been seen by different onlookers
(Bugnyar, 2010). Similarly, scrub-jays selectively retrieved and re-cached food
from caches which had been observed by others (Dally, Emery, & Clayton, 2006),
but only when the bird had previously pilfered a cache himself (Clayton et al.,
2007). Corvids also prefer to hide their food far away from others or behind
barriers (Bugnyar & Kotrschal, 2002; Dally et al., 2006), and prefer to hide food
in quiet material rather than noisy material when they can hear other birds (Stulp,
Emery, Verhulst, & Clayton, 2009). This behavior seems to suggest that corvids
take the mental content of others into account (Grodzinski & Clayton, 2010). That
is, it suggests that corvids believe that if they cache food in sight of a competitor,
the competitor knows where the food is hidden and intends to steal it for itself.
Corvids also show signs of active deception. For example, ravens that knew the
location of a hidden food cache delayed pilfering when confronted with the bird
that stored the food. Instead, they engaged in searching behavior in a different
location (Bugnyar & Kotrschal, 2002; Bugnyar & Heinrich, 2006).
Bugnyar & Kotrschal (2004) presented ravens with the challenge to find hidden
food among color-marked clusters of artificial food caches. At the start of the
experiment, a subordinate male found most of the food for himself. In response,
the dominant male began to displace the subordinate from uncovered food caches
to steal the food. The subordinate then employed the strategy of uncovering
caches in clusters of empty caches, luring the dominant away from the rewards.
Seed, Clayton, & Emery (2008) show that rooks show skills in spontaneous
cooperative problem solving similar to chimpanzees, while tolerance between the
partners is of less importance. Unlike chimpanzees, however, Seed et al. report
that rooks fail to recognize that a task requires cooperation. When faced with
a feeding plank that required two individuals to operate, rooks did not wait for
their partner to enter before trying to move the plank. Similarly, when tested
alone, the majority of the subjects did not prefer an apparatus that they could
operate on their own over one that required the help of a partner.
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1.4.3

Computational models of non-human theory of mind

The behavior of primates and corvids described above suggests that these animals
may take some mental content of others into account. Although there is support
for this conclusion (Premack, 2007; Seed & Tomasello, 2010; Byrne & Bates, 2010),
primates and corvids may also rely on behavioral rules that they learned from
previous experience (Penn & Povinelli, 2007; Bugnyar, Stöwe, & Heinrich, 2007;
Lurz, 2009; Shettleworth, 2010; Lurz, Kanet, & Krachun, 2014). For example, if
a scrub jay decides to re-cache a worm, it may do so because it believes some
competitor knows the location of the worm, or because it saw a competitor while
caching the worm (Penn & Povinelli, 2007). In the second case, rather than
attributing mental states to a competitor, the scrub jay reasons solely from its
own experience.
Computational agent-based modeling of animal behavior provides a helpful
tool in testing and interpreting the results of experimental paradigms (Van der
Vaart & Verbrugge, 2008; Van der Vaart & Hemelrijk, 2014; Allen, 2014; Lurz,
2014). Through agent-based modeling, Van der Vaart et al. (2012) demonstrate
that simple behavioral rules can be used to obtain results similar to those found
in corvids. In their model, virtual birds experience stress from finding an empty
cache, as well as the presence of onlookers. This stress results in a desire to cache
more food. This simple mechanism replicated behavior of real scrub jays, which
keep re-caching previously cached food items in the presence of onlookers (Dally,
Emery, & Clayton, 2005) and after the onlooker had been removed (Emery &
Clayton, 2001). The interaction between stress, imperfect memory, and a desire to
cache away from onlookers also explained why scrub jays preferentially re-cached
from locations closer to competitors (Dally et al., 2006).
In this section, we have discussed some of the evidence for theory of mind reasoning in non-human species, in particular primates and corvids. Although some
experiments suggest that primates and corvids may consider the mental states
of others, it turns out that sophisticated behavioral learning techniques cannot
be excluded as a possible explanation. There appears to be no clear indication
that any species other than humans is capable of false belief understanding and
reasoning using higher orders of theory of mind.

1.5

The function of theory of mind
and its higher orders

Based on our review of the experimental literature of theory of mind understanding, both empirically and computationally, we find that although humans have
a well-established ability to reason using higher orders of theory of mind, there
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1.5.1

The Machiavellian intelligence hypothesis

Although living in a social group conveys many possible advantages, such as
reducing the risk of predation and hunting prey cooperatively, living close to
conspecifics also increases direct competition for resources. One hypothesis for the
emergence of theory of mind, the Machiavellian intelligence hypothesis, focuses on
this competitive aspect of living in a social group (Byrne & Whiten, 1988; Whiten
& Byrne, 1997). According to this hypothesis, the main driving force behind social
cognition is Machiavellian intelligence2 , which refers to the individual’s ability for
deception and social manipulation (Byrne & Whiten, 1988). In essence, this means
that the individual with the highest social intelligence can deceive and manipulate
with the highest efficiency, while maintaining high reputation and trustworthiness
(Krebs & Dawkins, 1978). Machiavellian intelligence may therefore be a driving
2

In the literature, Machiavellian intelligence is also used as a general term for social intelligence. In this work, however, we use the more restrictive term associated with competitive
social intelligence.
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seems to be no other species capable of doing the same. This difference raises
the question of why this cognitively demanding skill emerged for humans. Natural selection is remarkably ruthless in its efficiency. Costly features that bring
no benefit to a species are often quickly pruned in favor of less costly or more
advantageous features. The evolutionary advantage of the use of theory of mind
should therefore be fairly high, given the cost of maintaining a brain capable of
doing so (Aiello & Wheeler, 1995).
In this section, we discuss several explanations for the human ability for higherorder theory of mind. Each of these hypotheses can be considered to be a special
case of the social brain hypothesis (Dunbar, 1998a,b), which suggests that the complexity of social life requires social animals to develop larger brains (cf. Humphrey,
1976). Indeed, primate studies show that the size of the neocortex as a proportion
of total brain size grows with many indicators of social complexity, such as group
size (Dunbar, 1992), grooming clique or social network size (Kudo & Dunbar,
2001), and the occurrence of social play (Lewis, 2000). For non-primate species,
brain size correlates with complex social activities such as the forming of longterm
pair bonds (Emery, Seed, von Bayern, & Clayton, 2007; Dunbar & Shultz, 2007;
Dunbar, 2009; Shultz & Dunbar, 2010). We discuss three specializations of the
social brain hypothesis, known as the Machiavellian intelligence hypothesis, the
Vygotskian intelligence hypothesis, and the mixed-motive interaction hypothesis.
Each of these three hypotheses point to specific social settings that would require
individuals to be highly intelligent, and which may therefore have fostered the
evolution of higher-order social cognition in the form of a theory of mind. In later
chapters, we will put these hypotheses to the test using agent-based computational
models.
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force of social intelligence, as it favors the ones with the highest intelligence while
at the same time being detrimental to the ones with the lowest intelligence.
The concept of intentional deception presumes theory of mind, since an individual can only intentionally deceive a competitor if that individual understands
that the competitor has beliefs of its own, and that those beliefs may be incorrect. However, although a wide variety of deceptive behavior has been reported in
primates (Byrne & Whiten, 1992) and corvids (Bugnyar & Kotrschal, 2002), this
behavior is not necessarily motivated by theory of mind. Rather, this behavior
may be a product of associative learning (Penn & Povinelli, 2007; Dickinson, 2012;
Heyes, 2012). An individual may simply optimize the expected outcome given its
beliefs about the behavior of the competitor, without forming any beliefs about
the competitor’s goals of beliefs. For example, young children tell lies before they
develop theory of mind (Evans & Lee, 2013). It is therefore more likely that these
children are trying to avoid punishment by saying something they know to be
false rather than intentionally trying to deceive someone. Whether intentional
deception is common, or whether most activities that are interpreted as deception
are merely actions that have been learned to be successful, is therefore an open
question.
We take a closer look at the Machiavellian intelligence hypothesis in Chapter 2,
in which we determine the effectiveness of using increasingly higher orders of
theory of mind in competitive settings through agent-based models.

1.5.2

The Vygotskian intelligence hypothesis

Instead of focusing on competitive advantages, the Vygotskian intelligence hypothesis (Vygotsky, 1978; Moll & Tomasello, 2007; Herrmann, Call, HernandezLloreda, Hare, & Tomasello, 2007) emphasizes the cooperative aspects of intelligence. According to the Vygotskian intelligence hypothesis, cooperative social
interactions play a crucial role in the development of human cognitive skills such
as theory of mind. For example, human children learn and shape their cognitive
abilities through social interaction with others, as well as with the artifacts and
symbols others created for communal use (Vygotsky, 1978).
Although the Vygotskian intelligence hypothesis suggests that theory of mind
is necessary in some cooperative settings, simulation studies have shown that many
forms of cooperation can evolve using simple mechanisms (Boyd & Richerson,
1992; Boyd, Gintis, Bowles, & Richerson, 2003; Nowak, 2006; Sigmund, 2010; De
Weerd & Verbrugge, 2011; Gärdenfors, 2012; Van der Post, de Weerd, Verbrugge,
& Hemelrijk, 2013; Van der Post, Verbrugge, & Hemelrijk, 2015). Many animals
are known to engage in cooperative interactions without relying on higher-order
theory of mind (Dugatkin, 1997). For example, vampire bats are known to engage in reciprocal food sharing (Wilkinson, 1984), and studies have even revealed
cooperation in microorganisms (Crespi, 2001) in the form of cooperative foraging,
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1.5.3

The mixed-motive interaction hypothesis

A third hypothesis that specifically concerns higher-order theory of mind states
that higher orders of theory of mind may be needed for mixed-motive interactions
(Verbrugge, 2009). Such mixed-motive interactions involve both cooperative and
competitive elements, such as in negotiations or crisis management (Verbrugge,
2009; Van Santen, Jonker, & Wijngaards, 2009). Individuals interacting in the
setting of a mixed-motive situation cooperate with each other by searching for outcomes that are mutually beneficial. At the same time, these individuals compete
with each other to reach a mutually beneficial outcome that benefits themselves
as much as possible.
Mixed-motive interactions can be understood as the task of sharing a pie
(Raiffa, Richardson, & Metcalfe, 2002). When individuals cooperate, they find
ways to enlarge the pie they are sharing, while they also compete to obtain as
large a piece of pie as possible for themselves. Theory of mind allows individuals
3

For the computational complexity of joint intentions, see Dziubiński, Verbrugge, & DuninKȩplicz (2007).
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dispersal, and building of shelter. Even highly organized and complex cooperative behavior such as cooperative hunting by lions (Stander, 1992), wolves, and
chimpanzees (Boesch & Boesch, 1989; Boesch, 1994) can be described using fixed
roles that rely on simple cues, without the need to construct joint intentions. For
example, Muro, Escobedo, Spector, & Coppinger (2011) show that through the
combination of approaching prey and avoiding other predators, predator agents
can successfully hunt cooperatively.
Higher-order theory of mind may still benefit social cooperation by allowing for shared intentionality (Tomasello, Carpenter, Call, Behne, & Moll, 2005;
Tomasello, 2009). This means that the participants of the social cooperation task
share a commitment to the goal of the task, and coordinate their actions under the
assumption that their partners are coordinating their actions towards the group
as well3 (Bratman, 1992; Dunin-Kȩplicz & Verbrugge, 2010; Gärdenfors, 2012).
Unlike cooperative hunting in animals, shared intentionality implies that each of
the participants knows the role each of their partners is intending to fulfill, and
believes each of their partners to be committed to the same goal. Higher-order
theory of mind may therefore allow individuals to achieve levels of cooperation
beyond those that are achieved by individuals that are unable to reason about
the minds of others, and that are therefore unable to construct shared goals and
joint intentions (Tomasello, 2009; Tomasello & Moll, 2010).
The effectiveness of higher-order theory of mind in social cooperation is the
subject of Chapter 4. In this chapter, we examine how theory of mind can help
computational agents setting up communication in a cooperative game.
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to reason explicitly about the goals and beliefs of others. This ability may be
crucial for an individual to balance cooperative and competitive goals in order
to successfully negotiate a larger pie to share, which includes a larger piece of
pie for the individual himself. For example, agents may make use of strategic
misrepresentation, exaggerating the value of what is lost to them while minimizing
the importance of what is gained to make the negotiation partner believe the deal
is reaching a point in which the agent prefers no deal at all (see also Raiffa, 1982).
In this sense, mixed-motive interaction involves tactical deception of a higher
degree than in the case of direct competition. Deception in strictly competitive
settings typically involves hiding information from a competitor, thereby causing
the competitor to hold a false belief about the state of the world. In mixed-motive
situations such as negotiations, tactical deception involves hiding beliefs, causing
the competitor to hold false beliefs about the agent’s beliefs. In the latter case,
the agent needs to make use of second-order theory of mind to intentionally hide
its beliefs from others.
Chapter 5 and Chapter 6 of this thesis are dedicated to the advantage of reasoning using higher order theory of mind in mixed-motive settings. In particular,
we determine to what extent higher orders of theory of mind helps agents to reach
better outcomes in negotiation games.

1.5.4

Summary:
Hypotheses for higher-order theory of mind

In this section, we have discussed three specializations of the social brain hypothesis. Each of these hypotheses points to a different aspect of social life as the main
source of social complexity that would require a degree of social intelligence that
is high enough to support the emergence of higher-order theory of mind.
• According to the Machiavellian intelligence hypothesis, the need for theory of
mind can be explained by the increased direct competition associated with
living in groups. Higher-order theory of mind in this case allows individuals
to use tactical deception as a means of gaining an evolutionary advantage over
others.
• The Vygotskian intelligence hypothesis places the emphasis on social cooperation and argues that living in larger groups allows for large-scale cooperative
efforts. Higher-order theory of mind would then be needed to coordinate a
shared intentionality towards a goal.
• The mixed-motive interaction hypothesis states that higher-order social cognition is needed to deal with situations that involve both cooperation and
competition, such as negotiations. Higher-order theory of mind may help to
balance these cooperative and competitive aspects.

1.6. Agent-based computational models of interaction

Agent-based computational
models of interaction

In the previous section, we discussed a number of hypotheses that aim to explain
the function of higher-order theory of mind. In this thesis, we put these hypotheses
to the test by constructing an agent-based computational model of theory of mind
reasoning and determining under what conditions these agents benefit most from
reasoning at higher orders of theory of mind. To this end, we make use of a
computational simulation technique known as agent-based modeling.
Agent-based modeling involves the investigation of interactions between agents,
which are more or less autonomous entities that act and interact based on their
perception of their local situation and history. The interaction between individual
agents can lead to the emergence of interesting and unexpected group dynamics.
Agent-based modeling can help to formulate hypotheses of how higher-level behavior can be the result of lower-level interactions and inform how experiments
can be set up to test these hypotheses (Nowak & May, 1992; Axelrod, 1997; Epstein, 1999, 2006; Macy & Willer, 2002; Gilbert & Troitzsch, 2005; Gilbert, 2007).
Additionally, by explicitly modeling differences among individual agents, agentbased models can represent systems that are more complex than those captured
in manageable systems of equations.
Agent-based modeling has proven its usefulness as a research tool to investigate
how behavioral patterns may emerge from the interactions between individuals.
Among others, agent-based models have been used to explain fighting in crowds
(Jager, Popping, & van de Sande, 2001), trust in negotiations (Harbers, Verbrugge, Sierra, & Debenham, 2008), the emergence of agriculture (Van der Vaart,
de Boer, Hankel, & Verheij, 2006), the evolution of cooperation and punishment
(Gintis, 2000; Boyd et al., 2003; De Weerd & Verbrugge, 2011), and the evolution of language (Cangelosi & Parisi, 2001; De Boer, 2001; Slingerland, Mulder,
van der Vaart, & Verbrugge, 2009; Verbrugge, 2009).
Although agent-based models typically make use of cognitively simple agents
to show that complex behavior can emerge from the interaction between individual agents, there has been an increasing interest in cognitively more sophisticated agents in recent years (Helmhout, 2006; Wijermans, Jager, Jorna, & van
Vliet, 2008; Van der Vaart et al., 2012; Dykstra, Elsenbroich, Jager, Renardel de
Lavalette, & Verbrugge, 2013). The theory of mind agents we model in this thesis
are of this cognitively more sophisticated type. These agents have a more sophisticated view of their world, similar to the cognitive models that are used to
investigate human theory of mind (see Section 1.3.4). Unlike these cognitive models, however, we also take the influence of other agents into account by modeling
the interactions among agents explicitly.
The use of computational agent-based models has a number of advantages over
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other techniques. Unlike human or animal participants, for example, the ‘cognitive’ abilities of agent-based models can be precisely controlled and monitored.
This includes controlling the degree to which agents can make use of higher orders of theory of mind. In experiments with simulated computational agents in
a concrete game setting, we can determine the extent to which individuals make
use of higher-order theory of mind to obtain an advantage over competitors that
are more restricted in their use of theory of mind. By varying game settings, we
can identify settings in which the advantage for higher-order theory of mind is
especially large. Settings in which the advantage for higher-order theory of mind
reasoning is particularly high are more likely to have contributed to the emergence
of the human ability for higher-order theory of mind. Additionally, such settings
also identify the conditions under which autonomous computational agents may
benefit from reasoning about the mental content of others. In particular, this may
include situations in which computational agents interact with humans.

1.7

Outline of the thesis

As we explained in this introductory chapter, in social situations, humans often
reason about the goal and beliefs of others. This theory of mind can help to
interpret and understand why others have taken certain actions in the past, but
also to predict what actions others may perform in the future. When someone
makes use of theory of mind to reason about the way others make use of theory
of mind, this person is said to engage in higher-order theory of mind. Empirical
evidence suggests that human participants are even capable of reasoning using
higher-order theory of mind as well (see Section 1.3), even though application of
this skill is not always flawless. In contrast, there is no clear evidence that other
species make use of first-order theory of mind to the same degree as humans do, let
alone that these species make use of higher orders of theory of mind. Chimpanzees,
for example, fail to show an understanding of the beliefs and goals of others in a
way that approaches human-like mental state understanding (Section 1.4).
To explain why humans are the only species to make use of higher-order theory of mind, three specializations of the social brain hypothesis point to specific
scenarios in which the ability to make use of higher-order theory of mind is particularly useful, and which could therefore have contributed to the emergence of this
cognitively demanding skill in humans (Section 1.5). According to the Machiavellian intelligence hypothesis, for example, individuals that reason at higher orders
of theory of mind are likely to do better in competitive settings. On the other
hand, the Vygotskian intelligence hypothesis predicts that higher-order theory of
mind allows more efficient cooperation among individuals, while the mixed-motive
interactions hypothesis states that higher-order theory of mind is needed in situ-
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ations that involve both cooperative and competitive elements and are therefore
neither fully cooperative nor fully competitive.
In the following chapters, we construct an agent-based model of theory of mind
reasoning to put these hypotheses to the test. By simulating interactions between
agents that differ in their ability to make use of theory of mind, we can determine
to what extent individuals can benefit from the use of higher orders of theory of
mind across different types of scenarios. The use of computational agents allows
us to control the extent to which individual agents can make use of higher orders
of theory of mind, but also to monitor how and when agents use this ability to
their advantage.
The first part of this thesis comprises Chapter 2 and Chapter 3, and is devoted
to testing the Machiavellian intelligence hypothesis. We investigate the competitive advantage of using higher orders of theory of mind in a variety of competitive
settings, which includes repeated one-shot games such as rock-paper-scissors, as
well as sequential games such as limited bidding. In addition, we use our theory
of mind agents to determine whether the behavior of human participants in competitive games is more consistent with higher-order theory of mind reasoning, or
whether participants are better described as lower order reasoners.
In the second part of this thesis, comprising Chapter 4, we move on to test the
Vygotskian intelligence hypothesis, and investigate to what extent higher-order
theory of mind allows computational agents to cooperate more efficiently. We
consider a purely cooperative game known as the Tacit Communication Game.
In this setting, human participants demonstrate high levels of cooperation, even
when they have no experience with the game and are paired with unfamiliar
partners.
In the third part of this thesis, comprising Chapter 5, Chapter 6, and Chapter 7 we test the mixed-motive interactions hypothesis using two variations of the
Colored Trails setting. The first variation involves one-shot negotiations, in which
agents only have one opportunity to convince their trading partner to agree to
a trade. The second variation involves a dynamic environment in which agents
alternate in making offers to their trading partner until they reach an agreement.
In this second setting, we also let human participants interact directly with theory
of mind agents to determine to what extent human participants actually make use
of higher-order theory of mind when negotiating with computational agents.
Once we have considered these three different possible explanations for the
emergence of higher-order theory of mind separately, we return to our initial
question concerning the function of higher-order theory of mind. In Chapter 8
and Chapter 9, we discuss related work, summarize the benefits of higher-order
theory of mind in each different setting, and discuss whether these benefits can
convincingly explain the emergence of higher-order theory of mind in humans.
Finally, we discuss what questions are left unanswered, and provide an outlook to
ways in which these questions may be resolved.

Part I

Testing the
Machiavellian intelligence hypothesis
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How much does it help to know
what she knows you know?
An agent-based simulation study

Abstract
In everyday life, people make use of theory of mind by explicitly attributing unobservable mental content such as beliefs, desires, and intentions to
others. Humans are known to be able to use this ability recursively. That
is, they engage in higher-order theory of mind, and consider what others
believe about their own beliefs. In this paper, we use agent-based computational models to investigate the evolution of higher-order theory of mind.
We consider higher-order theory of mind across four different competitive
games, including repeated single-shot and repeated extensive form games,
and determine the advantage of higher-order theory of mind agents over
their lower-order theory of mind opponents. Across these four games, we
find a common pattern in which first-order and second-order theory of mind
agents clearly outperform opponents that are more limited in their ability
to make use of theory of mind, while the advantage for deeper recursion to
third-order theory of mind is limited in comparison.

This chapter has previously been published in Artificial Intelligence (2013).
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2.1

Introduction

In everyday life, we regularly make use of theory of mind, by reasoning about
what other people know and believe. For example, we identify with characters
in literature and movies, and accept that they may have beliefs and intentions
different from our own. When telling a joke, a speaker engages in higher-order
theory of mind, by believing that the hearer knows that the speaker does not
intend to convey an actual fact or opinion. In this paper, we make use of agentbased computational models to explain the evolution of our ability to reason about
mental content of others1 .
In settings where humans and computational agents perform actions that influence each other’s decision making process, for example in automated negotiation (Kraus, 1997; Lin, Kraus, Wilkenfeld, & Barry, 2008), it is necessary to
accurately predict the behavior of others in order to respond appropriately. In
artificial intelligence, modeling an opponent explicitly can be achieved through
formal approaches such as for example dynamic epistemic logic (Fagin et al.,
1995; Van Ditmarsch, van der Hoek, & Kooi, 2007), recursive opponent modeling
(Gmytrasiewicz & Durfee, 1995), interactive POMDPs (Gmytrasiewicz & Doshi,
2005), networks of influence diagrams (Gal & Pfeffer, 2008), game theory of mind
(Yoshida, Dolan, & Friston, 2008), or iterated best-response models such as cognitive hierarchy models (Camerer, Ho, & Chong, 2004) and level-n theory (Stahl
& Wilson, 1995; Bacharach & Stahl, 2000). These models allow for recursive modeling of an opponent, by modeling the opponent as an opponent-modeling agent
itself, creating increasingly complicated models to predict the actions of increasingly sophisticated opponents. For cognitive agents that are meant to interact
with humans, it is important to know whether these formal models of cognition
allow for accurate modeling of human reasoning, or whether other models better capture the type of bounded rationality exhibited by humans (Simon, 1990;
Kahneman, 2003).

2.1.1

Theory of mind abilities in humans and animals

In humans, the ability to predict the actions of others by explicitly attributing
to them unobservable mental content, such as beliefs, desires, and intentions, is
known in psychology as theory of mind (Premack & Woodruff, 1978). Experiments
in which humans play games show evidence that humans use theory of mind
recursively in their decision making process (Perner & Wimmer, 1985; Hedden &
Zhang, 2002; Flobbe et al., 2008; Meijering et al., 2011). They take this ability to
a second-order theory of mind, in which they reason about the way others reason
1

This research is a continuation of De Weerd & Verheij (2011); De Weerd, Verbrugge, &
Verheij (2012).
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2.1.2

Evolution of theory of mind

The differences in the ability to make use of theory of mind between humans and
other animals raise the issue of the reason for the evolution of a system that allows
humans to make use of theory of mind recursively, and use higher-order theory
of mind to reason about what other people understand about mental content,
while other animals, including chimpanzees and other primates, do not appear
to have this ability. Furthermore, whereas recursive opponent modeling could
continue indefinitely, humans appear to use higher-order theory of mind only up
to a certain point (Hedden & Zhang, 2002; Flobbe et al., 2008; Verbrugge, 2009).
In an evolutionary sense, the costs of using higher orders of theory of mind may
therefore outweigh the benefits.
One of the hypotheses that explain the emergence of social cognition is the
Machiavellian intelligence hypothesis2 (Whiten & Byrne, 1997). According to the
2

For a discussion of alternative hypotheses, see Verbrugge (2009).
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about mental content. For example, when asked to search for a hidden object in
one of four boxes, participants tend to ignore the most salient box, using their
nested belief that a hider would believe that a seeker would consider the most
obvious place to search for a hidden object to be a box that stands out (Crawford
& Iriberri, 2007).
The use of higher-order (i.e. at least second-order) theory of mind allows individuals to make a second-order attribution such as “Alice doesn’t know that
Bob knows that she is throwing him a surprise party”. The human ability for
higher-order theory of mind is well-established, both through false belief tasks
(Wimmer & Perner, 1983; Perner & Wimmer, 1985; Apperly, 2010) and strategic games (Hedden & Zhang, 2002; Flobbe et al., 2008; Meijering et al., 2010,
2011). However, the use of theory of mind of any kind by non-human species is a
controversial matter. Primates (Tomasello, 2009; Schmelz et al., 2011), monkeys
(Burkart & Heschl, 2007), but also goats (Kaminski et al., 2006), dogs (Call et al.,
2003) and corvids (Clayton et al., 2007; Bugnyar, 2010) have been proposed to
be able to take the mental content of others into account. However, experiments
in which animals behave in a way that is consistent with them having a theory of
mind are criticized for not being able to distinguish between theory of mind and
strategies that do not rely on mental state attribution (Penn & Povinelli, 2007;
Carruthers, 2008). Opponents of attributing theory of mind to animals posit that
the animal could have learned the behavior through previous experiences, combined with simple mechanisms such as stress (Van der Vaart et al., 2012; Balter,
2012). Likewise, experiments in which animals fail to show an ability to attribute
mental states to others are criticized as well, either for being too complex or
ecologically not meaningful (Hare et al., 2001).
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Machiavellian intelligence hypothesis, social cognition allows individuals to make
use of deception and social manipulation to obtain an evolutionary advantage over
others. If a parallel can be drawn to higher-order theory of mind, the evolution
of a higher-order theory of mind would then be favored by giving individuals a
competitive advantage over others. This way, the ability to make use of higherorder theory of mind would both be beneficial to individuals that have this trait,
as well as detrimental to individuals without such abilities.
In this paper, we aim to test the Machiavellian intelligence hypothesis by making use of agent-based modeling in an attempt to show that there are reasonably
natural competitive settings in which higher-order theory of mind is advantageous
for agents.

2.1.3

Agent-based modeling

Agent-based modeling is a simulation technique in which individual agents act
and interact based on their own perception of their local situation. By explicitly
modeling heterogeneity among individual agents, agent-based models can represent systems that are too complex to capture through equation-based modeling
approaches. This technique has proven its usefulness as a research tool to investigate how behavioral patterns may emerge from the interactions between individuals (cf. Epstein, 2006, 1999). Among others, agent-based models have been used
to explain fighting in crowds (Jager et al., 2001), trust in negotiations (Harbers
et al., 2008), the evolution of agriculture (Van der Vaart et al., 2006), the evolution of cooperation and punishment (Gintis, 2000; Boyd et al., 2003; De Weerd
& Verbrugge, 2011), and the evolution of language (Cangelosi & Parisi, 2001; De
Boer, 2001; Slingerland et al., 2009; Verbrugge, 2009). In this paper, we consider
agent-based computational models to investigate the advantages of making use of
higher-order theory of mind. The use of agent-based models allows us to precisely
control and monitor the mental content, including application of theory of mind,
of our test subjects. This allows us to simulate computational agents in game
settings, and determine the extent to which higher-order theory of mind provides
individuals with an advantage over competitors that are more restricted in their
use of theory of mind. By varying game settings, this allows us to determine
scenarios in which the ability to make use of theory of mind is beneficial to an
agent, as well as whether increasingly higher orders of theory of mind provide
individuals with increasing advantages over competitors.
To test the Machiavellian intelligence hypothesis, we consider a number of
competitive zero-sum games in which we let our computational agents compete
to determine whether the ability to make use of higher-order theory of mind is
advantageous in a competitive setting. We consider four different games. First, we
consider three variations on repeated single-shot rock-paper-scissors (RPS) games.
The transparent setup of RPS allows us to relate differences in the effectiveness of
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2.2

Game settings

We investigate theory of mind in four game settings. The games we describe are
strictly competitive games in the sense that they are zero-sum games; there is
no possibility for a win-win situation in these games. In each of the games we
present, each player can guarantee an expected outcome of zero, irrespective of
how his opponent plays. That is, the value of each of these games is zero. By
playing a mixed strategy, in which the player randomly selects one of the actions
he can perform, a player can prevent his opponent from structurally winning the
game. However, through repeated games, a player may learn regularities in his
opponent’s strategy over time, which he might be able to use to his advantage.

2.2.1

Rock-paper-scissors variations

In the following subsections, we describe the well-known game rock-paper-scissors
(RPS), as well as two variations. The rock-paper-scissors game, also known as
RoShamBo, is a game settings in which the ability to model an opponent has
informally demonstrated its relevance and applicability (Billings, 2000; Egnor,
2000). Although no strategy can consistently defeat an agent that plays RPS
randomly, an agent that repeatedly encounters the same opponent in the setting
of an RPS game may use regularities in the opponent’s strategy to its advantage. In programming competitions (Billings, 2000), the random strategy only
results in an average score. The existence of agents that play according to a non-
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higher-order theory of mind more easily to the structure of the game. The fourth
game is Limited Bidding, which involves planning over multiple rounds of play.
We also consider a more complex, extensive form game to judge how well the
evolutionary advantage of making use of higher-order theory of mind generalizes
across games. The four games are described in detail in Section 2.2.
Agents may benefit from theory of mind in these games by considering the position of their opponent, and determining what mental content they would have
if the roles were reversed. This process is first described intuitively in Section 2.3.
A formal description of the model we use is presented in Section 2.4. To determine whether the use of theory of mind presents agents with an advantage over
opponents without such abilities, we placed agents of different orders of theory of
mind in competition with one another. The results of these when a can be found
in Section 2.5. Finally, Section 2.6 provides discussion and gives directions for
future research.
Throughout this paper, we will be considering agents engaged in a competitive
two-player game. To avoid confusion, we will refer to the focal agent or player as
if he were male, and his opponent as if she were female.
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randomizing strategy allows stronger players to increase their score at the expense
of weaker players. The champion of the programming competition in 2000 made
use of strategies that detect regularities in the opponent’s behavior, but also considered the possibility that the opponent was using similar strategies to model the
champion’s behavior (Egnor, 2000).

2.2.1.1

Rock-paper-scissors

The game of rock-paper-scissors (RPS) (Von Neumann, 1928) is a two-player
symmetric zero-sum game in which both players simultaneously choose one of the
three possible actions ‘rock’, ‘paper’, or ‘scissors’. If both choose the same action,
the game ends in a tie. Otherwise, the player that chooses ‘rock’ wins from the one
that chooses ‘scissors’, ‘scissors’ wins from ‘paper’, and ‘paper’ wins from ‘rock’.
The game can be represented as shown in Table 2.1, which shows the payoff table
and a graph representation for the RPS game. The matrix shows the payoff for
the player choosing the row action for every possible choice of the player choosing
the column action. In the graph, an arrow from action A to action B denotes the
relation ‘A defeats B’.
RPS is known to have a unique mixed-strategy Nash equilibrium (see e.g.
Binmore, 2007) in which the player chooses each of the options with equal probability. That is, when player strategies are known, there is always a player that
can improve his expected outcome unless both players play by randomly choosing one of the possible actions. When agents repeatedly play RPS against the
same opponent, an agent that randomizes his actions prevents his opponent from
taking advantages of regularities in his strategy. However, randomizing also prevents the agent from exploiting regularities in his opponent’s behavior that may
show up over repeated games. By correctly modeling regularities in an opponent’s behavior, an agent can increase his score at the expense of his opponent.
Experimental evidence suggests that human participants are poor at generating
random sequences (Wagenaar, 1972; Rapoport & Budescu, 1997), and play RPS
in a non-random way (West, Lebiere, & Bothell, 2006; Cook, Bird, Lünser, Huck,
& Heyes, 2012).
We expect that the ability to make use of theory of mind will present an agent
with an advantage over opponents without such abilities. The champion of the
first international RPS programming competition in 2000 made use of a strategy
that detected regularities in the opponent’s behavior, but also considered the
possibility that the opponent was using a similar strategy to model the behavior
of the champion’s (Egnor, 2000). That is, this program engaged in theory of mind,
by attributing the intention to win the game to his opponent. However, due to
the limited action space, there may be a limit to the effectiveness of theory of
mind that is specific to this particular game.
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Rock
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Table 2.1: (RPS) Payoff table and graph representation for the rock-paper-scissors game. The
table shows the payoff for the player choosing the row action ‘rock’, ‘paper’ or ‘scissors’, for
every possible choice of the player choosing the column action. Arrows in the graph are read as
‘defeats’. For example, the arrow from ‘paper’ to ‘rock’ means that ‘paper’ defeats ‘rock’.
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Table 2.2: (ERPS) Payoff table and graph representation for the elemental rock-paper-scissors
game, in which agents choose between five different actions. The table shows the payoff for
the player choosing the row action ‘wood’, ‘metal’, ‘fire’, ‘water’, or ‘earth’, for every possible
choice of the player choosing the column action. Arrows in the graph are read as ‘defeats’. For
example, the arrow between ‘wood’ and ‘earth’ means that ‘wood’ defeats ‘earth’.
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Table 2.3: (RPSLS) Payoff table and graph representation for the rock-paper-scissors-lizardSpock game. The table shows the payoff for the player choosing the row action ‘rock’, ‘paper’,
‘scissors’, ‘lizard’ and ‘Spock’, for every possible choice of the player choosing the column action.
Arrows in the graph are read as ‘defeats’. For example, the arrow between ‘lizard’ and ‘Spock’
means that ‘lizard’ defeats ‘Spock’.
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2.2.1.2

Elemental rock-paper-scissors

Although the simple structure of RPS is appealing, the limitation to three actions
may influence the effectiveness of higher-order theory of mind. To address this
issue, we also consider elemental rock-paper-scissors (ERPS). ERPS extends RPS
such that it includes the five actions ‘wood’, ‘metal’, ‘fire’, ‘water’, and ‘earth’,
as shown in Table 2.2. The ERPS game preserves the property of RPS that
each action is defeated by exactly one response. That is, for each action that an
opponent may play, there exists a unique best response that guarantees a positive
outcome for the agent3 .
As in the case of RPS, the unique mixed-strategy Nash equilibrium for ERPS
is to randomize over all possible actions. However, due to the increased action
space, ERPS may have an increased support for theory of mind. That is, we expect
theory of mind agents to perform at least as well on ERPS as they would in RPS.
Moreover, any differences in the performance of theory of mind agents playing
ERPS, compared to those playing RPS, can be attributed to the differences in
the structure of the games. In particular, increased performance of higher-order
theory of mind agents in ERPS indicates that a limited action space influences
the effectiveness of theory of mind.
2.2.1.3

Rock-paper-scissors-lizard-Spock

Rock-paper-scissors-lizard-Spock (RPSLS; Kass & Bryla, 1995) is an extension of
RPS, which adds the actions ‘lizard’ and ‘Spock’ to the actions ‘rock’, ‘paper’,
and ‘scissors’ from RPS. Like ERPS, RPSLS has five actions, but in RPSLS each
action wins from exactly two other actions, while being defeated by the remaining
two other actions. Table 2.3 shows the payoff matrix and a graph representation
of the RPSLS game.
Unlike the previous two games, the best response to an action in RPSLS is not
unique. This means that when an agent attributes mental content to his opponent,
this does not result in a clear prediction of opponent behavior. An agent that
predicts his opponent to play ‘paper’ has no preference for playing either ‘scissors’
or ‘lizard’, since either will defeat ‘paper’ equally well. As a result, an agent that
believes his opponent to believe that the agent will play ‘paper’, will predict that
she is going to play either ‘scissors’ or ‘lizard’. Similarly, the opponent’s behavior
in RPSLS is less informative than in RPS and ERPS. After all, if an agent plays
‘paper’, it may have believed that his opponent would play ‘rock’, but also that
she would play ‘Spock’. As a result, playing RPSLS repeatedly against the same
opponent provides less information about the opponent’s behavior than in RPS
and ERPS. Due to this increased difficulty in modeling the opponent, we expect
3

The payoffs in elemental rock-paper-scissors are based on the overcoming cycle of elements
in the Chinese philosophy Wu Xing.
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(b) Result of round 1

(c) Result of round 2

(d) Result of round 3

(e) Result of round 4

(f) Result of round 5

Figure 2.1: Example of the way limited bidding is played.

that theory of mind agents perform more poorly in RPSLS than in RPS and
ERPS.

2.2.2

Limited Bidding

Unlike rock-paper-scissors and the two variations on it we presented in the previous subsections, Limited Bidding (LB)4 is a game that plays across several rounds.
When the game starts, each player is handed an identical set of 5 tokens each,
valued 1 to 5. Over the course of 5 rounds, players simultaneously choose one of
their own tokens to use as a ‘bid’ for the round. Once both players have made
their choice, the tokens selected by the players are revealed and compared, and
the round is won by the player that selected the highest value token. In case of a
draw, there are no winners. The object of the game is to win as many rounds as
possible while losing as few rounds as possible. However, each token may be used
only once per game. This forces players to plan ahead and strategically choose
which of the tokens that are still available to them they should place as the bid.
For example, a player that selects the token with value 5 in the first round will
make sure that the first round will not result in a win for his opponent. However,
this also means that for the remaining 4 rounds, the token with value 5 will not be
available to this player. Players therefore have to weigh the additional probability
that they will win the current round against the loss of competitive strength in
later rounds that results from using a higher valued token. Figure 2.1 shows an
example of the way LB is played. In this case, the game is won by the light blue
player on the right.
4

Limited bidding is an adaptation of a game presented in De Bono (1998).
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(a) Start of the game
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Player 1

123

132

Player 2
213
231

123 (0,0) (0,0) (0,0) (-1,1)
132 (0,0) (0,0) (-1,1) (0,0)
213 (0,0) (1,-1) (0,0) (0,0)
231 (1,-1) (0,0) (0,0) (0,0)
312 (-1,1) (0,0) (0,0) (1,-1)
321 (0,0) (-1,1) (1,-1) (0,0)

312

321

(1,-1) (0,0)
(0,0) (1,-1)
(0,0) (-1,1)
(-1,1) (0,0)
(0,0) (0,0)
(0,0) (0,0)

Table 2.4: Payoff table for the limited bidding game of three tokens. Each outcome of the game
corresponds to a tuple in the table. The first value of the tuple is the payoff for player one, the
second is the payoff for player two.

Note that in LB, it is not possible to win all the rounds. Instead, any player
can win a maximum of four rounds, in which case the last round is won by his
opponent. As a result, a player can achieve a maximum score of 3 in LB. As for
the variations on RPS described earlier, a player can prevent his opponent from
winning the game. He can do so by randomly choosing to play one of the tokens
still available to him at each round of the game. Averaged over repeated games,
this mixed strategy of randomizing over all available choices will result in a score
of zero for both the player and his opponent.

2.2.3

Rational players

In game theory, it is common to make the assumption that every player is rational,
and that this fact is known by all players. Moreover, players are assumed to know
that everyone knows that every player is rational, continuing in this fashion ad
infinitum. In terms of theory of mind, this common knowledge of rationality
(Osborne & Rubinstein, 1994; Bicchieri, 1988) means that players possess the
ability to make use of theory of mind of any depth or order. In this section,
we will explain how rational players play the Limited Bidding game under the
assumption of common knowledge of rationality.
For simplicity, we consider a limited bidding game of three tokens. In such a
game, players decide what token to play at two moments: once at the start of the
game, and again once the result of the first round has been announced. Although
new information also becomes available after the second round, the choice of which
token to play in the third round is a degenerate one; at the start of the third round
both players only have one token left. Since both players have the choice of three
tokens to play in the first round, there are nine variations of the subgame the
agents play at the second round of the game. We first consider what a rational
agent will choose to do at the start of the second round.
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3

1 (0.0,0.0) (-0.5,0.5) (0.5,-0.5)
2 (0.5,-0.5) (0.0,0.0) (-0.5,0.5)
3 (-0.5,0.5) (0.5,-0.5) (0.0,0.0)

Table 2.5: Payoff table for the limited bidding game of three tokens once the players have derived
that after the first round, both players will play randomly.

Since every player tries to maximize the number of rounds won and minimize
the numbers of rounds lost, at the end of each game, each player receives a payoff
equal to the difference between the two. Table 2.4 lists the payoffs for both players
for each possible outcome of the game, where each outcome is represented as the
concatenation of the tokens in the order in which the player has played them.
Each payoff structure is presented as a tuple (x, y), such that player 1 receives
payoff x and player 2 receives payoff y. The subgames that are played at the
beginning of the second round are represented as 2-by-2 submatrices, highlighted
by alternating background color in Table 2.4.
Note that whenever the first round of the game ends in a draw, the resulting
subgame is a degenerate one. In this case, both players receive zero payoff irrespective of the final outcome. When the first round does not end in a draw, the
resulting subgame is a variation on the matching pennies game (Von Neumann
& Morgenstern, 1944). This game is known to have no pure-strategy Nash equilibrium. That is, there is no combination of pure strategies such that each player
maximizes his payoff given the strategy of his opponent. However, there is a
unique mixed-strategy Nash equilibrium in which each player plays each possible
strategy with equal probability. If both players play either one of their remaining tokens with 50% probability, neither one of them has an incentive to switch
strategies: given that his opponent is playing randomly, a rational agent has no
strategy available that will yield a better expected payoff than playing randomly
as well.
Due to the common knowledge of rationality, each player knows that both of
them have reached the conclusion that after the first round, they will both play
randomly. This means we can rewrite the payoff matrix to reflect the results of
each of the subgames, as shown in Table 2.5. Note that this is a variation of the
rock-paper-scissors game. As before, there is no pure-strategy Nash equilibrium,
but the unique mixed-strategy Nash equilibrium is reached when both players
play each strategy with equal probability. That is, rational agents, under the
assumption of common knowledge of rationality, solve the limited bidding game
by playing randomly at each round.
This result also holds when the game is played using more than three tokens.
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Player 1

1

Player 2
2
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That is, to prevent their opponent from taking advantage of any regularity in
their strategy, rational agents play the limited bidding game randomly.
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2.2.4

Hypotheses about the effectiveness of theory of mind

In this section, we described four different games: rock-paper-scissors, elemental
rock-paper-scissors, rock-paper-scissors-lizard-Spock and Limited Bidding. In the
game of rock-paper-scissors, agents choose from the three possible actions, each
of which is defeated by exactly one of the other actions. The game of elemental
rock-paper-scissors resembles RPS in that each action is defeated by exactly one
other action, but agents playing ERPS have five different actions to choose from.
Rock-paper-scissors-lizard-Spock allows for five different actions as well, but unlike
ERPS, each action is defeated by exactly two other actions. Finally, Limited
Bidding is a game that spans several rounds, in which agents decide the order in
which they play tokens from an initial set of five.
The game of RPS serves as a transparent base scenario to determine whether
theory of mind benefits agents in competitive settings. We expect that the ability
to make use of theory of mind is advantageous in competitive settings. Specifically,
we expect that the ability to make use of higher orders of theory of mind allows an
agent to outperform an opponent that is of a lower order of theory of mind in the
game of rock-paper-scissors. In the remainder, we will refer to this expectation as
hypothesis HRP S .
The small number of actions that agents choose from in RPS may limit the
effectiveness of higher-order theory of mind. The ERPS game, in which agents
have a larger action space, addresses this issue. We expect that the larger action
space in the ERPS game allows higher-order theory of mind agents to outperform
opponents of a lower order of theory of mind at least as well as in the RPS game,
which we will refer to as hypothesis HERP S .
Agents make use of theory of mind to model the opponent in an attempt to
predict her behavior. As a result, theory of mind is likely to be more effective
when the opponent is more predictable. We therefore selected the RPSLS game,
in which there is no unique best-response to each action, which should make
opponent behavior harder to predict. Hypothesis HRP SLS states that we expect
theory of mind agents to have difficulty predicting their opponent in RPSLS, and
to perform more poorly compared to performance in RPS and ERPS.
Limited Bidding is a multi-stage game, and represents a more complex situation than the single-shot games RPS, ERPS, and RPSLS. This game has been
selected to determine whether theory of mind is advantageous, and whether the
results from simple single-shot games translate towards a more complex setting.
We expect that the results in Limited Bidding may be quantitatively different to
those of rock-paper-scissors, but that the results will be qualitatively similar; we
will call this hypothesis HLB .

2.3. Playing the games using simulation-theory of mind
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2.3

Playing the games using
simulation-theory of mind

In the games described in Section 2.2, players can prevent their opponent from
winning the game by playing randomly. However, this strategy not only prevents
an agent from losing the game from his opponent, but also prevents the agent
from winning the game for himself. As a result, the randomizing strategy only
results in an average score in the RoShamBo programming competitions (Billings,
2000) discussed in Section 2.2.1. An agent that believes its opponent to play in a
nonrandom way may try to predict the opponent’s behavior to take advantage of
regularities in its opponent’s strategy, and win the game.
For humans, one way of generating predictions of opponent behavior is by using
simulation-theory of mind (Davies, 1994; Nichols & Stich, 2003; Hurley, 2008). In
simulation-theory of mind, a player takes the perspective of its opponent, and
determines what its own decision would be if the player had been in the position
faced by its opponent. Using the implicit assumption that the opponent’s thought
process can be accurately modeled by its own thought process, the player then
predicts that the opponent will make the same decision the player would have
made if the roles were reversed.
In this section, we describe the intuition behind the process of perspectivetaking for agents that differ in their abilities to explicitly model mental states,
and illustrate how this affects their choices in playing RPS. In Section 2.4, this
intuition is described in a computational model. In the remainder, we will speak
of a ToMk agent to indicate an agent that has the ability to use theory of mind
up to and including the k-th order, but not beyond.

2.3.1

Zero-order theory of mind

A zero-order theory of mind (ToM0 ) agent is unable to model the mental content
such as beliefs, desires and intentions of his opponent. In particular, a ToM0
agent is unable to represent that his opponent has goals that are different from
his own goals. When predicting his opponent’s behavior, the agent is limited
to his memory of previous events. The ToM0 agent is intended to model an
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Figure 2.2: Example of a possible thought process of a zero-order theory of mind agent.
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Figure 2.3: Example of a possible thought process of a first-order theory of mind agent.

inexperienced or frustrated player, who only consider his opponent’s behavior
rather than thinking about the way she reacts to his actions.
A ToM0 agent believes that what happened in the past is a good predictor for
what is going to happen in the future. This reflects human players’ tendency to
interpret repetition as indicative for a pattern (Falk & Konold, 1997). Figure 2.2
illustrates a possible thought process of a ToM0 agent. If a ToM0 agent remembers
that his opponent mostly played ‘paper’ in previous RPS games, he concludes that
his opponent is most likely to play ‘paper’ in the next game. Given this belief,
the ToM0 agent would therefore adjust his behavior to play ‘scissors’.

2.3.2

First-order theory of mind

In contrast to a ToM0 agent, a first-order theory of mind (ToM1 ) agent considers
the possibility that his opponent is trying to win the game for herself, and that she
reacts to the choices made by the ToM1 agent. To predict his opponent’s behavior,
the ToM1 agent puts himself in the position of his opponent, and considers the
information available to him from her perspective. Figure 2.3 shows an example of
such a thought process. Suppose that the ToM1 agent remembers that he mostly
played ‘paper’ in previous RPS games against the same opponent. He realizes
that if the roles were reversed, and he would remember that his opponent mostly
played ‘paper’, he would conclude that his opponent would most likely be playing
‘paper’ again, and that he should play ‘scissors’. The ToM1 agent has the ability
to attribute this thought process to his opponent, and predict that she is likely
to play ‘scissors’. Given this prediction, the ToM1 agent should play ‘rock’.
Although the ToM1 agent models his opponent as being able use zero-order
theory of mind, agents in our setup do not know the extent of the abilities of their
opponents with certainty. Through repeated interaction, a ToM1 agent may come
to believe that his opponent is not a ToM0 agent, and that she has no beliefs at
all. Such an opponent without beliefs could, for example, play ‘rock’ irrespective
of what the ToM1 agent has previously played. Based on this belief, a ToM1 agent
can choose to play as if he were a ToM0 agent, and follow a thought process such
as the one presented in Figure 2.2.

2.4. Model
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2.3.3

Second-order theory of mind

Just as a ToM1 agent models his opponent as having a zero-order theory of mind,
a second-order theory of mind (ToM2 ) agent models a ToM1 opponent. That is,
a ToM2 agent considers the possibility that his opponent is putting herself in his
position, and is modeling him as a ToM0 agent. Figure 2.4 depicts a possible
though process of a ToM2 agent. If the ToM2 agent remembers his opponent to
have mostly played ‘paper’ in previous encounters, he would believe his opponent
to predict that he will be playing ‘scissors’ more often. As a result, the ToM2
agent would predict his opponent to play ‘rock’ more often, in which case the
agent should play ‘paper’ more often himself.
Each additional order of theory of mind allows for deeper recursion of mental
state attribution. Note that each order of theory of mind represents an additional
model for opponent behavior, with a corresponding prediction. A ToM2 agent
therefore considers three predictions of his opponent’s behavior, based on the
application of zero-order, first-order, and second-order theory of mind.

2.4

Model

We implemented computational agents that make use of simulation-theory of
mind, and play similarly to intuitive description of Section 2.3. In this section,
we discuss the implementation of these agents, which play the competitive games
described in Section 2.2. The agents presented here differ in their ability to explicitly represent beliefs, and therefore in their ability to make use of theory of
mind.

2.4.1

Representation of the games

In the model we discuss, a game is a tuple G = hN , S, A, T, πi, where:
• N = {i, j} is the set of agents, where i denotes the focal agent, and j denotes
his opponent;
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Figure 2.4: Example of a possible thought process of a second-order theory of mind agent.

Chapter 2
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Figure 2.5: Representation of the instance of the Limited Bidding game shown in Figure 2.1.
The figure shows the action pairs that transition the game from the initial state to the final
state.

• S is the set of possible states of the game;
• A = Ai × Aj is the set of possible action pairs, where Ai is the set of actions
that can be performed by the agent i, and Aj is the set of actions that can
be performed by his opponent j;
• T is a partial transition function T : S × A → S, which describes the results
of the pair of actions of the focal agent and his opponent on the game state;
and
• π = (πi , πj ) is the pair of payoff functions πi , πj : S × A → R.
An instance of a game as played by two players then consists of an initial game
state and a sequence of action pairs. For example, in Limited Bidding, each
game state s ∈ S encodes the tokens that are still available to the agent, as well
as those still available to his opponent. This allows agents that are playing LB
to distinguish between individual rounds, and make their beliefs concerning the
opponent’s gameplay conditional on the tokens that can still be played.
Figure 2.5 shows a representation of an instance of an LB game, which corresponds to the example game shown in Figure 2.1. In Figure 2.5, states are
represented by boxes, while arrows show the state transitions. Each state transition shows the action pair that caused the transition, as well as the payoff πi
for the focal agent and the payoff πj for his opponent. The game starts in the
initial state in which both the agent and his opponent each have an identical set
of five tokens. The actions that the agent can perform correspond to selecting
one of the tokens that is still available to him. Once the agent and his opponent
have selected an action, the game transitions to a new state, and both players
receive a payoff. This process is repeated until a final state is reached in which
no combination of actions leads to a change in game state. For Limited Bidding,
this final state is the situation after five rounds, when there are no more tokens
to play.
The game states S are intended to model the different stages of a multi-stage
game such as Limited Bidding. Single-shot games, such as the variations on
rock-paper-scissors described in Section 2.2, can be represented as a game that
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2.4.2

Zero-order theory of mind agents

In the present setup, we assume that agents understand the game. Furthermore,
we assume no agent considers the possibility that his opponent does not understand the game, or that his opponent believes that he does not understand the
game, continuing in this fashion ad infinitum. This means that, for example, none
of the agents considers it possible that his opponent will perform an action that
is not in her action space Aj . Similarly, no agent believes that his opponent considers it a possibility that he himself will play an action that is not in his action
space Ai .
Note that this assumption is similar to the assumption that the rules and
dynamics of the game are common knowledge (Barwise, 1989; Fagin et al., 1995;
Van Ditmarsch et al., 2009), which requires that each agents understands the
game, and knows that his opponent understand the game, and so forth. However,
the simulated agents described here are limited in their ability to make use of
theory of mind, and may not be able to represent their opponent’s mental content.
That is, in this case it is not possible to assume that the rules and dynamics of
the game are common knowledge. Instead, we assume that no agent has beliefs
that conflict with common knowledge of the rules and dynamics of the game.
Agents form beliefs b(0) in the form of a probability distribution over the opponent’s actions Aj for every game state, such that b(0) (aj ; s) represents what the
agent believes to be the probability that his opponent will play action aj ∈ Aj
given that the game is in situation s ∈ S. We assume:
X

b(0) (aj ; s) ≥ 0

for all aj ∈ Aj , s ∈ S

(2.1)

b(0) (aj ; s) = 1

for all s ∈ S

(2.2)

aj ∈Aj

That is, agents assign non-negative probability to their opponent playing a certain
action in a certain game state (Equation 2.1), and the probabilities assigned to
each possible opponent action sum up to 1 for each possible game state (Equation 2.2).
For a ToM0 agent, the belief structure b(0) represents the extent of his beliefs
concerning his opponent’s behavior. Given the game’s payoff function and his
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contains two states S = {s0 , s1 }, such that the game transitions from the start
state s0 to the end state s1 through any possible action pair (ai , aj ) ∈ A. That
is, T (s0 , (ai , aj )) = s1 for all (ai , aj ) ∈ A.
Additional to transitioning to a new game state, agents receive a payoff based
on their actions. The payoff functions πi , πj : S × A → R determine the payoff
πi (s, (ai , aj )) for the focal agent i, and payoff πj (s, (ai , aj )) for his opponent for
each combination of game state s ∈ S and action pair (ai , aj ) ∈ A. Note that
since we consider only zero-sum games here, πi (s, (ai , aj )) = −πj (s, (ai , aj )).
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Order of theory of mind k
0

Chapter 2

(0)

b (R, s0 )
b(0) (P, s0 )
b(0) (S, s0 )

Order of theory of mind k
0
1
ck
b(k) (R, s0 ) 0.5
b(k) (P, s0 ) 0.3
b(k) (S, s0 ) 0.2

0.5
0.3
0.2

(a) Mental content of the ToM0
agent in Example 2.1.

0.9
0.4
0.5
0.1

(b) Mental content of the ToM1
agent in Example 2.2.

Table 2.6: Possible mental contents of a ToM0 agent and a ToM1 agent in a game of rock-paperscissors.

beliefs about the way his opponent plays the game, a ToM0 agent is able to assign
a subjective value Φi (ai ; b(0) , s) to playing a certain action ai ∈ Ai in game state
s ∈ S, given his beliefs b(0) concerning his opponent’s behavior. To determine
this value, the agent considers how likely he considers it to be that his opponent
is going to play some action aj ∈ Aj . If the opponent would play aj , playing ai
would yield the agent an immediate payoff πi (s, (ai , aj )), but it would also cause
the game to move forward, and end up in a new state s0 = T (s, (ai , aj )). The
agent takes this into account by planning ahead, and determining the maximum
value he can achieve when the game reaches state s0 . The combination of immediate payoff πi (s, (ai , aj )) and the maximum value that can be achieved in the
state T (s, (ai , aj )) are weighted by what the agent believes to be the probability b(0) (aj ; s) that his opponent is actually going to play action aj . The value
Φi (ai ; b(0) , s) that the focal agent i assigns to playing action ai in game state s,
based on his belief b(0) concerning his opponent’s behavior, is given by
Φi (ai ; b(0) , s) =


X
(0)
0 (0)
b (aj ; s) · πi (s, (ai , aj )) + max
Φi (a ; b , T (s, (ai , aj ))) .
0
aj ∈Aj

a ∈Ai

(2.3)

We assume that agents choose rationally given their beliefs. That is, agents choose
to play the action ai that maximizes the value function. This is represented by
the decision function t∗i , given by
t∗i (b(0) ; s) = arg max Φi (ai ; b(0) , s).
ai ∈Ai

(2.4)

49

2.4. Model

Φi (R; b(0) , s0 ) = b(0) (R; s0 ) · πi (s0 , R, R) + b(0) (P ; s0 ) · πi (s0 , R, P ) +
b(0) (S; s0 ) · πi (s0 , R, S)
= 0.5 · 0 + 0.3 · (−1) + 0.2 · 1 = −0.1
(0)
Φi (P ; b , s0 ) = 0.5 · 1 + 0.3 · 0 + 0.2 · (−1) = 0.3
Φi (S; b(0) , s0 ) = 0.5 · (−1) + 0.3 · 1 + 0.2 · 0 = −0.2
The agent then chooses to play the action that has maximum value. In this
case:
t∗i (b(0) ; s0 ) = arg max Φi (ai ; b(0) , s0 ) = P
ai ∈Ai

That is, the ToM0 agent described in Table 2.6a chooses to play P .

2.4.3

First-order theory of mind agents

A ToM1 agent attributes beliefs to his opponent in the form of an additional
probability distribution b(1) . Here, b(1) (ai ; s) represents what the agent believes
his opponent to judge what the probability is that he will play action ai ∈ Ai in
game state s ∈ S. However, a ToM1 agent also has zero-order beliefs b(0) about
what his opponent will do. The decision process of the ToM1 agent consists of
roughly three steps:
(1)

1. making a prediction âj
order beliefs b(1) ;

of opponent behavior, based on the agent’s first-
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Example 2.1. Consider an agent that plays rock-paper-scissors against his
opponent. The RPS game consists of two states S = {s0 , s1 }, where the
first state s0 represents the start of the game, and the second state s1 is the
end of the game. The action spaces of the agent and his opponent are the
same, Ai = Aj = {R, P, S}. The transition function T is defined such that
T (s0 , ai , aj ) = s1 for all ai ∈ Ai , and aj ∈ Aj . The payoffs in state s0 are
given by Table 2.1, while payoffs are zero in state s1 .
We consider a ToM0 agent, whose mental content is listed in Table 2.6a.
The agent’s zero-order beliefs b(0) indicate that the agent believes that there
is a 50% probability that his opponent is going to play R, a 30% probability
that his opponent is going to play P , and a 20% probability that his opponent
is going to play S. Based on these zero-order beliefs, the agent can determine
the value for each of the actions R, P , and S, based on the expected payoff.
For example, the agent believes that if he plays R, there is a 30% probability
that he will lose because his opponent played P , and a 20% probability that he
will win because his opponent played S. This results in the following values:
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(1)

2. integrating the first-order prediction âj of opponent behavior and the zeroorder belief b(0) ; and
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3. selecting the action that maximizes the agent’s expected payoff, given his
integrated beliefs about opponent behavior.
Let us describe each step more precisely.
(1) First, the ToM1 agent makes a prediction of opponent behavior based on his
first-order beliefs b(1) . Using simulation-theory of mind, the agent uses his own
decision function t∗ to make a prediction of the action his opponent will play.
(1)
To do so, the agent determines the action âj ∈ Aj that maximizes the value
function from the perspective of the opponent, given that the agent believes his
opponent to have zero-order beliefs b(1) . That is,
(1)

âj

= t∗j (b(1) ; s) = arg max Φj (aj ; b(1) , s)
aj ∈Aj

(2.5)

Note that Equation 2.5 is similar to Equation 2.4. That is, the ToM1 agent determines his prediction of opponent behavior similar to the way a ToM0 agent
(1)
determines his own behavior In calculating the prediction âj , the agent makes
(1)
use of his own value function and his beliefs b(1) . Note that by specifying âj ,
the agent makes a single prediction of the opponent’s behavior rather than assigning probabilities to each possible opponent action. This allows the agent to
(1)
check the validity of his prediction more easily, by comparing the prediction âj
with the opponent’s actual behavior. However, this also means that slight differences between the agent’s value function and that of his opponent may render the
prediction incorrect.
(2) A ToM1 agent’s first-order theory of mind provides the agent with a prediction
(1)
âj of opponent behavior. This prediction may conflict with his zero-order beliefs
b(0) . The extent to which first-order theory of mind governs the decisions of the
agent’s actions is determined by his confidence 0 ≤ c1 ≤ 1 that first-order theory
of mind accurately predicts his opponent’s behavior. The value of his confidence
c1 allows the agent to distinguish between different types of opponents, and he
weights his zero-order beliefs against the prediction of first-order theory of mind
accordingly. This weighting process is captured by a belief integration function U .
This function integrates the agent’s first-order prediction âj with his zero-order
beliefs b(0) of opponent behavior. Compared to his zero-order beliefs b(0), the
(1)
agent’s integrated belief that his opponent will be playing action âj is increased,
while his integrated belief that his opponent will be playing any other action is
decreased. Specifically,
(
(1)
(1 − c1 ) · b(0) (aj ; s)
if aj 6= âj
(0) (1)
U (b , âj , c1 )(aj ; s) =
(2.6)
(1)
(1 − c1 ) · b(0) (aj ; s) + c1 if aj = âj .
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In the special case where the agent has no confidence in first-order theory of mind,
c1 = 0, the ToM1 agent’s decision is only influenced by his zero-order beliefs. In
this case, the agent chooses as if he were a ToM0 agent.
Example 2.2. Consider a ToM1 agent that plays rock-paper-scissors, similar
to the agent in Example 2.1, whose mental content is given in Table 2.6b. The
Table shows that the ToM1 agent has zero-order beliefs b(0) , which indicate the
agent’s beliefs concerning his opponent’s actions, as well as first-order beliefs
b(1) . For example, since b(1) (R, s0 ) = 0.4, the agent believes that his opponent
believes that there is a 40% probability that he is going to play R. Taking
the perspective of his opponent, the agent determines what he would do in
her place. That is, the agent first calculates the value that he would assign
to each of the actions available to his opponent, if his first-order beliefs b(1)
were actually his zero-order beliefs, and his opponent’s payoffs were actually
his payoffs.
Φj (R; b(1) , s0 ) = 0.4 · 0 + 0.5 · (−1) + 0.1 · 1 = −0.4
Φj (P ; b(1) , s0 ) = 0.4 · 1 + 0.5 · 0 + 0.1 · (−1) = 0.3
Φj (S; b(1) , s0 ) = 0.4 · (−1) + 0.5 · 1 + 0.1 · 0 = 0.1
The agent’s first-order theory of mind predicts that his opponent will select
the action that will yield her the highest payoff.
(1)

âj = t∗j (b(1) ; s0 ) = arg max Φj (aj ; b(1) , s0 ) = P
aj ∈Aj

Using his first-order theory of mind, the agent predicts that his opponent is
going to play P .
(1)
Note that the agent’s prediction âj conflicts with his zero-order beliefs b(0) .
According to his first-order theory of mind, his opponent is going to play P ,
while the agent’s zero-order beliefs assign a 50% probability that his opponent
is going to play R. To be able to make a decision, the agent integrates his
first-order prediction with his zero-order beliefs b(0) . In this case, the agent’s
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(3) After integrating his zero-order beliefs b(0) and his prediction of opponent
(1)
behavior âj based on first-order theory of mind, the agent chooses what action
to play. This decision is made analogously to the way a ToM0 agent decides
(Equation 2.4). However, the ToM1 agent decides based on his integrated beliefs
(1)
U (b(0) , âj , c1 ) of opponent behavior, instead of his zero-order beliefs b(0) directly.
That is, a ToM1 agent chooses to play the action given by


 
 
(1)
t∗i U b(0) , âj , c1 ; s = t∗i U b(0) , t∗j (b(1) ; s), c1 ; s .
(2.7)
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confidence c1 in first-order theory of mind is 0.9. This means that the agent’s
integrated beliefs are determined for 90% by his prediction based on first-order
theory of mind, and for 10% by his zero-order beliefs.
Chapter 2

U (b(0) , P, 0.9)(R; s0 ) = (1 − 0.9) · b(0) (R; s0 ) = 0.1 · 0.5 = 0.05
U (b(0) , P, 0.9)(P ; s0 ) = (1 − 0.9) · b(0) (P ; s0 ) + 0.9 = 0.93
U (b(0) , P, 0.9)(S; s0 ) = (1 − 0.9) · b(0) (S; s0 ) = 0.1 · 0.2 = 0.02
After integrating his zero-order beliefs and first-order prediction, the agent
believes there is a 5% probability that his opponent is going to play R, a 93%
probability that his opponent is going to play P and a 2% probability that his
opponent is going to play S.
Based on his integrated beliefs, the agent determines the value for playing
each of the actions.
Φi (R; U (b(0) , P, 0.9), s0 ) = 0.05 · 0 + 0.93 · (−1) + 0.02 · 1 = −0.91
Φi (P ; U (b(0) , P, 0.9), s0 ) = 0.05 · 1 + 0.93 · 0 + 0.02 · (−1) = 0.03
Φi (S; U (b(0) , P, 0.9), s0 ) = 0.05 · (−1) + 0.93 · 1 + 0.02 · 0 = 0.88
The agent then chooses to play the action that has maximum value. In this
case:
t∗i (U (b(0) , P, 0.9); s0 ) = arg max Φi (ai ; U (b(0) , P, 0.9), s0 ) = S
ai ∈Ai

That is, the ToM1 agent described in Table 2.6b chooses to play S.

2.4.4

Second-order theory of mind agents

Similar to the way a ToM1 agent models his opponent as a ToM0 agent, a ToM2
agent considers the possibility that his opponent may be a ToM1 agent. As such,
the ToM2 agent has an explicit model of what beliefs he believes his opponent to be
attributing to him. In our model, these beliefs are represented by an additional
belief structure b(2) . Using simulation-theory of mind, the agent attributes the
decision-making process described by Equation 2.7 to his opponent. That is, the
agent considers the game from the perspective of his opponent, and determines
what he would do in her position, if he were a ToM1 agent.
To determine his opponent’s actions, the ToM2 agent needs to know her confidence c1 in first-order theory of mind. In our experiments, we have assumed
that all ToM2 agents use a value of 0.8 to determine their opponent’s behavior
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playing as a ToM1 agent5 . Based on second-order theory of mind, the ToM2 agent
therefore predicts that his opponent will be playing (square brackets are used for
readability)
 h
i 

(2)
∗
(1) ∗ (2)
âj = tj U b , ti b ; s , 0.8 ; s .
(2.8)

(1)

âj

(2)

âj

The ToM2 agent therefore performs two belief integration steps. First, the agent
integrates his zero-order beliefs b(0) concerning his opponent’s behavior with his
(1)
prediction âj based on application of first-order theory of mind. In the second
(2)
step, his prediction âj based on second-order theory of mind is integrated into
these beliefs as well. The ToM2 agent then makes his final choice of what action
to select based on these beliefs:
i 

 h 
(2)
∗
(0) (1)
ti U U b , âj , c1 , âj , c2 ; s .
(2.10)
Example 2.3. Consider a ToM2 agent that plays rock-paper-scissors, similar
to Example 2.2, whose mental content is given in Table 2.7. When a ToM2
agent considers his opponent’s first-order beliefs about his own actions, the
agent performs the decision process of a ToM1 agent from the viewpoint of his
opponent. That is, he calculates what he believes that she predicts that he
will do based on her first-order beliefs. The agent’s model of his opponent’s
first-order beliefs are captured by b(2) . This is what the agent believes his
opponent to believe his first-order beliefs to be. Firstly, the agent determines
5

Results from additional simulations using different values of c1 ∈ [0, 1] turned out to be
visually indistinguishable from the ones presented here for any value of c1 over 0.5.
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(2)

This prediction âj based on second-order theory of mind is integrated with the
(1)
ToM2 agent’s zero-order beliefs b(0) and his prediction âj based on first-order
theory of mind, before he makes his choice of what action to play. As for the
ToM1 agent, a ToM2 agent does not know at which order of theory of mind his
opponent is playing. Instead, the extent to which second-order theory of mind
governs the decisions of the ToM2 agent’s actions is determined by his confidence
0 ≤ c2 ≤ 1 that second-order theory of mind accurately predicts his opponent’s
behavior. The ToM2 agent weights the integrated beliefs in Equation 2.7 against
(2)
his prediction of opponent behavior âj based on second-order theory of mind.
As a result, the ToM2 agent’s integrated beliefs about his opponent behavior are
given by
i  i
h 

   h
(2.9)
U U b(0) , t∗j b(1) ; s , c1 , t∗j U b(1) , t∗i b(2) ; s , 0.8 ; s , c2 .
| {z }
|
{z
}
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what he would do if his second-order beliefs b(2) were actually his zero-order
beliefs.
Φi (R; b(2) , s0 )
Φi (P ; b(2) , s0 )
Φi (S; b(2) , s0 )
t∗i (b(2) ; s0 )

=
=
=
=

0.3 · 0 + 0.3 · (−1) + 0.4 · 1 = 0.1
0.3 · 1 + 0.3 · 0 + 0.4 · (−1) = −0.1
0.3 · (−1) + 0.3 · 1 + 0.4 · 0 = 0
arg max Φi (ai ; b(2) , s0 ) = R
ai ∈Ai

That is, the ToM2 agent believes his opponent to predict that he will be playing
R.
Secondly, the agent determines how his opponent’s prediction that he will
be playing R influences her zero-order beliefs. The agent does not explicitly
model the opponent’s confidence in first-order theory of mind. Rather, he
assumes a value of 0.8 for this confidence. The agent then integrates his firstorder beliefs b(1) , which he believes to correspond to his opponent’s zero-order
beliefs, with the prediction that he will play R.
U (b(1) , R, 0.8)(R; s0 ) = 0.2 · b(1) (R; s0 ) + 0.8 = 0.88
U (b(1) , R, 0.8)(P ; s0 ) = 0.2 · b(1) (R; s0 ) = 0.2 · 0.5 = 0.10
U (b(1) , R, 0.8)(S; s0 ) = 0.2 · b(1) (R; s0 ) = 0.2 · 0.1 = 0.02
These integrated beliefs specify what the agent believes what his opponent’s
beliefs are concerning his actions. For example, based on application of his
second-order theory of mind, the ToM2 agent believes that his opponent believes that there is an 88% probability that he himself will play R. From the
viewpoint of his opponent, the agent then determines what the value would
be for playing each of the possible actions, given the integrated beliefs of
opponent action.
Φi (R; U (b(1) , R, 0.8), s0 ) = 0.88 · 0 + 0.10 · (−1) + 0.02 · 1 = −0.08
Φi (P ; U (b(1) , R, 0.8), s0 ) = 0.88 · 1 + 0.10 · 0 + 0.02 · (−1) = 0.86
Φi (S; U (b(1) , R, 0.8), s0 ) = 0.88 · (−1) + 0.10 · 1 + 0.02 · 0 = −0.78
The action that maximizes this value represents the agent’s prediction of the
action his opponent is going to play according to his second-order theory of
mind.

(2)
âj = t∗j U (b(1) , R, 0.8); s0 = P.
Based on second-order theory of mind, the agent therefore believes his opponent will play P .
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Order of theory of mind k
0
1
2
0.9
0.5 0.4
0.3 0.5
0.2 0.1

0.1
0.3
0.3
0.4

Table 2.7: Possible mental content of a ToM2 agent in a game of rock-paper-scissors, as in
Example 2.3.

To make a decision, the agent integrates his zero-order beliefs b(0) , his first(1)
order prediction âj = P (see Example 2.2), and his second-order prediction
(2)
âj = P . Example 2.2 shows how the agent’s zero-order beliefs and his firstorder prediction of opponent behavior are integrated. Using this confidence
c2 , the agent also integrates his belief that his opponent is going to play P .
In this example, the agent has confidence c2 = 0.1 in second-order theory of
mind. This results in the following integrated beliefs:
U (U (b(0) , P, 0.9), P, 0.1)(R; s0 ) = 0.9 · 0.05 = 0.045
U (U (b(0) , P, 0.9), P, 0.1)(P ; s0 ) = 0.9 · 0.93 + 0.1 = 0.937
U (U (b(0) , P, 0.9), P, 0.1)(S; s0 ) = 0.9 · 0.02 = 0.018
Based on these integrated beliefs, the agent determines the value for playing
each of the actions.
Φi (R; U (U (b(0) , P, 0.9), P, 0.1), s0 ) = 0.018 − 0.937 = −0.919
Φi (P ; U (U (b(0) , P, 0.9), P, 0.1), s0 ) = 0.045 − 0.018 = 0.027
Φi (S; U (U (b(0) , P, 0.9), P, 0.1), s0 ) = 0.937 − 0.045 = 0.892
The agent then chooses to play the action that maximizes the value. In this
case:
t∗i (U (U (b(0) , P, 0.9), P, 0.1); s0 ) =
arg max Φi (ai ; U (U (b(0) , P, 0.9), P, 0.1), s0 ) = S
ai ∈Ai

Based on his integrated beliefs of what the opponent is going to do, the ToM2
agent’s choice is to play S.
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ck
b(k) (R, s0 )
b(k) (P, s0 )
b(k) (S, s0 )
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Higher orders of theory of mind agents

For every order of theory of mind available to the agent beyond the second-order,
say order k, the agent maintains an additional belief structure b(k) . These beliefs
are used to expand his decision process by modeling the decision process of a
(k − 1)th-order theory of mind agent from his opponent’s point of view. The
resulting prediction is weighted against the decision process of (k − 1)th order of
theory of mind from his own point of view. For example, a ToM3 agent expands
the decision process of a ToM2 agent, represented by Equation 2.10. He does so
by modeling the decision process of a ToM2 agent from his opponent’s point of
(3)
view. That is, the ToM3 agent calculates his prediction of opponent behavior âj
based on third-order theory of mind:
 h 
  h
i 
i 


(3)
âj = t∗j U U b(1) , t∗i b(2) ; s , 0.8 , t∗i U b(2) , t∗j b(3) ; s , 0.8 ; s , 0.8 ; s .
Once the ToM3 agent has determined his prediction based on third-order theory
of mind, he weights this prediction against the decision process of a ToM2 agent,
represented by Equation 2.10. The extent to which the ToM3 agent’s prediction
(3)
âj of a ToM2 opponent’s behavior is reflected in his own behavior is determined
by his confidence 0 ≤ c3 ≤ 1 that third-order theory of mind yields accurate
predictions of his opponent’s behavior. That is, the choice of a ToM3 agent is
given by
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2.4.6

Belief adjustment and learning speed

In the previous subsections, we discussed how agents of different orders of theory of
mind decide what action to play, based on their current beliefs b(k) and confidence
levels ck . By placing himself in the position of his opponent, and viewing the game
from her perspective, an agent makes predictions for the action his opponents is
going to perform. Each order of theory of mind available to the agent generates
such a prediction. The agent can use the accuracy of these predictions to gain
information about the opponent’s abilities over repeated games, and adjust his
beliefs and confidence levels accordingly.
For example, a ToM2 agent may learn that his opponent is not playing as
predicted by his second-order theory of mind, but that his first-order theory of
mind consistently makes accurate predictions of her actions. In such a case, the
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When an agent plays against an unfamiliar opponent for the first time, his
beliefs b(k) are initialized randomly, while his confidence levels ck are initialized at
zero. After each round, the actual choice ãi of the agent and ãj of his opponent
are revealed. At this moment, an agent updates his confidence in theory of mind
based on the accuracy of his predictions. A ToM1 agent increases his confidence c1
(1)
in first-order theory of mind when his first-order prediction âj calculated through
Equation 2.5 was correct. In other cases, his confidence in first-order theory of
mind decreases. This process is represented by the update
(
c1 :=

(1)

(1 − λ) · c1
if ãj 6= âj
(1) ,
λ + (1 − λ) · c1 if ãj = âj

(2.11)

where 0 ≤ λ ≤ 1 is an agent-specific learning speed. An agent’s learning speed
indicates the relative weight of new information in determining beliefs. An agent
with a high learning speed determines whether his opponent is a ToM0 agent
based on his most recent observations. The ToM1 agent’s confidence c1 in firstorder theory of mind reflects the accuracy of first-order theory of mind in the
most recent games in this case. An agent with a low learning speed depends on
experience built up over a longer period of time.
For higher orders of theory of mind, an agent additionally adjusts each of his
confidences ck in kth-order theory of mind for each order k of theory of mind
available to him. Similar to the update of his confidence c1 in first-order theory
of mind, an agent reduces his confidence ck in kth-order theory of mind when
(k)
the corresponding prediction âj of opponent behavior based on application of
(k)
kth-order theory of mind was incorrect, that is âj 6= ãj . However, an agent
only increases his confidence in kth-order theory of mind when it yields correct
predictions, and the predictions made by each order of theory of mind lower than
k were incorrect. If there is some lower order n < k of theory of mind for which
(n)
âj = ãj , the agent does not increase his confidence in kth-order theory of mind.
That is, theory of mind agents only grow more confident in the use of higher-order
theory of mind when this results in accurate predictions that could not have been
made with a lower order of theory of mind. This feature makes agents less likely
to overestimate the theory of mind abilities of their opponent.
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ToM2 agent may start to play as if he were a ToM1 opponent, and ignore predictions from his second-order theory of mind altogether. However, it is important
to note that while the ToM2 agent may adjust his behavior to take advantage of
predictable behavior of his opponent, his opponent is trying to do the same. In
this section, we describe how agents update their beliefs b(k) and confidence levels
ck when they observe the outcome of a game.
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(k)
(1 − λ) · ck
if ãj 6= âj



ck
if there is a 1 ≤ k < i
ck :=
(n)
(k)

such that ãj = âj = âj


λ + (1 − λ) · ck otherwise.

(2.12)

When the actual choice of the agent ãi and his opponent ãj are revealed, the
agent also updates his beliefs b(k) . Since the zero-order beliefs b(0) represent the
agent’s beliefs concerning his opponent’s behavior, these beliefs are updated using
his opponent’s choice ãj . This is done by increasing the belief the opponent will
perform action ãj in the same game state s ∈ S, while decreasing the belief that
she will perform any other action. Second-order beliefs b(2) specify what the agent
believes his opponent to believe about what he believes that she is going to do.
That is, an agent’s second-order beliefs b(2) describe beliefs concerning the actions
of his opponent, and are therefore updated using her choice ãj as well. After
this update, the agent believes that his opponent believes that he believes more
strongly that she will perform the action ãj in the same game state s ∈ S. This
is true for each of the even-numbered orders of theory of mind available to the
agent. The belief structure b(k) of all even-numbered orders of theory of mind are
updated using the opponents choice ãj .
On the other hand, the odd-numbered orders of theory of mind describe the
actions of the agent himself. These beliefs are therefore updated using the agent’s
choice ãi . For example, after the belief adjustment, the agent believes that his
opponent believes more strongly that he will perform action ãi when the same
game state s ∈ S is encountered again. Using the belief updating function U , the
beliefs are adjusted using the agent’s learning speed λ, such that


(k)
(i)
b (aj ; s) := U b , ãj , λ (aj ; s)
for k even and all aj ∈ Aj , and (2.13)


b(k) (ai ; s) := U b(i) , ãi , λ (ai ; s)
for k odd and all aj ∈ Aj .
(2.14)
That is, the agent adjusts his beliefs based on the forecasting technique of exponential smoothing (Brown, 1962). Note that these adjustments only apply to the
game state s in which the actions were taken.
The agent’s learning speed λ determines how quickly the agent learns. That is,
a higher value of λ shows that the agent changes his beliefs more radically based
on new information. At the maximum of λ = 1, an agent effectively believes that
the last action his opponent performed determines future behavior. At the other
extreme of λ = 0, the agent does not learn, and does not change his beliefs when
new information becomes available. This also means that an agent with learning
speed λ = 0 does not change his behavior.
The agents we describe do not actively try to model the learning speed λ of
their opponent. Instead, an agent assumes that his opponent updates her beliefs
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Example 2.4. Consider the ToM2 agent from Example 2.3, whose mental
content is given in Table 2.7. Once both the agent and his opponent have
decided on an action to play, the actions are revealed to both players, and
each receives the payoff based on those actions. Once the outcome of the
game is revealed, each agent updates his beliefs based on what is observed.
Our calculations showed that the ToM2 agent we discussed in our example has
played action ãi = S. We assume that his opponent played ãj = P , and that
the agent’s learning speed λ = 0.6.
Table 2.8 lists the agent’s predictions, confidences in theory of mind and
beliefs before and after the belief update. Depending on the accuracy of the
prediction of application of ith-order theory of mind, the confidence ci in that
order of theory of mind increases or decreases. In our example, first-order
theory of mind accurately predicted that the opponent would play P , since
(1)
ãj = âj . As a result, the new confidence c1 , as calculated by Equation 2.11,
becomes
c1 := (1 − λ) · c1 + λ = (1 − 0.6) · 0.9 + 0.6 = 0.96.
(2)

Table 2.8 shows that âj = P = ãj , and thus that second-order theory of
mind also correctly predicted that the opponent would play P . However,
since first-order theory of mind is of a lower order than second-order theory of
mind, and since first-order theory of mind also correctly predicted the action
of the opponent, the confidence c2 in second-order theory of mind remains
unchanged.
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using the same learning speed as he does himself. That is, our computational
agents do not consider the possibility that their opponent reacts differently to
new information than they do themselves. This means that in general, the beliefs
that an agent attributes to his opponent are structurally different from her actual
beliefs.
An agent makes use of theory of mind by considering the position of his opponent from his own viewpoint. When an agent makes use of second-order theory
of mind, he also considers what his opponent knows about his own viewpoint.
Since the games we consider have symmetric information, this causes the agent’s
second-order beliefs b(2) to resemble his zero-order beliefs b(0) more closely with
each update. That is, the agent eventually believes that a first-order theory of
mind opponent knows what his zero-order beliefs are.
Due to the restrictions on the learning speed λ, Equation 2.13 and Equation 2.14 preserve the normalization and non-negativity of beliefs. Similarly, the
confidences ci in the application of ith-order theory of mind remain limited to the
range [0, 1].
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The actions that were actually played by the agent and his opponent also
change the agent’s beliefs. Each even-numbered order of theory of mind refers
to beliefs concerning the opponents actions. These beliefs are therefore updated to reflect the action that the opponent has taken most recently. This
is done by increasing the belief that the opponent will perform the same action, in our case P , while decreasing the other beliefs. That is, the agent’s
zero-order beliefs b(0) are updated, such that after the update
b(0) (R; s0 ) := U (b(0) , P, 0.6)(R; s0 ) = (1 − 0.6) · 0.5 = 0.2
b(0) (P ; s0 ) := U (b(0) , P, 0.6)(P ; s0 ) = (1 − 0.6) · 0.3 + 0.6 = 0.72
b(0) (S; s0 ) := U (b(0) , P, 0.6)(S; s0 ) = (1 − 0.6) · 0.2 = 0.08
This means that after the belief update, the agent believes that there is a
72% probability that his opponent is going to repeat the action P in the next
round.
The agent’s second-order beliefs b(2) also concern the actions of the opponent. Specifically, the agent’s second-order beliefs b(2) determine what the
agent believes his opponent to believe what he believes about her actions. The
agent uses the action ãj = P actually performed by his opponent to update
his second-order beliefs as well.
The odd-numbered orders of theory of mind represent beliefs concerning
the agent’s own actions. These beliefs are therefore updated to reflect that the
agent chose action ãi = S. For the agent’s first-order beliefs b(1) , this results
in
b(1) (R; s0 ) := U (b(1) , S, 0.6)(R; s0 ) = (1 − 0.6) · 0.5 = 0.20
b(1) (P ; s0 ) := U (b(1) , S, 0.6)(P ; s0 ) = (1 − 0.6) · 0.4 = 0.16
b(1) (S; s0 ) := U (b(1) , S, 0.6)(S; s0 ) = (1 − 0.6) · 0.1 + 0.6 = 0.64
This means that after the belief update, the agent believes that his opponent
believes that there is a 64% probability that he will repeat the action S in the
next round.

2.5

Results

The agent model described in Section 2.4 has been implemented in Java and
its performance has been tested in each of the settings described in Section 2.2.
For the rock-paper-scissors game, as well as the variations on this game, each trial
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Order of theory of mind i
Before update
After update
0
1
2
0
1
2
(i)

P
0.9
0.5 0.4
0.3 0.5
0.2 0.1

P
0.1
0.3
0.3
0.4

0.96 0.10
0.20 0.20 0.12
0.72 0.16 0.72
0.08 0.64 0.16

Table 2.8: Beliefs and confidences in theory of mind before and after the belief update in the
example of a ToM3 agent playing RPS.

consisted of an agent that plays 20 consecutive games against the same opponent6 .
An agent’s trial score is the average of the agent’s game scores over all games in
the trial. The graphs in this section depict the average trial score, averaged over
500 trials. Since Limited Bidding is a more complex game, a longer sequence is
needed to learn to model the opponent. Each trial in this game consisted of an
agent that plays 50 consecutive games against the same opponent. Our results
were qualitatively similar if longer trials of 100 games were used instead.
In this section, performance is measured as the average trial score of the focal
agent, as a function of his learning speed λi , as well as the learning speed λj of
his opponent. The figures in this section show simulation results for every 0.02
step in learning speeds over the range λi , λj ∈ [0, 1]. We report the results of
simulations in which a focal agent is exactly one order of theory of mind higher
than his opponent. In simulations in which the difference in theory of mind ability
of the focal agent and his opponent was larger than one order, performance of the
focal agent turned out to be similar.

2.5.1

Rock-paper-scissors

Figure 2.6 shows how the ability to represent mental content of others affects the
performance of agents in the RPS game as a function of the learning speed λi of
the focal agent and of the learning speed λj of his opponent. Higher and lighter
areas indicate that the focal agent won more games than he lost, while lower and
darker areas show that his opponent had the upper hand. To emphasize the shape
of the surface, the grid that appears on the bottom plane has been projected onto
the surface, and the plane of zero performance appears as a semi-transparent
surface in the figure. Red areas indicate where performance was not significantly
different from zero, at a significance level α = 0.01.
6

We have compared the results for trials of 20 games to longer trials of 50 and 100 games
and found no qualitative differences.
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âj
ci
b(i) (R, s0 )
b(i) (P, s0 )
b(i) (S, s0 )
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(a) ToM1 against ToM0

(b) ToM2 against ToM1

(c) ToM3 against ToM2

(d) ToM4 against ToM3

Figure 2.6: Average performance of theory of mind agents playing rock-paper-scissors against
opponents of a lower order of theory of mind. Performance was averaged over 500 trials of 20
consecutive games each. Insignificant results (p > 0.01) are highlighted in red.

Figure 2.6a shows that a ToM1 agent that has a learning speed λi = 0 cannot
compete with his opponent. When the agent does not learn from his opponent’s
behavior, he loses nearly all rounds. Similarly, his opponent loses nearly all rounds
when she does not learn at all (λj = 0). This shows that both zero-order theory
of mind agents and first-order theory of mind agents can successfully model an
opponent that always performs the same action.
The figure also shows that a ToM1 agent mostly outperforms a ToM0 opponent.
Whenever the ToM1 agent’s learning speed is at least λi > 0.1, he will on average
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win more rounds than he loses, and obtain a positive score. The ToM1 agent’s
score is particularly high when both he and his opponent learn at a high rate, in
which case the agent wins almost all rounds. When his ToM0 opponent learns at
a low rate, the average score of the ToM1 agent is reduced.
The relatively low performance of the ToM1 agent against slow learning opponents is due to the fact that learning speed determines an agent’s memory. A
ToM0 agent with high learning speed adapts to new situations quickly, but also
quickly forgets information from previous rounds. When faced with an unpredictable opponent, a ToM0 agent with high learning speed will therefore choose
erratically, but with confidence. In this case, the ToM0 agent believes that his
opponent will repeat the same action she has performed the last time they met.
For a ToM1 opponent, this represents a predictable situation that she can use to
her advantage.
Conversely, a ToM0 agent with low learning speed retains his former beliefs
for a longer time. When encountering an unpredictable opponent, such a ToM0
agent will therefore start playing with little confidence. That is, the probability
distribution modeled by b(0) may gradually come to resemble a uniform distribution. This causes a ToM0 agent with low learning speed to play the action that
he weakly believes to be a slightly better choice than the rest. This also makes it
more difficult for a ToM1 opponent to predict which token the ToM0 agent with
low learning speed will play, since his choice is not robust against small deviations
in his beliefs.
Although a ToM1 agent performs better against an opponent that learns
quickly than against an opponent that learns slowly, performance of the ToM1
agent is largely independent of the quality of his model. When a ToM1 agent
makes use of his theory of mind, he assumes that his opponent reacts to new
information the same way he does. That is, the agent assumes that he and his
opponent share the same learning speed. However, the figure does not show an
increase in performance along the line of equal learning speeds. That is, the cost
of assuming equal learning speeds is low in RPS.
Figure 2.6b shows the performance of a ToM2 agent playing RPS against a
ToM1 opponent. Note that Figure 2.6b is similar to Figure 2.6a. As for the ToM1
agent, a ToM2 agent performs best when playing RPS against a ToM1 opponent
when both he and his opponent learn at a high speed, while the ToM2 agent
has more difficulty modeling a ToM1 agent that learns slowly. This shows that
application of higher-order theory of mind can benefit an agent when playing
RPS. Performance of the ToM2 agent playing RPS against a ToM1 opponent is
nonetheless slightly lower than that of a ToM1 agent playing RPS against a ToM0
opponent.
Figure 2.6a and Figure 2.6b suggest that application of higher orders of theory
of mind benefits an agent. However, performance of a ToM3 agent playing RPS
against a ToM2 agent, as shown in Figure 2.6c, is poor in comparison. Although

Chapter 2

64

2.5. Results

the ToM3 agent still outperforms a ToM2 opponent, he does so at a lower margin.
The average score of the ToM3 agent only exceeds 0.5 when his opponent has
learning speed zero. When facing a ToM2 opponent that has a low learning speed,
the average score of a ToM3 agent that learns quickly even becomes negative.
Although the ToM3 agent can still outperform a ToM2 opponent at a small
margin, Figure 2.6d shows that a ToM4 agent no longer outperforms a ToM3
opponent in RPS. In this scenario, the outcome of the game is mostly dependent
on which of the agents has the highest learning speed, and no longer on theory of
mind abilities. In Figure 2.6d, this can be seen by the fact that the ToM4 agent
obtains a positive outcome on average only if his learning speed λi is higher than
the learning speed λj of his opponent.
In summary, the ability to make use of theory of mind can benefit an agent in
the game of RPS. As we hypothesized (cf. hypothesis HRP S , Section 2.2.4), both
the ToM1 agent and the ToM2 agent outperform opponents of a lower order of
theory of mind. The performance of the ToM3 agent and the ToM4 agent suggests
that there may be a limit to the effectiveness of application of higher orders of theory of mind. However, since rock-paper-scissors involves three possible opponent
actions, the game leaves room for only three unique predictions of the opponent’s
next action. The low performance of the ToM3 and ToM4 agents may therefore
be caused by specific characteristics of the RPS game, rather than a limit to the
effectiveness of application of higher orders of theory of mind. The next section
describes a game with more than three actions in order to differentiate between
these alternative explanations.

2.5.2

Elemental rock-paper-scissors

In Section 2.2.1.2, we introduced elemental rock-paper-scissors, a variation on the
classical RPS game in which agents choose from an action set of five actions.
ERPS preserves the feature of RPS that each action is defeated by exactly one
other action. Differences in performance of theory of mind agents that play RPS
and those that play ERPS allow us to determine whether features of the game
structure affect the effectiveness of higher orders of theory of mind in competitive
games.
The results for ERPS are shown in Figure 2.7. Our expectation that performance of theory of mind agents in playing ERPS would be at least as good as
performance in RPS is only partially correct. Similar to our results of theory of
mind agents playing RPS, Figure 2.7a shows that a ToM1 agent outperforms a
ToM0 opponent, while Figure 2.7b shows that a ToM2 agent outperforms a ToM1
opponent as well. However, performance in the game of ERPS is slightly reduced
compared to the situation in which they were playing RPS. Especially when either
the agent or his opponent learns at a low speed, it is more difficult for a theory
of mind agent to model his opponent in a game of ERPS than it is in RPS.
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(a) ToM1 against ToM0

(b) ToM2 against ToM1

(c) ToM3 against ToM2

(d) ToM4 against ToM3

Figure 2.7: Average performance of theory of mind agents playing ERPS against opponents of
a lower order of theory of mind. Performance was averaged over 500 trials of 20 consecutive
games each. Insignificant results (p > 0.01) are highlighted in red.

The main qualitative difference between RPS and ERPS is shown by the performance of the ToM3 agent and performance of the ToM4 agent, depicted in
Figure 2.7c. Our results in RPS showed that it is difficult for a ToM3 agent to
model his opponent correctly. In Figure 2.6c, this presents itself as relatively low
performance against an opponent with zero learning speed λ = 0. In contrast,
Figure 2.7c shows that the ToM3 agent does not have this difficulty when playing
ERPS against a similar opponent.
Since the richer action space of ERPS increases performance of the ToM3 agent
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when playing against an opponent that does not learn, the structure of the game
influences the effectiveness of theory of mind. However, performance of a ToM3
agent playing ERPS against a ToM2 opponent is still poor in comparison to performance of the ToM1 and ToM2 agents playing ERPS against opponents of a lower
order of theory of mind. Although the ToM1 and ToM2 agents clearly outperform
opponents of a lower order of theory of mind, the ToM3 agent outperforms the
ToM2 agent at a small margin only.
Figure 2.7d shows the performance of a ToM4 agent playing ERPS against a
ToM3 opponent. Like the ToM3 agent, the peak performance of the ToM4 agent
when playing against an opponent with learning speed λj = 0 shown in the figure
indicates that the ToM4 agent has no difficulty distinguishing agents that have
learning speed zero from agents of a lower order of theory of mind. However, the
ability to make use of fourth-order theory of mind does not present an agent with
advantages in ERPS beyond those of third-order theory of mind. Figure 2.7d
shows that a ToM4 agent that plays ERPS against a ToM3 opponent only obtains
a positive score on average if his learning speed λi is higher than the learning
speed λj of his opponent. That is, when a ToM4 agent plays ERPS against a
ToM3 opponent, whoever has the highest learning speed is expected to win.
In summary, we investigate the game of ERPS to determine whether the limited choice of actions for agents playing RPS had an effect on the advantage of
making use of theory of mind. The results confirm our expectations (cf. hypothesis HERP S , Section 2.2.4) that when agents choose from a limited action
space, higher orders of theory of mind may experience difficulty modeling their
opponent. However, the limited action space does not explain the relatively poor
performance of a ToM3 agent when playing against a ToM2 opponent, which was
found both in RPS and ERPS.

2.5.3

Rock-paper-scissors-lizard-Spock

The game of rock-paper-scissors-lizard-Spock, described in Section 2.2.1.3, is a
variation on ERPS in which each action is defeated by exactly two other actions.
As a result, the best response to each action is not unique. Our expectation was
that it would be harder to predict an opponent’s behavior in this case, and that
performance of theory of mind agents would be reduced. Figure 2.8 shows that
this is indeed generally the case. In the game of RPSLS, the advantage of making
use of theory of mind is reduced compared to RPS and ERPS.
Figure 2.8a shows the performance of a ToM1 agent when playing RPSLS
against a ToM0 opponent. Unlike in RPS and ERPS, a ToM1 agent performs
better when his learning speed matches the learning speed of his opponent. In
Figure 2.8, this is reflected by high scores along the line of equal learning speeds
λi = λj . In this case, the ToM1 agent’s model of his opponent’s beliefs matches
her actual beliefs. However, even though modeling his opponent’s beliefs correctly
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(a) ToM1 against ToM0

(b) ToM2 against ToM1

(c) ToM3 against ToM2

(d) ToM4 against ToM3

Figure 2.8: Average performance of theory of mind agents playing RPSLS against opponents
of a lower order of theory of mind. Performance was averaged over 500 trials of 20 consecutive
games each. Insignificant results (p > 0.01) are highlighted in red.

yields the agent a higher score, he is still expected to win in most cases when his
learning speed does not match that of his opponent.
Performance of the ToM1 agent is particularly low when his opponent has
the maximum learning speed λj = 1. In this case, she only considers the agent’s
actions in the previous game, and ignores all information from previous games. For
example, if the ToM1 agent plays ‘paper’ in a game of RPSLS, the ToM0 opponent
will believe that he will repeat the same action in future games. This means that
the ToM0 opponent has two actions, ‘lizard’ or ‘scissors’, which maximize her
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expected payoff, and chooses either one of these two actions with 50% probability.
On the other hand, when the ToM0 opponent learns at a lower speed, λj < 1,
she does not completely replace her beliefs when new information becomes available. In this case, the ToM0 opponent believes that there is a small probability
that the ToM1 agent will play some action other than ‘paper’. In general, this
prevents two actions from having exactly the same expected payoffs. Since agents
choose the action that yields them the highest expected payoff, this causes the
ToM0 opponent to choose one of the possible actions with certainty.
As Figure 2.8a shows, these two distinct types of behavior make it more difficult for the ToM1 agent to accurately model his opponent. In the present model,
a ToM1 agent that has a learning speed λi < 1 believes that his opponent has
the same learning speed. As a result, he believes that there is a single action
that maximizes the opponent’s expected payoff. However, when his opponent has
the maximal learning speed λj = 1, she actually randomizes her choice over two
possible actions. The ToM1 agent is therefore expected to predict his opponent’s
behavior incorrectly in half the cases.
Figure 2.8b shows the performance of a ToM2 agent when playing RPSLS
against a ToM1 opponent. Similar to the ToM1 agent, performance of the ToM2
agent is low when playing RPSLS against an opponent that learns at maximum
speed, λo = 1. The ToM2 agent also has particular difficulties modeling a ToM1
opponent in RPSLS when his own learning speed λi is low. In this case, the ToM2
agent is outperformed by an opponent of lower order of theory of mind. However,
the ToM2 agent will on average win when his learning speed λi is over 0.7.
The low performance of the ToM2 agent in RPSLS when he learns at a low
speed translates to a benefit for the ToM3 agent. Figure 2.8c shows the performance of the ToM3 agent when playing RPSLS against a ToM2 opponent. When
his opponent’s learning speed λo is low, the ToM3 agent performs better in RPSLS
than he would have in the games of RPS and ERPS. However, the ToM3 agent
performs poorly when his ToM2 opponent learns quickly enough. In particular,
when facing a ToM2 opponent that learns at the maximal learning speed λj = 1,
the ToM3 agent only obtains a positive score on average when he learns at the
maximal learning speed λi = 1 as well.
Similar to the games of RPS and ERPS, performance of a ToM4 agent playing
RPSLS against a ToM3 opponent is mostly determined by which player has the
highest learning speed, as shown in Figure 2.8d. However, unlike in RPS and
ERPS, the ToM4 agent is at a very small advantage over his ToM3 opponent.
That is, when the learning speed λi of the ToM4 agent and the learning speed λj
of his ToM3 opponent are close together, the ToM4 agent is expected to win more
than predicted by chance performance.
In summary, our results from the game of RPSLS show that the effectiveness
of theory of mind is strongly related to the predictability of lower-order agents.
Theory of mind agents perform more poorly when their opponent is indifferent
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between two possible actions and her behavior is less predictable. This confirms
our expectations about the relationship between the performance of theory of
mind agents and the predictability of their opponents (cf. hypothesis HRP SLS ,
Section 2.2.4).

Limited Bidding

Unlike the variations on rock-paper-scissors, Limited Bidding is an extensive form
game that spans several rounds. Although there is a unique best-response to each
opponent action, there are multiple responses that yield a positive outcome. To
determine the advantage of having the ability to explicitly represent mental states
of others in the game of LB, agents that differ in their order of theory of mind have
been placed in competition. Figure 2.9 shows the performance of theory of mind
agents as a function of the learning speed λi of the focal agent and the learning
speed λj of his opponent. Performance has been normalized to range from 1,
which means that the focal agent achieved the maximum possible payoff, to -1, in
which case his opponent achieved the maximum possible payoff. As before, lighter
areas highlight that the agent performed better than his opponent, while darker
areas show that his opponent obtained a higher average score.
Figure 2.9a shows that ToM1 agents predominantly obtain a positive score
when playing against ToM0 opponents. A ToM1 agent performs well when facing
an opponent that does not learn, as shown by the high scores when the opponent’s
learning speed is zero (λj = 0). The bright area along the line of equal learning
speeds indicates that the advantage of the ToM1 agent is also particularly high
when learning speeds are equal. In this case, the ToM1 agent’s implicit assumption
that his opponent has the same learning speed as himself is correct. Figure 2.9a
shows that even when the ToM1 agent fails to accurately model his opponent, he
will on average obtain a positive score for any learning speed λi > 0.08.
As for the cases of RPS and ERPS described above, applying theory of mind
appears to be least effective when a ToM1 agent is playing against a ToM0 opponent that has a low learning speed. In LB, a ToM0 opponent with high learning
speed changes her beliefs radically, but with high confidence. That is, the effect of the random initialization of beliefs has less impact on opponent behavior
when her learning speed is high than when her learning speed is low. For a ToM1
agent, a ToM0 opponent with a high learning speed represents a more predictable
situation, which he can use to his advantage.
Figure 2.9b shows that a ToM2 agent is at an advantage over a ToM1 opponent.
However, although Figure 2.9b shows many of the same features as Figure 2.9a,
such as the brighter area along the main diagonal of equal learning speeds, ToM2
agents playing against ToM1 opponents obtain a score that is on average 0.13
lower than the score of ToM1 agents playing against ToM0 agents. As a result,
a ToM2 agent needs a higher learning speed of at least λi > 0.12 in order to
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(a) ToM1 against ToM0

(b) ToM2 against ToM1

(c) ToM3 against ToM2

(d) ToM4 against ToM3

Figure 2.9: Average performance of theory of mind agents playing Limited Bidding against
opponents of a lower order of theory of mind. Performance was averaged over 50 trials of 50
consecutive games each. Insignificant results (p > 0.01) are highlighted in red.

obtain, on average, a positive score when playing against a ToM1 agent. Note
that like a ToM1 agent, a ToM2 agent has more difficulty obtaining an advantage
when playing against an opponent with low learning speed than when her learning
speed is high.
Similar to the results found for the variations on RPS, the application of firstorder and second-order theory of mind present an agent with a clear advantage
over opponents of a lower order of theory of mind. However, the advantage of a
ToM3 agent over a ToM2 opponent is only marginal. Figure 2.9c shows that a

2.5. Results

71

2.5.5

Summary of results

To determine the effectiveness of theory of mind, we simulated computational
theory of mind agents, as described in Section 2.4, playing competitive games
against one another. In hypothesis HRP S (Section 2.2.4), we predicted that higher
orders of theory of mind would benefit agents in competitive settings. Our results
support this conclusion in the sense that the ability to make use of first-order
and second-order theory of mind allows agents to obtain a clear advantage over
opponents of a lower order of theory of mind. However, for orders of theory of
mind beyond the second, the additional advantage is marginal.
This pattern of results was consistent across the variations on rock-paperscissors we investigated. As we predicted in hypothesis HERP S , the larger action
space of elemental rock-paper-scissors was advantageous for higher-order theory
of mind agents in some instances. However, the larger action space did not remove the diminishing returns on higher orders of theory of mind. Qualitatively
similar results were found for the multistage limited bidding game, which confirms
hypothesis HLB .
The relatively limited advantage of ToM3 agents playing against ToM2 opponents appears to be caused by the model that the ToM2 opponent holds of the
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ToM3 agent barely outperforms a ToM2 agent, with an average score that only
exceeds 0.1 when the ToM2 opponent has zero learning speed. Moreover, although
it appears as if a ToM3 agent can still on average obtain a positive score when
his learning speed is at least λi > 0.32, Figure 2.9c shows that when the ToM2
opponent has learning speed 0 < λj < 0.1, performance of the ToM3 agent may
still fall below the plane of zero performance. That is, a ToM3 agent is no longer
guaranteed to win when playing against a ToM2 opponent for any value of his
learning speed λj .
Figure 2.9d shows that a ToM4 agent fails to obtain an advantage of any kind
over a ToM3 agent when playing LB. When neither the agent nor his opponent
learns at a low speed, the game will, on average, end in a tie. The learning speed
of the agent and the learning speed of his opponent do not have a strong effect
on the expected outcome of the game.
In summary, agent performance in LB clearly shows diminishing returns on
higher orders of theory of mind. The use of first-order and second-order theory of
mind allows agents to obtain a reliable advantage over opponents that are more
limited in their ability to explicitly represent mental states of others. However,
a specialized system for third-order theory of mind barely allows ToM3 agents to
outperform ToM2 agents, while a fourth-order theory of mind does not yield an
agent any advantage that could not have been obtained with a third-order theory
of mind. Qualitatively, the results are similar to those described for the RPS game
in Section 2.5.1.
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ToM3 agent. Agents start out by playing as if they were ToM0 agents. When a
ToM3 agent is in competition with a ToM2 opponent, both of them will notice that
their predictions based on first-order theory of mind are correct. This causes both
agents to grow more confident in application of first-order theory of mind. As a
result, they both gradually start to play more as if they were ToM1 agents. When
this happens, predictions based on first-order theory of mind will become less accurate, but predictions based on second-order theory of mind become increasingly
accurate, increasing confidence in the application of second-order theory of mind.
Both the agent and his opponent will therefore start playing as if they were ToM2
agents. At this point, the ToM2 opponent can no longer model the behavior of
the agent. That is, she will notice that none of her predictions are correct. Because of this, she will lose confidence in the application of both first-order and
second-order theory of mind, and gradually start to play as if she were a ToM0
agent again. When the ToM3 agent tries to take advantage of this by playing as
if he were a ToM1 agent, the ToM2 opponent is once again able to recognize this
behavior, and she will grow more confident in her predictions based on secondorder theory of mind again. This causes the ToM2 opponent to constantly keep
changing her strategy, which hinders the ToM3 agent in his efforts of trying to
model her behavior.
The relation between the performance of a theory of mind agent and the
predictability of his opponent’s behavior is also reflected in the results of the rockpaper-scissors-lizard-Spock game. As predicted in hypothesis HRP SLS , higherorder theory of mind agents perform more poorly in this game than in RPS.

2.6

Discussion and conclusion

The Machiavellian intelligence hypothesis (Whiten & Byrne, 1997) on the evolution of theory of mind predicts that there are competitive settings in which
the use of higher-order theory of mind presents individuals with an evolutionary
advantage. But the benefits of making use of higher-order theory of mind may
not always outweigh the costs. For example, in settings in which a pure-strategy
Nash equilibrium exists, individuals that make use of theory of mind are unlikely
to outperform individuals that play the Nash strategy without explicitly reasoning about their opponent’s mental states. In other cases, simple heuristics may
be superior to methods that rely on sophisticated cognitive abilities like theory of
mind (Gigerenzer, Hertwig, & Pachur, 2011; Kahneman, 2011). However, humans
possess the ability to make use of higher-order theory of mind, which suggests that
there may be settings in which this cognitively demanding skill is useful. For example, in using secret codes or negotiating climate change control, heuristics alone
may not be enough.
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In this paper, we have used agent-based models to show how the ability to make
use of theory of mind can present individuals with an advantage over opponents
that lack such an ability in certain competitive settings. The advantage was
found to be qualitatively similar across the four competitive games we discussed,
which included repeated single-shot games rock-paper-scissors, elemental rockpaper-scissors, rock-paper-scissors-lizard-Spock, and the repeated extensive form
game limited bidding.
To our surprise, the results show diminishing returns on higher orders of theory
of mind. Although both first-order and second-order theory of mind agents clearly
outperform opponents that are more limited in their abilities to represent mental
content of others, third-order theory of mind agents only marginally outperform
second-order theory of mind opponents. Fourth-order theory of mind was only
found to be beneficial under specific circumstances. These diminishing returns
on higher orders of theory of mind were found not to be related to the number
of actions available to the agents. Increasing the action space from which agents
choose did not increase performance of a third-order theory of mind agent in
competition with a second-order theory of mind opponent.
Although theory of mind allows agents to outperform opponents that are more
limited in their ability to explicitly represent mental states, theory of mind may
not always be an efficient use of memory capacity. Additional experiments show
that in simple games such as rock-paper-scissors, an agent seems to benefit more
from remembering past behavior of his opponent rather than representing her
mental states. However, for more complex games such as limited bidding, theory
of mind appears to have benefits that go beyond remembering past opponent
behavior. Agents that are capable of both associative learning strategies and
theory of mind strategies may therefore choose not to use their theory of mind
when the task is simple. Tasks may need to be sufficiently complex to elicit a
theory of mind response.
In our model, we have assumed that agents choose what action to perform
rationally. That is, agents choose to perform the action that they believe to yield
them the highest possible payoff. This results in a predictability that benefits
theory of mind agents, as shown by our results in the game of rock-paper-scissorslizard-Spock. When an opponent is indifferent between two actions in the sense
that both actions maximize the expected payoff, the effectiveness of theory of
mind suffers. However, when there is a slight asymmetry between the two actions,
such that one action appears to be a slightly better alternative than the other,
this creates a focal point (Sugden, 1995) for agents. In this case, the opponent
will choose the action that she believes to yield the better payoff. However, this
behavior can be predicted by higher-order theory of mind agents.
An agent of a lower order of theory of mind may therefore be able to avoid
falling victim to an opponent capable of theory of mind of a higher order when he
does not choose what action to play completely rationally. For example, agents
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could choose the action to perform with a probability proportional to the expected
payoff. Similarly, utility proportional beliefs (Bach & Perea, 2014) may benefit the
effectiveness of theory of mind agents, through the belief that opponents choose
an action proportionally to its utility. In this case, the theory of mind agent is less
reliant on his opponent playing completely rationally. Future research may reveal
how a balance can be achieved between exploiting weaknesses in the opponent’s
actions, while remaining unpredictable enough to avoid exploitation.
In our model, a zero-order theory of mind agent does not believe that his
opponent behaves randomly (Camerer et al., 2004; Yoshida et al., 2008), but
attempts to model the opponent’s behavior by assuming her past actions predict
what she will do in the future. A higher-order theory of mind agent therefore
simultaneously updates his model of the mental content of the opponent and
his belief about the opponent’s theory of mind abilities. It would be interesting
to compare the effectiveness of theory of mind in direct competition with more
classical strategies and heuristics.
In future work, we aim to investigate whether theory of mind is effective in
more complex interaction settings including various partners as well. Theory of
mind may play an important role in cooperative settings, for example in teamwork,
as well as mixed-motive settings such as negotiations (cf. Verbrugge, 2009). This
may provide further insights for automated agents that share their environment
with human agents, such as in automated negotiation (Kraus, 1997; Lin et al.,
2008).
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CHAPTER

3

Theory of mind in the Mod game

Abstract
When people engage in social interactions, they often rely on their theory
of mind, their ability to reason about unobservable mental content of others such as beliefs, goals, and intentions. This ability allows them to both
understand why others behave the way they do as well as predict future behavior. People can also make use of higher-order theory of mind by applying
theory of mind recursively, and reason about the way others make use of
theory of mind such as in the sentence “Alice believes that Bob does not
know about the surprise party”. In this paper, we use agent-based models
to describe human behavior in an n-player extension of rock-paper-scissors
called the Mod game. In previous work, we have shown how in similar competitive settings, the ability to make use of higher orders of theory of mind
can be beneficial. We find that characteristic cyclic behavior in the choices
of participants that contradicts equilibrium predictions from classical game
theory can be explained through the application of higher orders of theory
of mind. Our results suggest that participants engage in higher orders of
theory of mind reasoning in repeated play of the Mod game than previously
reported in normal-form games and in repeated rock-paper-scissors games.

This chapter has previously been published in Proceedings of the European Conference on Social
Intelligence (ECSI-2014).
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3.1

3.1. Introduction

Introduction

People often make use of theory of mind (Premack & Woodruff, 1978) to explain
and predict the behavior of others. By reasoning explicitly about unobservable
mental content such as beliefs, goals, and intentions, people are able to, for example, distinguish accidental from intentional behavior. People can also make use of
higher-order theory of mind, by using their own theory of mind ability to reason
about the way others may use of their theory of mind. Second-order theory of
mind allows people to form nested beliefs such as “Alice believes that Bob does not
know about the surprise party”, and use these beliefs to understand and predict
the behavior of Alice.
Empirical evidence shows that participants can make use of higher-order (i.e.
at least second-order) theory of mind in tasks that require explicit reasoning about
belief attributions of others (Apperly, 2010; Perner & Wimmer, 1985) as well as in
strategic games (Hedden & Zhang, 2002; Meijering et al., 2011, 2010). However,
there are limits to the depth of recursive theory of mind reasoning that people
use (Keysar et al., 2003; Ohtsubo & Rapoport, 2006). In particular, people are
in general unable to explicitly use the infinite recursion needed to reason about
common knowledge (Gintis, 2009; Verbrugge, 2009). As a result, people often fail
to behave as predicted by equilibrium predictions of classical game theory.
In previous work, we presented an agent-based model of theory of mind (De
Weerd, Verbrugge, & Verheij, 2013b) to show that agents benefit from the ability
to make use of higher-order theory of mind in certain competitive settings. This
model is closely related to hierarchical models of iterated reasoning in behavioral
game theory, such as level-k reasoning (Costa-Gomes, Crawford, & Broseta, 2001;
Stahl & Wilson, 1995), cognitive hierarchies (Camerer et al., 2004), quantal response equilibrium (McKelvey & Palfrey, 1995), and noisy introspection models
(Goeree & Holt, 2004). In each of these models, the level of sophistication of
agents is measured by the maximum number of steps of iterated reasoning the
agent is capable of considering. In terms of theory of mind, one step of iterated
reasoning approximately corresponds to zero-order theory of mind. Camerer et
al. (2004) estimate the distribution of the level of sophistication used by human
participants over a range of normal-form games such as the p-beauty contest and
the traveler’s dilemma, and find an average of 1.5 steps of iterated reasoning. Part
of the participants were found to use more than two steps of iterated reasoning,
which suggests these participants may have been relying on second-order theory
of mind. However, only few players were found to be well-described as higher-level
agents (Wright & Leyton-Brown, 2010).
Our model of theory of mind agents differs from previous models in that the
behavior of our agents changes based on the observed behavior of others. Previous models typically assume that the most basic agent responds optimally under
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3.2

Mod game

The Mod game is an n-player generalization of rock-paper-scissors, introduced
by Frey & Goldstone (2013) as a way to reveal patterns in individual iterated
reasoning strategies. In the Mod game, n participants simultaneously choose a
number in the range {1, . . . , m}, for both n and m greater than one. Participants
gain one point for every other participant that has chosen the number that is
exactly one lower than their own choice. For example, a participant that has
chosen the number 4 gains a point for every participant that has chosen number
3. The only exception to this rule is that participants that have chosen number 1
gain one point for every participant that has chosen number m. The Mod game
therefore has a structure similar to rock-paper-scissors, in which each action is
dominated by some other action. In particular, the Mod game is a non-zero-sum
version of rock-paper-scissors for n = 2 and m = 3.
The Mod game has a mixed-strategy Nash equilibrium in which each action is
chosen with equal probability. When all players play according to this strategy,
none of the players has an incentive to change his or her strategy. However, if a
player deviates from the randomizing strategy, other players can take advantage
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the assumption that other agents act according to a known non-strategic policy
(Camerer et al., 2004; Costa-Gomes et al., 2001; Goeree & Holt, 2004; McKelvey
& Palfrey, 1995; Stahl & Wilson, 1995; Yoshida et al., 2008). Instead, our zeroorder theory of mind agents attempt to learn the behavior of others in repeated
games through heuristics and associative learning. Our agent model has shown
that in competitive settings such as repeated rock-paper-scissors games, secondorder theory of mind can benefit agents greatly (De Weerd et al., 2013b), while
human behavior in normal-form games suggests lower levels of recursive reasoning
(Camerer et al., 2004). In the current paper, to determine whether human participants make use of higher-order theory of mind in these competitive settings,
we describe human behavior in the Mod game (Frey & Goldstone, 2013), an nplayer extension of rock-paper-scissors, using our agent model. By comparing the
behavior of theory of mind agents with participant data from the Mod game, we
can determine to what extent higher orders of theory of mind can account for the
observed patterns of human behavior.
In Section 3.2, we present a detailed description of the Mod game, as well as
the way human participants play the game. Section 3.3 shows how theory of mind
agents are implemented in this setting and how these agents play the Mod game.
We simulate interactions between these theory of mind agents and compare the
results to the behavior of human participants. The results of these experiments
are outlined in Section 3.4. Finally, Section 3.5 provides a discussion of the results
as well as directions for future research.
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Figure 3.1: Histograms over 24 choices, rates, and accelerations of human behavior in the Mod
game (red curve, reconstructed from Frey, 2013). The blue curve shows the expected results
from random behavior.

from this regularity by switching their strategy as well. Interestingly, human
participants are generally poor at generating random sequences (Herbranson &
Schroeder, 2010; Rapoport & Budescu, 1997; Wagenaar, 1972). This suggests
that in groups of people, individuals can increase their score if they deviate from
playing the Nash equilibrium strategy.
Indeed, participant behavior in repeated Mod games deviates from the Nash
equilibrium, as shown in Figure 3.1 (reconstructed from (Frey, 2013)). The figure
shows the aggregate participant data (red curve) and the idealized randomizing
behavior (blue curve) over 100 rounds of play and m = 24. Participant choices
appear to be approximately random, with a slight bias towards 24. However, participant rates, defined as the difference in choice between two subsequent rounds,
shows a clear deviation from the Nash equilibrium in Figure 3.1. Participants
are less likely to select numbers that are 7 to 21 ahead of their previous choice.
Instead, they are most likely to choose a number that is 0 to 4 higher than their
previous choice. Participant acceleration, which is defined as the change in participant rate, shows a similar effect. Figure 3.1 shows that participants tend to
vary little in their rate. A participant who chose a number in the last round that
was 2 higher than the number in the round before that is mostly likely to choose
the number that is 2 higher than his choice in the previous round. However,
Figure 3.1 shows that participants do vary their acceleration by a small amount.
Interestingly, this effect is not due to participants’ poor performance on choosing random actions. When participants are given the option to let the computer
select a randomly generated action, this option is used little (Frey, 2013). This
suggests that participants choose their actions based on their predictions of the
behavior of others rather than believing that the behavior of others is unpredictable.
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3.3.1

Zero-order theory of mind

A zero-order theory of mind (ToM0 ) agent has no theory of mind at all, and is
therefore unable to attribute mental content to others. In particular, a ToM0
agent cannot form the belief that his opponents are trying to obtain a high score.
Instead, the ToM0 agent forms zero-order beliefs about the collective actions of
the agents playing the game. For each number, the ToM0 agent specifies what he
believes to be the likelihood that most players will select to play that number.
Given these beliefs, the ToM0 agent can select the number that he expects to
maximize his score. For example, if a ToM0 agent strongly believes that number
4 will be selected by most players, the agent should choose to play number 5
himself.
After every round, the ToM0 agent updates his zero-order beliefs to reflect
the actual outcome, such that the agent’s new beliefs are constructed through a
linear combination of his original beliefs and the newly observed situation. An
agent-specific learning speed λ ∈ [0, 1] determines the relative influence of the
observation on the agent’s beliefs. A ToM0 agent with zero learning speed (λ = 0)
does not update his beliefs at all. Such an agent selects the same action in every
round. A ToM1 agent with the maximal learning speed (λ = 1), on the other hand,
completely replaces his zero-order beliefs after each observation, and forgets all
information obtained from previous rounds. Such an agent considers the observed
actions of the last round as the best predictor for the future.
The ToM0 agent we describe here holds a simple model of agent behavior.
Although agents could model the behavior of each individual opponent separately,
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In this section, we describe theory of mind agents that are able to play the Mid
game outlined in Section 3.2. These agents are inspired by the theory of mind
agents that we introduced in De Weerd et al. (2013b) to investigate the effectiveness of theory of mind in competitive settings. They engage in simulation-theory
of mind (Davies, 1994; Nichols & Stich, 2003; Hurley, 2008) by taking the perspective of their opponents. An agent determines what he would do himself if he
were facing the situation of his opponent, and attributes this thought process to
his opponent to predict her behavior. Each additional order of theory of mind
allows the agent to generate an additional hypothesis about the way an opponent
is playing the game. The task of a theory of mind agent is then to determine
which hypothesis most accurately predicts the behavior of his opponent.
The following subsections describe how agents of different orders of theory of
mind play the n-player Mod Game (Frey & Goldstone, 2013).
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our ToM0 agent models the collective behavior of others instead1 . The ToM0
agents also do not have any explicit memory. Although information obtained in
the past is reflected in the agent’s zero-order beliefs, the agent does not have an
explicit representation of the past.

Chapter 3

3.3.2

First-order theory of mind

Unlike the ToM0 agent, a first-order theory of mind (ToM1 ) agent reasons about
the other’s goals and therefore believes that his opponents may be trying to maximize their score as well. To predict the behavior of his opponents, the ToM1
agent attributes his own thought process to his opponents. Like the ToM0 agent,
the ToM1 agent models a modal opponent rather than having a separate mental
model for each individual opponent.
Following De Weerd et al. (2013b), the ToM1 agent does not attempt to model
the learning speed λ for his first-order model of opponent behavior. Rather, the
ToM1 agent assumes that the modal opponent has the same learning speed as
he has himself. This means that after a sufficient number of rounds, the ToM1
agent predicts that most of the his opponents will play the action suggested by the
agent’s zero-order theory of mind. For example, for a ToM1 agent that has strong
zero-order beliefs that number 4 will be selected by most players, the agent’s zeroorder response would be to play number 5. Using first-order theory of mind, the
ToM1 agent attributes this though process to his opponents, and predicts that
most of them will play number 5. The ToM1 agent’s first-order response would
therefore be to play number 6.
Although the ToM1 agent models his opponents as being able to use zeroorder theory of mind, agents in our setup do not know the extent of the abilities
of their opponents for certain. Rather, a ToM1 agent has two models of opponent
behavior, one based on zero-order theory of mind and one on first-order theory
of mind. Through repeated interaction, a ToM1 agent learns which of his models
best describes the behavior of his opponents. Based on this information, a ToM1
agent may therefore choose to play as if he were a ToM0 agent, and ignore the
predictions of his first-order theory of mind.

3.3.3

Higher orders of theory of mind

For each additional order of theory of mind k, an agent generates an additional
prediction of opponent behavior by attributing his own (k − 1)st-order theory of
mind thought process to his opponents. For example, a ToM2 agent models the
1

Empirical evidence from weak-link coordination games suggests that participants only consider part of the data (Devetag, 2005; Van Huyck, Battalio, & Beil, 1990). However, evidence
to the contrary also exists (see for example Berninghaus & Ehrhart, 2001; Brandts & Cooper,
2006).
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Simulation results

We simulate interactions of groups of the theory of mind agents of Section 3.3 in
the Mod Game described in Section 3.2. To recreate the setting in Frey (2013);
Frey & Goldstone (2013), agents repeatedly played the Mod Game for 100 rounds.
In each condition, all agents had the same order of theory of mind, and were
assigned randomized learning speeds. In Frey (2013), participants had the option
to let the computer generate a random choice rather than to choose themselves,
which was used in 9% of all choices. To simulate this, each action was assigned
a 9% probability of being replaced with a randomly chosen action. That is, each
agent had a 9% probability of selecting a random action rather than the one he
believes to be the best action.
Figure 3.2 and Figure 3.3 show histograms of the simulations that we have run
with groups of agents that share the same ability to make use of theory of mind, as
well as data from human participants reported in Frey (2013). In each panel, the
red curve shows the data obtained from participants or agent simulations, while
the blue curve shows the histogram corresponding to the unique Nash equilibrium.
The first panel of each triple shows a histogram over the possible choices,
aggregated over 100 rounds of play. Even though the theory of mind agents only
have a 9% probability of choosing randomly, their choices superficially appear to
resemble a random distribution, irrespective of the order of theory of mind of the
agents.
The second panel of each triple shows the rate at which agents and participants
change their choice. That is, these panels show the first difference in the choice
of the participants and agents. The third panel shows the acceleration of agents
and participants, which is the first difference in the rate of change of the choice
of agents and participants.
Figure 3.2 shows that although ToM0 and ToM1 agents superficially appear to
make random choices, these agents select their choices in a predictable pattern.
Figure 3.2b shows that ToM0 agents typically select the number that is one higher
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modal opponent as a ToM1 agent, in addition to his zero-order and first-order
theory of mind models of the modal opponent. As a result, a ToMk agent has
k + 1 hypotheses for the action that will be chosen by most of his opponents with
corresponding predictions. Based on the accuracy of these predictions, the ToMk
agent can therefore choose to behave according to k + 1 patterns of behavior.
Our agent model shows that in competitive settings such as repeated rockpaper-scissors games, second-order theory of mind can benefit agents greatly, while
the additional benefit for fourth-order and even higher orders of theory of mind
is limited (De Weerd et al., 2013b). In this paper, we therefore do not consider
agents that are capable of theory of mind orders beyond the third.
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(a) Participant data (reconstructed from Frey & Goldstone (2013))

(b) Group of five ToM0 agents

(c) Group of five ToM1 agents
Figure 3.2: Histograms over 24 choices, rates, and accelerations. In each graph, the blue curve
shows the expected results from random behavior, while the red curve shows the agent or
participant behavior.
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(b) Group of five ToM3 agents
Figure 3.3: Histograms over 24 choices, rates, and accelerations. In each graph, the blue curve
shows the expected results from random behavior, while the red curve shows the agent or
participant behavior.

than the number that was chosen the most often in the previous round. That is,
they select the number that would have won in the previous game. Since each
ToM0 agent acts the same way, ToM0 agents typically have a rate of 1 and an
acceleration of 0.
Figure 3.2c shows that ToM1 agents display more variation in their behavior.
A ToM1 agent typically selects the number that is either one or two higher than
the number that was chosen most often in the previous round. The third panel
of Figure 3.2c shows that, unlike ToM0 agents, ToM1 agents do not have zero
acceleration. Rather, ToM1 agents switch between choosing the number that
would have won in the previous game and the number that is one higher. Although
the rate data of ToM1 agents fit participant data in Figure 3.2a better than
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(a) Group of five ToM2 agents
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ToM0 agent data, acceleration data from ToM1 agents differ from participant
data. Whereas participants are most likely to keep their rate constant, ToM1
agents are less likely to do so. Instead, ToM1 agents are more likely to alternate
between increasing and decreasing their rate.
For increasingly higher orders of theory of mind, agent behavior shows increasingly more variation. Although the simplified agent architecture does not
reach the variability seen in participant data, results from the higher-order theory of mind agent simulations show some interesting similarities to participant
data. Similar to participants, higher-order theory of mind agents typically select
numbers that are a little higher than the one they chose in the previous round.
More precisely, ToM2 agents tend to select a number that is up to 3 higher than
their previous choice, while ToM3 agents are also likely to select a number that
is 4 higher than their previous choice. Note that this is true even though agents
cannot remember their previous choices. Also, acceleration data from participants more closely resembles the acceleration data from higher-order theory of
mind agents than that of ToM0 and ToM1 agents. Like participants, ToM2 agents
and ToM3 agents display variation in their acceleration, but they are most likely
to keep their rate constant. Interestingly, the higher-order agents also show the
average negative acceleration reported in Frey (2013).
Our results show that the behavior of theory of mind agents displays some
interesting similarities to the behavior of human participants in repeated Mod
games. Moreover, human behavior in the Mod game is closer to the behavior of
agents that make use of higher-order theory of mind than that of agents that are
limited to zero-order or first-order theory of mind.

3.5

Discussion

Experimental studies show that people make use of higher-order theory of mind.
In previous work, we have shown that in certain settings, agents can benefit from
using higher orders of theory of mind. In cooperative settings, for example, firstorder and second-order theory of mind can help to establish cooperation faster
(De Weerd, Verbrugge, & Verheij, 2015) even when a cooperative solution can be
maintained without the use of theory of mind, while higher-order theory of mind
can also provide an agent with a competitive advantage over others (De Weerd
et al., 2013b). In this paper, we have compared these theory of mind agents with
human behavior in repeated play of the Mod game (Frey & Goldstone, 2013).
The Mod game has a mixed-strategy Nash equilibrium in which each action is
played with equal probability. Contrary to predictions of classical game theory,
participants do not appear to randomize their decision in every game. Rather,
participant choices show cycles of varying speed (Frey & Goldstone, 2013). Interestingly, our simulations with groups of theory of mind agents show that this
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kind of behavior is a closer match to the behavior of a group of agents capable
of at least second-order theory of mind than to the behavior of a group of agents
that is more limited in their theory of mind abilities.
In previous work, the average depth of reasoning used by humans over a range
of games was determined to be 1.5 steps (Camerer et al., 2004), which corresponds
approximately to first-order theory of mind. A recent study into human behavior
in repeated rock-paper-scissors games suggests that people similarly reason at low
orders of theory of mind (Batzilis, Jaffe, Levitt, List, & Picel, 2014). However,
whereas participants in previous studies played unrepeated games or games that
were repeated three times, participants played more repetitions in the Mod game.
Our results suggest that over repeated plays of competitive games such as the
Mod game, participants may increase their depth of reasoning and make use of
higher orders of theory of mind.
For competitive settings such as the Mod game, our agent model suggests
that reasoning at higher orders of theory of mind can benefit agents up to a certain point (De Weerd et al., 2013b). In particular, we found no advantage for
the use of fourth-order theory of mind. Simulations in mixed-motive settings, in
which both cooperative and competitive goals play a role, suggest that theory
of mind also helps to stabilize mutually beneficial interactions (De Weerd, Verbrugge, & Verheij, 2013a). In contrast to strictly competitive settings, reasoning
using fourth-order theory of mind may be beneficial in negotiations (De Weerd,
Verbrugge, & Verheij, 2014a). It would be interesting to investigate whether human participants are capable of taking advantage of this benefit.

Part II

Testing the
Vygotskian intelligence hypothesis
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CHAPTER

4

Higher-order theory of mind
in the Tacit Communication Game

To understand and predict the behavior of others, people regularly reason
about others’ beliefs, goals, and intentions. People can even use this theory
of mind recursively, and form beliefs about the way others in turn reason
about the beliefs, goals, and intentions of others. Although the evolutionary
origins of this cognitively demanding ability are unknown, the Vygotskian
intelligence hypothesis suggests that higher-order theory of mind allows individuals to cooperate more effectively. In this paper, we investigate this
hypothesis through the Tacit Communication Game. In this game, two
agents cooperate to set up novel communication in which a Sender agent
communicates the goal to the Receiver agent. By simulating interactions
between agents that differ in their theory of mind abilities, we determine
to what extent higher orders of theory of mind help agents to set up communication. Our results show that first-order and second-order theory of
mind can allow agents to set up communication more quickly, but also that
the effectiveness of higher orders of theory of mind depends on the role of
the agent. Additionally, we find that in some cases, agents cooperate more
effectively if they reason at lower orders of theory of mind.

This chapter has previously been published in Biologically Inspired Cognitive Architectures
(2015).
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4.1

Introduction

While engaging in everyday activities, people regularly make use of theory of mind
(Premack & Woodruff, 1978), and reason about what others know and believe.
For example, people reason about the reasons that others might have to behave
the way they do, and distinguish actions that are intentional from those that are
accidental. People are also able to use this ability recursively, and use secondorder theory of mind to reason about the way others reason about beliefs and
goals. This allows them to understand sentences such as ‘Alice believes that Bob
doesn’t know that Carol is throwing him a surprise party’, and make predictions
about how this knowledge influences the behavior of Alice.
The human ability to make use of higher-order (i.e. at least second-order)
theory of mind has been demonstrated both in tasks that require explicit reasoning
using second-order beliefs (Apperly, 2010; Perner & Wimmer, 1985) as well as in
strategic games (Hedden & Zhang, 2002; Meijering et al., 2011). However, the use
of higher-order theory of mind appears to be a uniquely human ability; whether
any non-human species is able to make use of theory of mind of any kind is under
debate (Clayton et al., 2007; Penn & Povinelli, 2007; Tomasello, 2009; Van der
Vaart et al., 2012; Martin & Santos, 2014). This suggests that there may be
specific settings in which the ability to reason about the unobservable mental
states of others is evolutionarily advantageous. Such settings would support the
emergence of higher-order theory of mind, despite the high cognitive demands of
such an ability.
According to the Vygotskian intelligence hypothesis (Vygotsky, 1978; Moll &
Tomasello, 2007), cooperative social interactions play a crucial role in the development of human cognitive skills such as theory of mind. Tomasello et al. (2005)
propose that the uniquely human aspects of cognition that require higher-order
theory of mind, such as constructing shared goals and joint intentions, developed
because of the need for social cooperation. They state that higher-order theory
of mind allows individuals to achieve levels of cooperation beyond those that are
achieved by individuals that are unable to reason about the minds of others, and
that are therefore unable to construct shared goals and joint intentions1 .
Although the Vygotskian intelligence hypothesis suggests that theory of mind
is necessary in some cooperative settings, simulation studies have shown that
many forms of cooperation can evolve using simple mechanisms (Boyd et al.,
2003; Nowak, 2006; Sigmund, 2010; Gärdenfors, 2012; Van der Post et al., 2013).
Many animals are known to engage in cooperative interactions without relying
on higher-order theory of mind (Wilkinson, 1984; Dugatkin, 1997; Crespi, 2001;
Tomasello, 2009). Even highly organized and complex cooperative behavior such
as cooperative hunting by lions, wolves, and chimpanzees can be described using
1

For the computational complexity of joint intentions, see Dziubiński et al. (2007).
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4.2

Theory of mind in communication

The Vygotskian intelligence hypothesis suggests that there are forms of cooperation that support the emergence of higher-order theory of mind. One way in which
theory of mind may be beneficial for social cooperation is through communication.
Bidirectional optimality theory (Blutner, 2000) suggests that in order to establish
proper communication, the speaker has to take into account the perspective of the
hearer, while the hearer has to take into account the perspective of the speaker.
This may require a recursive mechanism of bidirectional optimization similar to
second-order theory of mind (Flobbe et al., 2008). In this system, a hearer decides
on the correct interpretation of a sentence by making use of second-order theory
of mind, by considering how the speaker would predict the hearer to interpret the
sentence. De Hoop & Krämer (2006) argue that an inability to optimize bidirec-
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fixed roles that rely on simple cues, without the need to construct joint intentions (Tomasello et al., 2005; Tomasello, 2009; Muro et al., 2011). In fact, even
when cooperation is risky, simple punishment strategies are enough to stabilize
cooperation (Boyd & Richerson, 1992).
Since many forms of cooperation can be stabilized without the use of theory of
mind, we instead focus on the process of establishing and coordinating cooperation
between agents. We investigate a particular form of cooperation through the Tacit
Communication Game (De Ruiter, Noordzij, Newman-Norlund, Hagoort, & Toni,
2007; Newman-Norlund et al., 2009; Blokpoel et al., 2012). In this game, a pair of
players needs to set up communication that allows one player to inform the other
player about the goal of the game. We make use of agent-based computational
models to investigate how higher-order theory of mind can help agents to set up
communication. Agent-based models have previously been used to explore the
origins of communication (Steels, 2003; Scott-Phillips, Kirby, & Ritchie, 2009; De
Bie, Scott-Phillips, Kirby, & Verheij, 2010; Steels, 2011), as well as to determine
the effectiveness of higher order of theory of mind in competitive settings (De
Weerd et al., 2013b) and mixed-motive settings (De Weerd et al., 2014a). By
simulating interactions between computational agents, we can determine how the
theory of mind abilities of these agents influences their performance.
The remainder of this paper is set up as follows. In Section 4.2, we present one
particular way in which theory of mind can be helpful in communication. Section 4.3 introduces the Tacit Communication Game. In Section 4.4, we describe
the agent model and show how the ability to reason at higher orders of theory of
mind changes the way agents play the Tacit Communication Game. The details
and the results of the simulated interactions between agents are found in Section 4.6. Section 4.7 discusses our results, and compares these results to related
work.
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tionally is the reason for children to make mistakes in the interpretation of the
following Dutch sentence S:
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S: Er ging twee keer een meisje van de glijbaan af.
there went two time a girl of the slide down
“Twice a girl went down the slide.”
Sentence S allows for two different interpretations. The sentence can be interpreted as a single girl that went down the slide twice, or two separate girls that
went down the slide once. Although Dutch children accept both interpretations,
adults prefer the interpretation in which two separate girls went down the slide
once.
According to De Hoop & Krämer (2006), bidirectional optimization accounts
for adults’ interpretation of the indefinite subject een meisje (‘a girl’) in sentence S. The preferred interpretation is that the indefinite subject een meisje
refers to a particular girl rather than to any girl. However, the canonical word
order in Dutch sentences has the subject appear in the initial position (as in “Een
meisje ging twee keer van de glijbaan af”), while the subject in sentence S appears sentence-internally. Since the canonical word order expresses the preferred
referential meaning, this reading is blocked for sentence S. De Hoop & Krämer
(2006) argue that to arrive at this conclusion, the hearer has to reason that if
the speaker intended to express the preferred referential meaning, he would have
used the canonical word order. That is, the hearer reasons – though typically
subconsciously – that the speaker believes that if the speaker uses the canonical
word order, the hearer will interpret this as expressing the preferred referential
meaning. As a result, the hearer believes that the speaker will choose another,
non-canonical, form to express the non-canonical meaning.

4.3

Game setting

To determine the effectiveness of higher-order theory of mind in cooperative settings, we compare performance of computational agents in the setting of the Tacit
Communication Game (De Ruiter et al., 2007; Newman-Norlund et al., 2009;
Blokpoel et al., 2012). The Tacit Communication Game is a purely cooperative
form of signaling game (Lewis, 1969; Skyrms, 1996, 2010). The game is played
by two players, one of which is assigned the role of the Sender while the other
player is assigned the role of the Receiver. To avoid ambiguity, we will refer to
the Sender as if he were male, and to the Receiver as if she were female.
The Sender and the Receiver both control a separate token, which are initially
placed in the center of a 3 by 3 grid. The game is separated into two phases.
During the first phase, only the Sender is allowed to move his token, while only
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Figure 4.1: Example of a goal configuration in the Tacit Communication Game. In this example,
the Sender has to position his (dark blue) token on tile 1 at the top left location, while the
Receiver has to position and orient her (light orange) token as shown on tile 8, at the central
bottom location.
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the Receiver is allowed to move her token during the second phase. During their
own phase, players can move their own token horizontally and vertically, as well
as rotate their own token any number of times. The object of the game is for
both players to move and rotate their token so that it matches a given goal
configuration when the trial ends. An example of a possible goal configuration is
shown in Figure 4.1. In this situation, the final position of the Sender’s dark blue
circle token should be on tile 1, while the Receiver should place her light orange
triangular token on tile 8, in the shown orientation.
Crucially, the Sender is the only player who knows the goal configuration.
Since the Sender can only move during the first phase, the Sender has to decide
how to match his own token to the goal configuration, but also how to communicate to the Receiver what the position and orientation of her token is in the goal
configuration. Note that the Sender and the Receiver are not allowed to communicate outside of the game. That is, the only way for the Sender to communicate
the goal configuration to the Receiver is through movement and rotation of his
token.
Once the Sender and the Receiver have moved their respective tokens, the
trials ends. At the end of a trial, both the Sender and the Receiver learn whether
they were successful or unsuccessful in matching the goal configuration, without
further feedback. Therefore, when a trial ends unsuccessfully, the Receiver is left
unaware of the actual goal configuration.
De Ruiter et al. (2007) report that human participants are highly proficient in
communicating the goal configuration. Pairs of participants successfully matched
the goal configuration in over 95% of the conventional communicative trials, in
which the Sender and the Receiver had a token of the same shape. Although some
variation in participant strategies exists, the Sender typically matches his token
to the goal configuration of the Receiver’s token first and pause before he matches
his token to the goal configuration.
Participants experience more difficulty in unconventional communicative trails,
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where the Sender controlled a token that had a shape that could not match the
orientation of the token of the Receiver. Figure 4.1 shows an example of an unconventional communicative trial, where the Sender has to communicate the position
and orientation of the Receiver’s triangular token. However, since the Sender
controls a circle himself, he cannot use the orientation of his own token to communicate the orientation of the token of the Receiver. Participant strategies in
these trials vary more than in conventional communicative trials. The most common strategy is for the Sender to move back and forth (‘wiggling’) between two
tiles to indicate the orientation of the Responder’s token. However, this strategy
cannot be used for all possible orientations of the Receiver’s token, while other,
more successful Sender strategies are not always understood. Nevertheless, participants scored significantly above chance levels in unconventional communicative
trials as well.
In this paper, we only consider conventional communicative trials, in which
both the Sender and the Receiver control a circle token. That is, agents only need
to match the location of their respective tokens to the goal configuration. The
Sender sends a message by performing a sequence of movements and pauses on
the game board. The Receiver responds by selecting the tile she wants to position
her token on. We assume that all actions take the same amount of time. However,
the Sender can vary the speed at which he performs actions through the use of a
pause action. More formally, the set of all possible messages M is such that
1. atomic actions ‘u’, ‘d’, ‘l’, ‘r’, and ‘.’ are messages in M ;
2. if m and n are messages in M , then the concatenation mn is also a message
in M .
The atomic actions ‘u’, ‘d’, ‘l’, and ‘r’ correspond to the Sender moving his token
up, down, left, and right, respectively. The action ‘.’ corresponds to the Sender
pausing, which does not affect the position of his token.
Since the Tacit Communication Game is a purely cooperative game, once the
Sender and the Receiver have successfully used some message m to communicate
a given goal configuration l, both players have an incentive to associate that
message m with goal configuration l in the future as well. In game-theoretic
terms, each successful communication strategy corresponds to a Nash equilibrium
in the Tacit Communication Game. Once such a Nash equilibrium has been
selected, theory of mind is unlikely to have any role in stabilizing cooperation in
the Tacit Communication Game. However, there are many such Nash equilibria
that a pair of agents may choose from. Theory of mind may have a role in the
process of selecting such a Nash equilibrium, rather than stabilizing the choice
of Nash equilibrium once it has been chosen. We hypothesize that higher orders
of theory of mind allow agents to establish communication faster. That is, we
expect that agents that make use of higher orders of theory of mind need fewer
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trials to select a Nash equilibrium than agents without the ability to reason about
the mental content of others.
In terms of classical game theory, the Tacit Communication Game can be
thought of as a coordination game. The Tacit Communication Game allows for
many different Nash equilibria, each of which is a possible pair of communication strategies that solves the coordination problem. However, unlike these Nash
equilibria, the communication strategies constructed by human participants show
a remarkable similarity. We therefore investigate whether a bias in the population to prefer certain messages over others influences the effectiveness of theory of
mind. In Setting 1, Senders prefer to send shorter messages over longer messages;
a Sender that believes two messages m1 and m2 to be equally successful prefers
to send the shorter message. In Setting 2, Senders have a bias towards more
human-like strategies. In this setting, Senders prefer shorter messages that pass
through the goal location of the Receiver.

Theory of mind in the
Tacit Communication Game

In this section, we describe how agents can make use of theory of mind while they
play the Tacit Communication Game. These agents make use of simulation-theory
of mind (Davies, 1994; Nichols & Stich, 2003; Hurley, 2008), and are designed
similarly to those we used to determine the effectiveness of higher orders of theory
of mind in competitive settings (De Weerd et al., 2013b) and mixed-motive settings
(De Weerd et al., 2014a). Using simulation-theory of mind, an agent can take the
perspective of his partner and determine how the agent would act himself if he had
been in that situation. Using the implicit assumption that the thought process of
any other agent can be accurately modeled by his own thought process, the agent
predicts that his partner will make the same decision the agent would have made
himself if the roles had been reversed.
In the following subsections, we describe how this process of perspective taking
results in different behavior for agents of different orders of theory of mind playing
the Tacit Communication Game. The formal description of these theory of mind
agents is presented in Section 4.5. In the remainder, we will speak of a ToMk
agent to indicate an agent that has the ability to use theory of mind up to and
including the k-th order, but not beyond.

4.4.1

Zero-order theory of mind

Zero-order theory of mind (ToM0 ) agents are unable to reason about the mental
content of others. In particular, this means that ToM0 agents cannot represent
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the fact that their partner has the same goal as they have: to match his or her
token to the goal configuration. Instead, a ToM0 agent attempts to find out what
behavior is more likely to result in both agents matching their respective tokens
to the goal configuration.
The ToM0 Sender believes that the behavior of the Receiver may depend on
his own behavior. He believes that it is his task to find out what actions he
should perform to make sure that the Receiver matches her token to the goal
configuration. In essence, the ToM0 Sender views the Tacit Communication Game
as the task of learning to operate a static machine. While playing the game, the
ToM0 Sender keeps a list of messages, which specify his own actions and the
corresponding reactions of the Receiver. In each trial, the ToM0 Sender selects
the message which he believes most strongly will result in the Receiver matching
her token to the goal configuration.
Once the ToM0 Sender has sent the message, he observes the reaction of the
Receiver, and updates his beliefs accordingly. Note that the ToM0 Sender makes
the implicit assumption that the Receiver does not change her behavior after
observing the outcome of a game. Like learning how to operate a static machine,
the ToM0 Sender assumes that he should find the right message that will cause
the Responder to perform the correct action.
The way a ToM0 Sender views the Tacit Communication Game is similar to
the way someone would learn how to operate a coffee machine with unlabeled
buttons. The operator randomly tries buttons and determines what the outcome
of pressing that button is. If, for example, the operator presses some button b
and the machine dispenses tea, the operator believes that if he were to press the
same button b again, the machine would dispense tea again. In particular, this
belief is independent of whether or not the operator intended to get tea from the
machine.
Similarly to the ToM0 Sender, the ToM0 Receiver is unable to consider the
goals of her partner. Instead, the ToM0 Receiver forms beliefs about how the
actions of the Sender relate to the goal configuration. During every trial, the
Receiver attempts to find the actions of the Sender in her memory and matches
her token to the goal configuration she believes to correspond to the message.
After observing the outcome of the game, the ToM0 Receiver updates her memory
accordingly.
Example 4.1. When a ToM0 Sender and a ToM0 Receiver meet each other in
the Tacit Communication Game for the first time, neither agent has a clear
idea of how the other will behave. When the Sender observes the first goal
configuration, such as the one depicted in Figure 4.2a, he will select a new
message that will result in him matching his token to the goal configuration,
and record how the Responder reacts. In the case of Figure 4.2b, we assume
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(a) Goal configuration

(b) Sender actions

97

(c) Receiver actions

Figure 4.2: Example of moves in a Tacit Communication Game. The Sender observes the goal
configuration (a), and is the first to move his (dark blue) token across the board (b). Once the
Sender has moved, the Receiver can move her (light orange) token (c).

4.4.2

First-order theory of mind

In addition to zero-order beliefs, a first-order theory of mind (ToM1 ) agent also
considers the Tacit Communication Game from the perspective of his or her partner. A ToM1 Sender considers the possibility that the Receiver is a ToM0 agent
who wants to match her token to the goal configuration, but does not know the
goal configuration. Whenever a ToM1 Sender considers sending some message m,
he puts himself in the position of the Receiver, and determines how he would
interpret the message m if he were a ToM0 agent.
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that the Sender has chosen to send the message ‘rull’. That is, the Sender
first moves his token right, up, left, and left. If the Responder reacts by
correctly guessing her goal location and moves her token to tile 3, both agents
will associate the message ‘rull’ with the goal configuration of Figure 4.2a. In
this case, whenever the goal configuration of Figure 4.2a appears, the Sender
will send the message ‘rull’ and the Receiver will correctly move to her goal
location.
However, when the Receiver guesses incorrectly, the beliefs of the agents
diverge. Suppose that the Receiver moves to tile 6 as shown in Figure 4.2c.
The ToM0 Sender now believes that if he were to send the message ‘rull’ again,
the Receiver will move to tile 6 again. However, the ToM0 Receiver believes
that the message ‘rull’ is not associated to tile 6, and will therefore move to a
different location. Thus, in this case the Sender and Receiver communicated
at ‘cross-purposes’.
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Similarly, a ToM1 Receiver considers the possibility that the Sender is a ToM0
agent who wants the Receiver to match her token to the goal configuration, and
who attempts to manipulate her behavior accordingly. When interpreting a message m, the ToM1 Receiver puts herself in the position of the Sender, and determines what message she would have sent in his place. In Setting 2, where Senders
prefer to send the shortest message that passes through the goal location of the
Receiver, this gives the ToM1 Receiver information about her goal location.
First-order theory of mind can be particularly helpful when interpreting a
novel message m. By placing herself in the position of the Sender, the ToM1
Receiver believes that the Sender would only have sent a novel message if there
was no suitable existing message m0 to communicate the goal configuration. That
is, if the agents have already successfully used message m0 to communicate goal
configuration l0 , then the Sender would not use a novel message m to communicate
the same goal configuration l0 . This use of theory of mind reasoning results in
a thought process that is very close to bidirectional optimality theory (Blutner,
2000, see Section 4.2), except that in our case, second-order theory of mind is not
needed for the agent to reason this way. This is because in the concrete game
setting of the Tacit Communication Game, Senders can eventually reason about
the actions of the Receiver (‘the Sender believes that I will select tile 5’) rather
than the knowledge of Receivers (‘the Sender believes that I will know my goal
location is tile 5’).
Although a ToM1 agent is capable of considering his or her partner as a ToM0
agent, repeated interactions with the same partner may lead the ToM1 agent to
realize that the predictions made by the use of first-order theory of mind are
inaccurate. In this case, a ToM1 agent may decide to behave as if he were a ToM0
agent instead.
Example 4.2. Consider the Tacit Communication Game as shown in Figure 4.2. In this game, the Sender learns the goal configuration (Figure 4.2a)
and sends the message ‘rull’ (Figure 4.2b). A ToM1 Receiver interprets this
message by putting herself in the position of the Sender, and determining in
what situation she would have sent the same message. If the Receiver has
not seen the message ‘rull’ before, this gives the ToM1 Receiver information
about her goal location in Setting 2. Since all Senders in Setting 2 prefer to
send short messages that pass through the goal location of the Receiver, the
ToM1 Receiver believes that any new message she sees passes through her goal
location. For example, the ToM1 Receiver believes it is impossible that her
goal location is tile 9, since the Sender’s token did not pass through tile 9.
Note that although by sending the message ‘rull’, the Sender’s token passes
over tile 2, the ToM1 Receiver believes that it is unlikely that her goal location
is tile 2. By placing herself in the position of the Sender, she believes that
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4.4.3

Higher orders theory of mind

An agent capable of using theory of mind order beyond the first not only takes
the perspective of his partner into account, but also considers the possibility that
his partner is taking the perspective of the agent himself into account. For each
additional order of theory of mind k, a ToMk agent maintains an additional model
of his or her partner as a ToMk−1 agent. A ToMk agent is therefore limited in
the maximum depth of recursive reasoning about the mental content of others. In
our setup, a Sender and Receiver therefore cannot achieve common knowledge of
rationality, which is a typical assumption in game-theoretic models (Gintis, 2009;
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if her goal location would have been tile 2, she would have preferred to send
the message ‘ul’. This message also passes through her goal location, but it is
shorter than ‘rull’.
Suppose that the Receiver responds by moving to tile 6 (Figure 4.2c),
failing to match her token to the goal configuration. A ToM1 Receiver believes
that once she has responded to a certain message m by going to location l, the
Sender will believe that she will go to location l whenever he sends message m
in the future. After the events shown in Figure 4.2, a ToM1 Receiver therefore
believes that if the Sender were to send the message ‘rull’ again, he expects
her to go to tile 6. On the other hand, if the Sender were to send a different
message such as ‘ul’, she believes that the Sender wants her to move to a tile
different than tile 6.
The use of theory of mind thus allows the ToM1 Receiver to circumvent the
problem of limited feedback. Even though the trial ended unsuccessfully, and
the ToM1 Receiver does not know what the original intention of the message
‘rull’ was, the Receiver believes that in the future, the Sender will use the
message ‘rull’ to indicate that the goal location of the Receiver is tile 6.
For a ToM1 Sender, the events shown in Figure 4.2 result in a conflict
between his zero-order and first-order beliefs about the behavior of the Receiver. According to his zero-order beliefs, whenever the Sender would choose
to send the message ‘rull’ again, the Receiver will respond by moving to tile
6 again. However, the Sender’s first-order theory of mind predicts that the
Receiver could select any tile other than tile 6. Different orders of theory of
mind therefore result in different hypotheses about the behavior of the Receiver. Whether the ToM1 Sender decides to act of his zero-order or on his
first-order beliefs is based on the accuracy of these predictions. If first-order
theory of mind accurately predicted the actions of the Receiver in previous
interactions, the ToM1 Sender relies on his first-order beliefs rather than his
zero-order beliefs.
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Verbrugge, 2009).
Note that when one agent is reasoning at kth-order theory of mind, the optimal
response of the other agent is to reason at (k + 1)st order theory of mind. In
general, reasoning at kth-order theory of mind is not optimal for an agent if her
or her partner reasons at any order other than (k − 1)st order theory of mind.
In our agent model, a ToMk agent is not restricted to reason only at kth-order
theory of mind, but a ToMk agent can reason at any order of theory of mind up to
and including kth-order. While playing the Tacit Communication Game, agents
form beliefs about the order of theory of mind at which their partner is reasoning,
and select the order at which they reason themselves accordingly.

Example 4.3. Second-order theory of mind may help a ToM2 Sender to select
the message he wants to send. This is especially true for ToM2 Senders in
Setting 2, where Senders prefer to send short messages that pass through the
goal location of the Receiver.
Suppose the goal configuration is as shown in Figure 4.2a, and the ToM2
Sender considers sending the message ‘rull’ (Figure 4.2b). Following the reasoning outlines in Example 4.2, a ToM2 Sender in Setting 2 believes that if he
were to send message ‘rull’, the Receiver will believe her goal location is either
tile 3 or tile 6. For any other goal location of the Receiver, the ToM2 Sender
believes that a ToM1 Receiver believes that a ToM0 Sender would prefer to
send a different message. This results in the ToM2 Sender believing that there
is a 50% probability that the Receiver will select the correct tile 3 if he were
to send message ‘rull’.
If, on the other hand, the ToM2 Sender were to send message ‘urll’, he
believes that the Receiver would only consider tile 3 as her goal location.
For every other goal location of the Receiver, the ToM2 Sender believes that
a ToM1 Receiver would expect a different message. Second-order theory of
mind can therefore help the Sender in selecting unambiguous messages.

4.5

Mathematical model of theory of mind

In the previous section, we described how theory of mind agents can make use of
simulation-theory of mind while playing the Tacit Communication Game. In this
section, we present the implementation of these computational agents.
The agents described in this section are inspired by the theory of mind agents
that we used to investigate the effectiveness of theory of mind in competitive
settings (De Weerd et al., 2013b) and mixed-motive settings (De Weerd et al.,
2014a). In contrast to previous work, in which theory of mind agents always
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performed a similar role within a game, the Sender and Receiver role in the Tacit
Communication Game are quite different.
In our description below, the Tacit Communication Game consists of
• a set of possible goal locations L,
• a set of possible messages M , and
• a function r : M → L so that the location of the Sender after sending
message m ∈ M is r(m).

4.5.1

Zero-order theory of mind model

While playing the Tacit Communication Game, a ToM0 Sender does not form
explicit beliefs about the mental content of the Receiver. Instead, the ToM0 Sender
(0)
models the behavior of the Receiver through zero-order beliefs bm : L → [0, 1],
so that the Sender believes that the probability that the Receiver will go to goal
(0)
location l ∈ L after he has sent message m ∈ M is bm (l). Initially, the Sender
(0)
1
).
does not know how the Receiver will react to a given message m (i.e. bm (l) = |L|
Over repeated trials, the ToM0 Sender updates these beliefs to reflect the behavior
of the Receiver.
After observing the goal configuration, the ToM0 Sender determines the set of
messages µ(0) (lS , lR ) that cause the Sender’s token to end up on his goal location
lS while maximizing his belief that the Receiver will select her goal location lR .
That is,
β (0) (lS , lR ) =
µ(0) (lS , lR ) =

max
m∈M,r(m)=lS



b(0)
m (lR )

(0)
m ∈ M r(m) = lS , b(0)
(lS , lR ) .
m (lR ) ≥ β

(4.1)
(4.2)

In addition, we assume that the Sender has complete preferences over messages,
and compare how the choice of messages due to different preferences change the effectiveness of theory of mind agents. In Setting 1, Senders have preference relation
that prefers shorter over longer messages, irrespective of the goal configuration.
That is, the Sender will randomly select one of the messages of µ(0) (lS , lR ) that
minimize the length of the message.
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The game consists of a number of individual trials that additionally specify the
goal locations lS and lR for the Sender and Receiver respectively.
In each trial within the Tacit Communication Game, the Sender observes the
goal locations lS and lR , and selects a message m ∈ M to send to the Receiver.
The Receiver observes the message m and selects a location l ∈ L as a response.
The trial ends successfully if r(m) = lS and l = lR . In all other cases, the trial
ends unsuccessfully.
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In Setting 2, Senders have a preference relation that is meant to be closer to the
way human participants choose messages to send (De Ruiter et al., 2007; NewmanNorlund et al., 2009; Blokpoel et al., 2012). Under this preference relation, the
Sender prefers to send shorter messages that have passed through the Receiver’s
goal location lR .
(0)
Similar to the ToM0 Sender, a ToM0 Receiver forms zero-order beliefs bm :
L → [0, 1]. When the Receiver observes a message m ∈ M , she believes that the
(0)
probability that selecting location l ∈ L will be successful is bm (l). In the second
phase of the Tacit Communication Game, the ToM0 Receiver therefore selects one
of the locations λ(0) (m) that maximize the agent’s zero-order beliefs. That is, the
Receiver selects a location from the set at random:


(0)
(0) 0
(0)
(4.3)
bm (l ) .
λ (m) = l ∈ L bm (l) ≥ max
0
Chapter 4

l ∈L

Once the Sender has sent message m∗ and the Receiver has selected location l∗ ,
the agents update their beliefs. The Sender believes that if he were to send the
message m∗ again, the Receiver will respond the same way as before and select
(0)
(0)
location l∗ again. That is, the Sender sets bm∗ (l∗ ) = 1 and bm∗ (l) = 0 for all l 6= l∗ .
In contrast, the beliefs of the Receiver reflect the outcome of selecting l∗ in
response to m∗ . If the trial ended successfully, the Receiver believes that the
(0)
(0)
correct response to m∗ is l∗ . That is, the Receiver sets bm∗ (l∗ ) = 1 and bm∗ (l) = 0
for all l 6= l∗ . Note that in this case, the Receiver and the Sender end up having the
same zero-order beliefs. However, when a trial ends unsuccessfully, the Receiver
(0)
believes that the correct response to m∗ is not l∗ . In this case, she sets bm∗ (l∗ ) = 0
(0)
and normalizes her beliefs bm∗ .

4.5.2

Theory of mind model

In our agent model, theory of mind allows agents to view the game from the
perspective of their partner, and determine what their action would have been if
the roles had been reversed. Each theory of mind agent contains a model of a
ToM0 Sender as well as a ToM0 Receiver. Beliefs of higher orders of theory of
mind are determined by taking into account the information of lower orders of
(k)
theory of mind. For example, a ToMk Sender constructs kth-order beliefs bm (l)
for the probability that the Receiver will select location l in response to message
m by determining what locations he would select himself if he had been a ToMk−1
Receiver.
Note that ToMk agents in our agent model can reason at any order of theory
of mind up to and including kth-order theory of mind. That is, a ToMk agent
can change the order of theory of mind he reasons at, for example if he comes to
believe that his partner is not reasoning at (k − 1)st-order theory of mind. To this
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end, an agent specifies a confidence ck ∈ [0, 1] for each order of theory of mind
available to the agent, which represents how much confidence the agent has in
predictions based on kth-order theory of mind relative to lower orders of theory
of mind.
A ToMk Sender constructs his kth-order beliefs by looking at the game from
the perspective of a ToMk−1 Receiver, and determining how likely it would be that
he would select location l after observing messages m. Since a ToMk−1 Receiver
responds to message m by randomly selecting a location from the set λ(k−1) (m),
a ToMk Sender’s kth-order beliefs are given by

0
if l 6∈ λ(k−1) (m)
(k)
(4.4)
bm (l) =
1
if l ∈ λ(k−1) (m).
|λ(k−1) (m)|

(k)
(k−1)
Bm
(l) = ck · b(k)
(l),
m (l) + (1 − ck ) · Bm

where

(0)
Bm
(l) = b(0)
m (l).

(4.5)

The ToMk Sender then determines which messages maximize his combined belief
that the Receiver will respond by choosing her actual goal location lR , analogous
to the way a ToM0 Sender does:
β (k) (lS , lR ) =
µ(k) (lS , lR ) =

max
m∈M,r(m)=lS



(k)
Bm
(lR )

(k)
m ∈ M r(m) = lS , Bm
(lR ) = β (k) (lS , lR ) .

(4.6)
(4.7)

The ToMk Sender selects a message from the set µ(k) (lS , lR ) according to his
preferences. In Setting 1, the ToMk Sender will therefore select a message from
µ(k) (lS , lR ) that minimizes the length of the message. In Setting 2, however, the
ToMk Sender randomly selects a message from µ(k) (lS , lR ) that minimizes the
length of those messages in µ(k) (lS , lR ) that pass through the goal location lR of
the Receiver.
Similarly, a ToMk Receiver interprets an observed message m by placing herself
in the position of a ToMk−1 Sender, and determining for what goal configurations
she would have sent the message m. The ToMk Receiver’s kth-order beliefs are
constructed through

 0 if m 6∈ µ(k−1) (lS , lR )
(k)
bm
(l) =
(4.8)
0 if there is a m0 ∈ µ(k−1) (lS , lR ) such that m0 > m

γ otherwise,
where γ is a normalizing constant. Analogous to the ToMk Sender, the ToMk Receiver combines her kth-order beliefs with lower-order beliefs according to Equation 4.5. The ToMk Receiver then selects a location that maximizes his combined
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These beliefs are then combined with lower-order beliefs with the help of the
confidence ck in kth-order theory of mind, according to
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(k)

beliefs Bm . That is, she randomly selects a location from the set


(k) 0
(k)
(k)
bm (l ) .
λ (m) = l ∈ L Bm (l) ≥ max
0
l ∈L

(4.9)
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Once the Sender has sent message m and the Receiver has selected a location
l, both agents update their confidences ck in the different orders of theory of
mind available to them according to the accuracy of predicted behavior. If the
Sender and the Receiver successfully matched their respective tokens to the goal
configuration, a ToMk Receiver updates her confidence ck in kth-order theory of
mind according to

1 if l ∈ λ(k) (m)
ck :=
(4.10)
0 otherwise.
That is, if kth-order theory of mind accurately predicted that location l would
be correct, the ToMk Receiver is highly confident that application of kth-order
theory of mind will be successful in the future. However, if kth-order theory of
mind failed to predict that location l would be correct, the ToMk Receiver loses
confidence in application of kth-order theory of mind.
Due to the limited feedback available to the Receiver, if the Sender and the
Receiver failed to match their respective tokens to the goal configuration, the Receiver obtains little information about whether or not kth-order theory of mind
accurately predicts the behavior of the Sender. Nonetheless, if kth-order theory of mind predicted that location l was the only possible correct location (i.e.
λ(k) (m) = {l}), a ToMk Receiver loses all confidence in kth-order theory of mind.
For a ToMk Sender, his confidence ck in kth-order theory of mind is updated
according to

(1 − f ) · ck + f if l ∈ λ(k−1) (m)
(4.11)
ck :=
(1 − f ) · ck
otherwise,
where
10 − λ(k−1) (m)
.
(4.12)
9
In this update, the confidence ck in kth-order theory of mind is increased if it
accurately predicted that the Receiver might have chosen location l, while the
confidence ck is decreased if the Sender’s kth-order theory of mind considered
that l was not a likely location for the Receiver to choose. The strength f of
the update is determined by how strongly kth-order theory of mind predicted the
behavior of the Receiver. If any action of the Receiver is possible according to
kth-order theory of mind (|λ(k−1) (m)| = 9), the confidence ck will only be changed
slightly. However, if kth-order theory of mind makes a strong prediction about
Receiver behavior (|λ(k−1) (m)| = 1), the confidence ck will be adjusted by a large
margin.
f=
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ToM0
Sender

ToM0
ToM1
ToM2

Receiver
ToM1

ToM2

771.3 (3.16) 49.4 (0.08) 290.3 (1.42)
220.6 (0.48) 139.1 (2.01) 107.5 (0.28)
258.3 (0.51) 51.6 (0.09) 144.2 (0.42)

Table 4.1: Average number of unsuccessful trials before a pair of agents establishes communication in the Tacit Communication Game in Setting 1 (standard error in parentheses). In this
setting, Senders prefer to send shorter messages, irrespective of the goal configuration. Results
are shown for Senders and Receivers of various orders of theory of mind.

Chapter 4

Figure 4.3: Average number of unsuccessful trials before a pair of agents establishes communication in the Tacit Communication Game in Setting 1. In this setting, Senders prefer to send
shorter messages, irrespective of the goal configuration. Results are shown for Senders and
Receivers of various orders of theory of mind. Brackets indicate standard errors of the results.

4.6

Results

We performed simulations in which the theory of mind agents described in Section 4.4 and Section 4.5 played the Tacit Communication Game. Although the
mathematical model of Section 4.5 does not restrict the length of a message and
would allow a message of infinite length, the messages used in our simulations
were limited to have no more than 8 actions. Since Senders in our agent model always preferred to send shorter messages over longer messages, this restriction did
not affect agent performance: throughout the simulation experiments, no Sender
chose to send a message of more than 6 actions.
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Each game consisted of a number of trials in which the Sender observed a
randomly selected goal configuration, the Sender and Receiver moved their tokens in turn, and the agents were informed whether the trial ended successfully or
unsuccessfully. The game continued with the same pair of agents until the agents
had successfully matched their tokens to each possible goal configuration. At that
moment, the pair of agents was said to have successfully established communication. Following the experimental setup with human participants (De Ruiter et
al., 2007; Newman-Norlund et al., 2009; Blokpoel et al., 2012), we excluded goal
configurations in which either player had his or her goal location in the center,
as well as goal configurations in which the Sender and the Receiver had the same
goal location. That is, agents only encountered 56 of the possible 81 different goal
configurations. However, agents did not know this restriction in the selection of
goal configurations; agents believed that all 81 goal configurations were possible.
We compare two simulation settings that differ in the way the Sender selects
which message he wants to send. In Setting 1, Senders prefer to send shorter
messages rather than longer messages. In Setting 2, Senders prefer to send a
shorter message that causes their token to pass through the goal location of the
Receiver at some point. The preferences in Setting 2 were selected to be closer to
the way human Senders choose messages.
We calculate the performance of a pair of agents by the number of unsuccessful trials before the pair establishes communication, averaged over 20,000 trials.
Table 4.1 and Figure 4.3 show how performance varies with the order of theory
of mind of the Sender and the Receiver in Setting 1, in which the Sender has a
preference to send shorter messages.
Figure 4.3 shows that even without the use of theory of mind, agents can
establish communication. However, if a ToM0 Sender is paired with a ToM0
Receiver, an average of 771 trials end unsuccessfully before communication is
established. This means that a pair of ToM0 agents performs worse than chance;
they make an average 13 errors on a given goal configuration before they agree
on how that goal configuration will be communicated. This is due to the crosspurposes communication mentioned in Example 4.1.
Figure 4.3 also shows that the ability to make use of first-order theory of mind
has a strong positive effect on performance. Because the Sender and the Receiver
fulfill very different roles in the Tacit Communication Game, theory of mind also
benefits the Sender and the Receiver to a different degree. When a ToM1 Sender is
paired with a ToM0 Receiver, approximately 220 trials end unsuccessfully before
communication is established. This combination of a ToM1 Sender and a ToM0
Receiver therefore performs approximately on chance level by making an average
4 errors per goal configuration.
The combination of a ToM0 Sender with a ToM1 Receiver performs better,
with an average 49 unsuccessful trials. This combination of a ToM0 Sender and
ToM1 Receiver thus makes less than 1 error on average per goal configuration.
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Sender

ToM0
ToM1
ToM2

ToM0

Receiver
ToM1

ToM2

776.4 (3.28)
224.8 (0.50)
249.2 (0.47)

6.8 (0.04)
84.6 (1.35)
0.0 (0.00)

108.9 (1.42)
12.9 (0.19)
0.0 (0.00)

Table 4.2: Average number of unsuccessful trials before a pair of agents establishes communication in the Tacit Communication Game in Setting 2 (standard error in parentheses). In this
setting, Senders prefer to send shorter messages in which their token passes through the goal
location of the Receiver. Results are shown for Senders and Receivers of various orders of theory
of mind.
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In fact, the best performance as shown by Figure 4.3 is achieved by the a ToM0
Sender paired with a ToM1 Receiver. Compared to this situation, an increase in
the theory of mind abilities of either agent results in a decrease in performance.
In particular, this means that a ToM1 Sender is better off not using his theory of
mind if the Receiver has the ability to make use of theory of mind as well.
Unlike human participants, different pairs of agents in Setting 1 end up with
very different ways of communicating a goal configuration. Since Senders in Setting 1 prefer shorter messages, the messages that agents end up using to communicate goals are typically short; most goal configurations are communicated with
only 2 or 3 moves of the Sender. For example, a typical Sender may use the message ‘ul’ to communicate that the goal location of the Receiver is location 3, while
the message ‘lu’ communicates that the Receiver’s goal location is location 5.
In Setting 2, Senders prefer to send short messages that visit the goal location
of the Receiver. Table 4.2 and Figure 4.4 show how performance in this setting
varies with the theory of mind abilities of the agents. When the Receiver is a
ToM0 agent, the results in Figure 4.4 are the same as those in Figure 4.3. That
is, even though the messages that ToM0 Senders send include more information
about the Receiver’s goal location than messages sent in Setting 1, this alone is
not enough to increase performance.
However, when the Receiver can reason using about the mental content of
the Sender, the results change. In Setting 2, where Senders prefer to send messages in which their token passes through the goal location of the Receiver, the
combination of a ToM0 Sender with a ToM1 Receiver performs even better than
the same combination in Setting 1. On average, only 7 trials end unsuccessfully
before communication is established. By placing herself in the position of the
Sender, a ToM1 Receiver believes that the Sender will have passed through her
goal location while sending the message. Although this additional information
does not uniquely identify the Receiver’s goal location, it does reduce the number
of unsuccessful trials from 49 to 7.
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Figure 4.4: Average number of unsuccessful trials before a pair of agents establishes communication in the Tacit Communication Game in Setting 2. In this setting, Senders prefer to send
shorter messages in which their token passes through the goal location of the Receiver. Results
are shown for Senders and Receivers of various orders of theory of mind. Brackets indicate
standard errors of the results. Note that when a ToM2 Sender is paired with a ToM1 or ToM2
Receiver, no trials end unsuccessfully.

Secondly, Figure 4.4 shows that second-order theory of mind can be helpful.
When a ToM2 Sender is paired with a ToM1 Receiver, no trial ends unsuccessfully.
That is, the ToM2 Sender consistently selects messages that the Receiver interprets
correctly. This is because the ToM2 Sender reasons about the way a ToM1 Receiver
will interpret his message, which allows him to avoid ambiguous messages.
The messages that pairs of agents end up using to communicate goal configurations in Setting 2 resemble the messages sent by human participants in the Tacit
Communication Game more closely than the messages in Setting 1. Like human
participants, Senders move towards the goal location of the Receiver before going to their own goal location. However, instead of pausing at the goal location
for the Receiver, Senders select messages that unambiguously select one of the
tiles as the goal location for the Receiver. That is, whereas a human Sender may
send the message ‘ul.rr’ to communicate that the Receiver’s goal location is tile
1, our Sender agent would prefer to send ‘ulrr’ because he considers that message
to be more efficient. However, although agents generally avoid the use of the
pause action, they still use this action when communication is not immediately
successful.
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Humans appear to be the only species capable of making use of higher-order
theory of mind. The Vygotskian intelligence hypothesis argues that although this
ability is cognitively demanding, it is evolutionarily advantageous to have higherorder theory of mind because of its beneficial effects on cooperation. In this
paper, we simulated interactions between computational agents in a cooperative
communication task to determine to what extent the use of higher orders of theory
of mind leads to better cooperation.
Our results show that even in situations in which cooperation can in principle
be maintained without the use of theory of mind, reasoning about the minds of
others can be helpful in establishing cooperation much more efficiently. Within
the setting of the Tacit Communication Game, first-order theory of mind helps
Receivers to interpret messages from Senders, and sharply reduces the number of
trials needed to set up communication. However, although first-order theory of
mind also benefits the Sender when the Receiver is unable to reason about the
mental content of others, the beneficial effect on performance is not as high as for
Receivers.
We find that the effectiveness of higher orders theory of mind depends on the
way a Sender chooses among messages he considers to be equally likely to succeed.
If Senders choose randomly in such a case, we find no further benefit for the use
of higher orders of theory of mind. However, if agents experience a bias so that
private knowledge influences the way they choose, higher-order theory of mind can
further increase the effectiveness of cooperation. Our results show that in some
cases, such biases can allow agents to establish communication without error.
The high proficiency of human participants in the Tacit Communication Game
suggests that humans do not rely purely on zero-order theory of mind, but also
take the perspective of their partner into consideration from the start of the
game. Apparently, the instructions of the Tacit Communication Game, which
explicitly mention the goal of the other player, are enough to trigger theory of mind
reasoning in participants and reason about the ways information can be conveyed
using only simple movements. The low variation in strategies employed by human
participants in the Tacit Communication Game suggests that in conventional
communicative trials like the ones we investigate in this paper, participants are
also biased towards certain solutions. Although we did not investigate the origins
of these biases in this paper, human Senders may use analogies (Gentner, 1983) to
select what message to send. The Sender would prefer messages if he can identify
an analogy with the actions he wants the Receiver to perform.
Our results show that under the right circumstances, the use of higher-order
theory of mind can further reduce the number of incorrectly interpreted messages
by allowing Senders to select messages that Receivers interpret correctly the first
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time they see them. In some cases, this can allow higher-order theory of mind
agent to communicate about goals they have never seen before and using messages
they have never used before. In the extreme case, the use of higher-order theory of
mind may have an additional benefit not explored in this paper; if novel messages
from Senders are understood by Receivers most of the time, agents need less
memory to communicate. Rather than remembering all messages they have ever
encountered, agents can suffice by remembering those messages in which their
prediction did not match the outcome.
In our agent model, we assumed agents start playing the Tacit Communication Game without any existing knowledge about the game. In future work, we
intend to determine how such knowledge influences our results. In particular,
we aim to incorporate the instructions given to human participants in the Tacit
Communication Game more closely.
In this paper, we constructed agents that make use of human-like strategies
while playing the Tacit Communication Game. In future work, we aim to investigate human strategies more directly by letting participants play the Tacit Communication Game with computational agents. In particular, we intend to find
out whether human participants can learn to communicate with agent Senders
that have no bias towards human-like strategies, and in what way human Senders
change their behavior when confronted with Receivers that misinterpret their messages. This way, we aim to find out to what extent people make use of theory of
mind when faced with the task of setting up a new way of communicating with a
stranger like in the Tacit Communication Game.
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In social interactions, people often reason about the beliefs, goals and intentions of others. This theory of mind allows them to interpret the behavior
of others, and predict how they will behave in the future. People can also
use this ability recursively: they use higher-order theory of mind to reason
about the theory of mind abilities of others. In this paper, we investigate
whether exposure to mixed-motive situations, which involve both cooperative and competitive elements, can explain the emergence of higher-order
theory of mind abilities. We focus on repeated one-shot negotiations within
the setting of the Colored Trails game, and determine to what extent higher
orders of theory of mind can help computational agents to reach better outcomes.
Simulation results show that agents benefit from the ability to reason
explicitly about mental states across a number of different agent specifications. Both first-order and second-order theory of mind agents outperform
agents that are more limited in their theory of mind abilities. Moreover,
the presence of such agents also benefits social welfare. However, agents
did not obtain additional benefit from the ability to make use of third-order
theory of mind. Surprisingly, in contrast to findings in strictly competitive
settings, we find that in negotiations, agents do benefit from fourth-order
theory of mind without affecting social welfare.
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5.1

5.1. Introduction

Introduction

When engaging in social interaction, people often rely on their ability to reason
about what others know and believe. This theory of mind (Premack & Woodruff,
1978) helps people to understand why others behave the way that they do, to
predict their future behavior, as well as to distinguish between intentional and
accidental behavior. People also have the ability to use this theory of mind ability
recursively, by reasoning about the theory of mind of others. Second-order theory
of mind allows people to form nested beliefs such as “Alice believes that Bob does
not know that Carol is throwing him a surprise party”, and use these beliefs to
predict that Alice will most likely avoid talking about the surprise party while
Bob is around. In this paper, we make use of agent-based computational models
to explain why our ability to reason about mental content of others may have
evolved.
Empirical studies show that human participants can make use of higher-order
(i.e. at least second-order) theory of mind, both in tasks that require explicit reasoning about second-order belief attributions (Apperly, 2010; Perner & Wimmer,
1985), as well as in strategic games (Hedden & Zhang, 2002; Meijering et al., 2011,
2014; Qu, Doshi, & Goodie, 2012; Goodie, Doshi, & Young, 2012; Zhang, Hedden,
& Chia, 2012; De Weerd, Broers, & Verbrugge, 2015). However, there are limits
to the depth of recursive theory of mind reasoning that people use (Ohtsubo &
Rapoport, 2006; Keysar et al., 2003). In particular, people are unable to explicitly use the infinite recursion needed to achieve common knowledge (Gintis, 2009;
Verbrugge, 2009). Additionally, to what extent non-human species are able to use
theory of mind of any kind is unknown. Although there are non-human species
that exhibit behavior consistent with theory of mind reasoning, critics point out
that such behavior could be the result of associative learning (Clayton et al., 2007;
Penn & Povinelli, 2007; Tomasello, 2009; Van der Vaart et al., 2012). Although
there may be non-human species that can reason about beliefs, goals, or desires
of others, humans appear to be the only species capable of reasoning at theory of
mind orders beyond the first.

5.1.1

Three hypotheses for the emergence
of higher-order theory of mind

According to the social brain hypothesis (Dunbar, 1998a,b), the complexity of
social life requires social animals to develop larger brains and more complex behavioral strategies, including higher-order theory of mind. A number of specializations of the social brain hypothesis attempt to explain why the ability to make
use of higher-order theory of mind has emerged for humans and not for other
species of animals. These hypotheses point to specific settings as the source of
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the social complexity in which the ability to reason about the theory of mind
abilities of others provides individuals with significant advantages over those that
rely purely on associative learning techniques. Such an advantage could provide
a selective pressure on individuals that supports the emergence of higher-order
theory of mind, despite its cognitive demands. In this section, we describe three
such hypotheses.
According to the Machiavellian intelligence hypothesis (Byrne & Whiten, 1988;
Whiten & Byrne, 1997), the main driving force behind the emergence of social
cognition, including theory of mind, is the individual’s ability for deception and
social manipulation. The idea behind the Machiavellian intelligence hypothesis
is that higher orders of theory of mind allow agents to deceive and manipulate
others with higher efficiency in a competitive setting.
Agent-based research into the emergence of higher-order theory of mind has
shown some support for the Machiavellian intelligence hypothesis. There are fixedsum games in which agents benefit greatly from the ability to make use of firstorder and second-order theory of mind, while the additional advantage for deeper
recursion to third-order theory of mind was found to be limited (De Weerd et
al., 2013b). Experimental evidence furthermore suggests that human participants
may make use of higher-order theory of mind in competitive games (Goodie et
al., 2012; De Weerd, Verbrugge, & Verheij, 2014b). However, agent-based models
also show that apparently deceptive behavior could be achieved without theory
of mind. For example, primates (Byrne & Whiten, 1992) and corvids (Bugnyar
& Kotrschal, 2002) engage in behavior that can be described as being deceptive,
such as hiding food from dominant group members. Agent models show that
such behavior could be achieved through other means than theory of mind or
be influenced by factors such as memory and stress (Van der Vaart et al., 2012;
Van der Vaart & Hemelrijk, 2014).
Although reasoning using higher-order theory of mind can provide individuals
with competitive advantages, it is unlikely that this constitutes the main driving force behind the emergence of higher-order theory of mind. Compared to
other species of animals, humans are considered to be a cooperative rather than
a competitive species. If higher-order theory of mind is especially advantageous
in competitive settings, species that are more competitive than humans, such as
chimpanzees, are expected to use higher orders of theory of mind as well.
The Vygotskian intelligence hypothesis (Vygotsky, 1978; Moll & Tomasello,
2007) offers a second possible explanation for the emergence of higher-order theory of mind. Rather than a competitive advantage, theory of mind may facilitate social cooperation in the form of culture, collaboration, communication, and
teaching. For example, higher-order theory of mind allows for individuals to form
a shared intentionality, in which cooperators that are involved in the same social
task share their commitment to the goal of a task and coordinate their actions
under the assumption that others are committed to that goal as well. The fa-
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cilitative effect of theory of mind on social cooperation may explain the human
capacity to engage in cooperation (Nowak, 2006; Tomasello, 2009; Gintis, 2009;
Bowles & Gintis, 2011).
Although agent-based simulations have shown that agents can indeed benefit from the use of higher-order theory of mind to establish communication in a
cooperative task (De Weerd, Verbrugge, & Verheij, 2015), there is no indication
that theory of mind is beneficial once cooperation has been established. That
is, higher-order theory of mind may help agents to find a cooperative solution
to a task, but once such a cooperative solution has been found, theory of mind
is unlikely to provide any additional cooperative advantages. Agent-based simulations suggest that in a variety of scenarios, cooperation can emerge and be
maintained using simple mechanisms such as imitation and punishment, without the need for shared intentionality (Brafman & Tennenholtz, 2003; De Jong,
Uyttendaele, & Tuyls, 2008; De Weerd & Verbrugge, 2011; Van der Post et al.,
2013, 2015). Moreover, even complex cooperative activities such as cooperative
hunting in chimpanzees can be explained without relying on theory of mind reasoning (Tomasello & Call, 1997; Tomasello et al., 2005). Although individual
participants of the hunt take on different and complementary roles, an individual
chimpanzee may simply perform the action that would maximize its own expected
outcome rather than taking into account the roles, intentions, or beliefs of others. This suggests that in cooperative settings, the advantages of reasoning at
higher orders of theory of mind over reasoning using less cognitively demanding
techniques such as associative learning are limited.
A third hypothesis for the emergence of higher-order theory of mind is the
mixed-motive interactions hypothesis (Verbrugge, 2009). Mixed-motive interactions involve both cooperative and competitive elements, such as in negotiations
Higher-order theory of mind may be needed for mixed-motive interactions. Individuals that interact in a mixed-motive situation engage in cooperation by searching for outcomes that are mutually beneficial. At the same time, individuals compete with each other to benefit as much as possible from the interaction. This
process can be understood as the task of sharing a pie (Raiffa et al., 2002). Individuals cooperate to find ways to enlarge the pie they are sharing, while they also
compete to obtain as large a piece of pie as possible for themselves. Theory of
mind allows individuals to reason explicitly about the goals and beliefs of others.
This ability may be crucial for an individual to balance cooperative and competitive goals in order to successfully negotiate a larger pie to share, which includes
a larger piece of pie for the individual himself.

5.1.2

Contribution and structure of this paper

In this paper, we investigate the mixed-motive interactions hypothesis as an explanation for the emergence of higher-order theory of mind. We have selected
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Game setting

To determine the effectiveness of higher orders of theory of mind in negotiations,
we compare performance of computational agents in the setting of a particular
negotiation game known as Colored Trails. Colored Trails is a board game designed as a research test-bed for investigating decision-making in groups of people
and computer agents (Lin et al., 2008; Gal et al., 2010; De Jong et al., 2011; Van
1

Also see http://coloredtrails.atlassian.net/wiki/display/coloredtrailshome/.
This research represents a significant extension to our previous conference contribution (De
Weerd et al., 2014a).
2
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to study mixed-motive interactions through the influential Colored Trails setting,
introduced by Grosz, Kraus and colleagues (Lin et al., 2008; Gal, Grosz, Kraus,
Pfeffer, & Shieber, 2010; De Jong, Hennes, Tuyls, & Gal, 2011; Van Wissen, Gal,
Kamphorst, & Dignum, 2012).1 Colored Trails is a prototypical multi-issue bargaining situation, and provides a useful test-bed to study how different aspects of
mixed-motive settings change the interactions among agents. The details of our
particular Colored Trails setup are described in Section 5.2.
To determine whether the use of higher orders of theory of mind presents
agents with an advantage over individuals without such abilities, we perform experiments in the form of simulations in which computational agents of various
orders of theory of mind negotiate among one another.2 Section 5.3 describes
our computational agents and the intuition behind the decision process of these
agents in the Colored Trails setting, while Section 5.4 presents the complete formal
model of our agents, including the mathematical description of zero-order, firstorder, and higher-order theory of mind agents. The results of our agent-based
simulation experiments are presented in Section 5.5. In this section, we analyze
the simulation results to show how the theory of mind abilities of individual agents
influences both competitive as well as the cooperative success of agents.
In our agent model, the zero-order theory of mind model is meant to capture
the behavior of intelligent agents that are unable to reason about unobservable
mental content of others. For this reason, we account for the ability of zero-order
agents to learn and adapt their behavior in reaction to the observed actions of
others. As a result, our agents have a kind of associative learning. However, there
are alternative ways to implement such learning. In Section 5.6, we take a closer
look at how the agents’ ability to learn or not — without resorting to theory
of mind — influences our simulation results. Our agent model is not the only
possible approach to modeling theory of mind. In Section 5.7, we relate our agent
model to alternative models of iterated reasoning and theory of mind available in
the literature. Finally, Section 5.8 provides discussion and suggests directions for
future research.
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Figure 5.1: Colored Trails is played on a 5 by 5 board. Players are initially placed on the black
tile, and aim to approach their goal tile as closely as possible. To follow the black path from
the initial tile to goal location G, a player would have to hand in two white chips and two gray
chips.

Wissen et al., 2012). The game is played by two or more players on a board
of colored tiles. Each player starts the game at a given initial tile with a set of
colored chips. The colors of the chips match those of the tiles of the board. Each
player also has a goal location, and the performance of a player is determined by
how closely he approaches this goal location. Players can move from their current
tile to an adjacent tile by handing in a chip of the same color as the destination
tile. Figure 5.1 shows an example of a Colored Trails board along with a possible
path across the board. In this case, a player that wants to follow the black path
from the central black tile to the gray tile marked G would have to hand in two
white chips and two gray chips.
Players are also allowed to trade chips with one another to obtain the chips
they need to move closer to their goal. This type of trading in the Colored Trails
setting represents a multi-issue bargaining situation (Raiffa et al., 2002; Fisher &
Ury, 1981; Fatima, Wooldridge, & Jennings, 2004; Jennings et al., 2001), in which
every color represents a different issue or task to overcome. Different paths from
the initial location to the goal location on the board represent different ways of
achieving the same goal, while each chip represents the means to complete a task
or resolve an issue.
In Colored Trails, players are scored based on how close they end up to their
goal location. Similar to the scoring in (Gal et al., 2010), we award 50 points to
each player that reaches his goal tile. If a player is unable to reach his goal tile,
he pays a penalty of 10 points for each tile in the shortest path from his current
location to his goal location. In addition to reaching the goal location, a player
can increase his score by owning chips. Chips that have not been used to move on
the board increase the score of their owner by 5 points each. Reaching the goal
location is therefore the most valuable, but players have an incentive to compete
over control of unused chips as well. However, Colored Trails is not a purely
competitive setting. Since a player may need a different set of chips to achieve
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Figure 5.2: In our setup, Colored Trails is played by three agents. These agents are initially
located at the tile marked S at the center of the board, and are randomly assigned goal locations.
In this example, agents a, c, and r have goal locations la , lc , and lr respectively.

Chapter 5

his goal than his trading partner, there may be an opportunity for a cooperative
trade, which allows both players to obtain a higher score.
The Colored Trails game we consider is played by three agents: the allocator,
the responder, and the competitor. For clarity, we will refer to the allocator and
the competitor as if they were male, while we will refer to responders as if they
were female. Groups of agents play repeated one-shot negotiation games on a 5
by 5 board such as the one depicted in Figure 5.1. Each tile is randomly assigned
one of five possible colors. Each player starts at the center of the board, indicated
by the black square in Figure 5.1, and is randomly assigned one of the 12 possible
goal locations that are at least three steps away from the center, indicated by gray
tiles in Figure 5.1.
At the start of each game, each agent receives four colored chips, randomly
drawn from the same five colors as those on the board. Figure 5.2 shows an
example of a Colored Trails game. In this game, agent c has received an initial
set of chips that consists of two black chips and two gray chips. Although agent
c cannot use these chips to reach goal location lc , there is an opportunity for a
mutually beneficial trade with agent r.
Negotiation over ownership of the chips takes the form of a one-shot bargaining
game. At the start of each game, the allocator and the competitor simultaneously
choose an offer to make to the responder. In their respective offers, the allocator
and competitor suggest the trade of any subset of their own initial set of chips
against any subset of the responder’s initial set of chips. Once both allocator and
competitor have selected their offers, the offers are revealed to all players.
The responder then decides how to respond. If both allocator and competitor
have made an offer that would reduce her score, the responder rejects all offers, and
the initial distribution of chips becomes final. Otherwise, the responder accepts
the offer that would yield her the highest score. If the responder is indifferent
between the offers of the allocator and the competitor in the sense that both offers
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would yield her the same score, she chooses to accept one of them at random. The
game ends after the responder has made her decision.
In our Colored Trails setting, the responder and competitor represent two different aspects of mixed-motive settings. The responder represents the cooperative
aspect of negotiations, since an allocator’s offer will only be acceptable if it increases the size of the pie, by increasing both his own score as well as the score
of the responder. The competitor, on the other hand, represents the competitive
side of negotiations. To convince the responder to choose his offer over the one
made by the competitor, the allocator should offer the responder a piece of the
pie that is at least as large as the piece offered by the competitor. Through competition with the competitor, the allocator may therefore choose to make an offer
that includes a smaller piece of the pie for himself.
Although there are competitive elements in our Colored Trails setting, it is not
a strictly competitive game. In this paper, we investigate whether the presence of
a cooperative aspect influences the effectiveness of reasoning at higher orders of
theory of mind as observed in competitive games (De Weerd et al., 2013b). This
is formulated as research question Q1 .
Question Q1 : Does an agent experience diminishing returns to higher orders
of theory of mind in mixed-motive situations, similar to those observed in
strictly competitive settings? That is, does an agent benefit greatly from
first-order and second-order theory of mind, while the additional advantage for deeper recursion to higher orders of theory of mind is increasingly
limited?
More specifically, with question Q1 we investigate whether an allocator in our
Colored Trails setting benefits greatly from the use of first-order and secondorder theory of mind, while deeper recursion to even higher orders of theory of
mind have increasingly smaller benefits.
Our previous agent-based simulations in cooperative settings suggest that theory of mind can help agents to find a cooperative solution to a task, but that once
such a solution has been found, theory of mind is not needed to encourage its use
(De Weerd, Verbrugge, & Verheij, 2015). However, the mixed-motive interactions
hypothesis suggests that when cooperation and competition are mixed, agents may
need theory of mind to balance cooperative and competitive goals. We therefore
also investigate whether reasoning using higher-order theory of mind affects the
total size of the pie that agents negotiate, as is expressed in research question Q2 .
Question Q2 : Does social welfare, measured as the sum of the scores over all
agents in a mixed-motive setting, increase significantly with increasingly
higher orders of theory of mind of the agents?
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In our Colored Trails setting, social welfare is measured as the sum of the scores of
the allocator, the competitor, and the responder. With question Q2 , we investigate
whether increasingly higher orders of theory of mind of either the allocator or his
competitor increase social welfare.

5.3

Theory of mind in Colored Trails

5.3.1

Zero-order theory of mind allocator

By convention, a zero-order theory of mind (ToM0 ) allocator is unable to attribute
mental content to others. In particular, the ToM0 allocator is unable to represent
that the competitor and the responder want to reach their respective goal locations, and that the behavior of other agents is consistent with their goals. Instead,
the ToM0 allocator makes use of an associative learning strategy by constructing
zero-order beliefs about the likelihood that a certain offer will be accepted by the
responder. The ToM0 allocator bases his zero-order beliefs on his observations
of the behavior of the responder. For example, through repeated interaction, the
ToM0 allocator will learn that the responder never accepts an offer that assigns
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In this section, we describe the intuition behind the way agents can make use of
theory of mind to play Colored Trails. In our setting, the responder always chooses
the option that will yield her the highest possible score. That is, the responder
is not making use of theory of mind. In this section, we therefore describe the
theory of mind used by the allocator and the competitor. These agents make use
of simulation-theory of mind (Davies, 1994; Nichols & Stich, 2003; Hurley, 2008)
to reason about the mental content of others. Using simulation-theory of mind,
an allocator can take the perspective of the competitor, and determine what his
own decision would have been if the allocator had been in the position of this
player. Using the implicit assumption that the thought process of the competitor
can be accurately modeled by his own thought process, the allocator then predicts
that the competitor will make the same decision the allocator would have made
himself if the roles had been reversed.
In the following subsections, we describe how this process of perspective-taking
results in different behavior for agents of different orders of theory of mind playing
Colored Trails. We describe this process from the perspective of the allocator.
However, the way competitors use theory of mind is completely analogous. The
formal description of these theory of mind agents is presented in Section 5.4. In
the remainder, we will speak of a ToMk allocator to indicate an allocator that
has the ability to use theory of mind up to and including the k-th order, but not
beyond. We use the convention that we refer to responders as if they were female
and to allocators as if they were male.
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all chips to the allocator himself, and no chips to the responder. Similarly, the
ToM0 allocator’s beliefs will eventually reflect that the responder is more likely to
accept offers that assign many chips to her and few to the ToM0 allocator, while
she is less likely to accept an offer that assigns few chips to the responder and
many to the ToM0 allocator.
Using these zero-order beliefs, the ToM0 allocator can form an expectation
about how his score will change if he were to make a particular offer, and select to
make the offer that he assigns the highest expected value. This allows the ToM0
allocator to play the Colored Trails setting without attributing mental content
to others. In particular, although the zero-order beliefs of the ToM0 allocator
will eventually reflect that other players have a desire for owning chips, the ToM0
allocator does not explicitly represent such a desire. Similarly, since the behavior
of the responder is determined in part by the offers made by the competitor, the
zero-order beliefs of a ToM0 allocator will eventually reflect information about the
behavior of the competitor, even though the ToM0 allocator does not make any
explicit predictions about his behavior.
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5.3.2

First-order theory of mind allocator

In addition to the associative learning strategy of the ToM0 allocator, a first-order
theory of mind (ToM1 ) allocator considers the possibility that other agents have
beliefs and goals as well, which determine their behavior. Because of this, a ToM1
allocator realizes that in order to get a large piece of pie for himself, his offer
should include a large piece of pie for the responder as well. The ToM1 allocator
is able to consider the game from the perspective of other players, and decide how
he would act if he were a ToM0 agent in the position of that player. This allows
the ToM1 allocator to make a prediction about the offer that the competitor is
going to make, as well as how the responder will choose. The ToM1 allocator uses
these predictions to decide the offer he should make himself. For example, if a
ToM1 allocator believes that the competitor is going to make an offer that would
increase the score of the responder by 15 points, he also believes that if he were
to make an offer that would increase the score of the responder by 20 himself, the
responder would certainly choose his offer over the offer made by the competitor.
First-order theory of mind provides an allocator with a convenient generalization over different games. Even if the ToM1 allocator finds himself in a novel
situation, first-order theory of mind allows the allocator to predict the behavior
of other agents. However, although the ToM1 allocator is able to consider other
players as ToM0 agents, the ToM1 allocator does not know the extent of the theory of mind abilities of others with certainty. Through repeated interactions, the
ToM1 allocator may learn that his first-order beliefs do not accurately model the
behavior of other agents. If this happens, the ToM1 allocator may choose to play
as if he were a ToM0 allocator and rely on associative learning instead.
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Higher orders of theory of mind agent

5.4

Mathematical model of theory of mind

In the previous section, we presented the intuition behind theory of mind agents
negotiating in a Colored Trails setting using simulation-theory of mind. In this
section, we discuss the implementation of computational agents that play according to this intuition. The agents described in this section are inspired by the theory
of mind agents used in (De Weerd et al., 2013b) to investigate the effectiveness
of theory of mind in competitive settings. However, those agents played the same
competitive game repeatedly, while agents in our current setup face a different
Colored Trails game each round. For this reason, we extend the agent model to
allow agents to generalize their beliefs over different Colored Trails games.
In our representation, a Colored Trails game is a tuple CT = hN , D, πi, where:
• N = {a, c, r} is the set of agents, where a is the allocator, c is the competitor,
and r is the responder;
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Allocators that are able to use orders of theory of mind beyond the first order
consider the possibility that other agents take into account that others have beliefs
and goals as well. Although responders in our setting do not make use of theory
of mind, a higher-order theory of mind allocator can benefit from considering the
theory of mind abilities of his competitor. For example, while a ToM1 allocator
believes that the competitor only makes use of zero-order beliefs when making
an offer, a ToM2 allocator considers the possibility that the competitor takes the
beliefs and goals of other agents into consideration as well, i.e. that the competitor
is a ToM1 agent.
More generally, for each additional order of theory of mind k, a ToMk allocator
models the competitor as a ToMk−1 agent. In our setup, a ToMk agent is therefore
limited in the maximum depth of recursive beliefs he can reason with. This means
that, in contrast to what is typically assumed of agents in game-theoretic models
(Gintis, 2009; Verbrugge, 2009), our ToMk agents are unable to achieve common
knowledge of rationality.
Note that if the competitor reasons at (k − 1)st-order theory of mind, the optimal response of the allocator is to reason at kth-order theory of mind. However,
reasoning at kth-order theory of mind may not be optimal when the competitor
reasons at any order of theory of mind lower than k − 1. In this case, the performance of the ToMk allocator may suffer due to overestimation of the competitor.
Agents in our setup do not know the extent of the theory of mind abilities of their
competitor. Instead, a ToMk agent forms a hypothesis about the order of theory
of mind at which the competitor is currently reasoning by matching the observed
behavior of the competitor to behavior predicted by the allocator’s theory of mind.
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• D is the set of possible distributions of chips; and
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• π = (πa , πc , πr ) is the set of score functions πa , πc , πr : D → R for allocator
a, competitor c, and responder r respectively.
This representation focuses on the negotiation aspect of the game, and ignores the
task of finding routes between locations. Instead, the score functions πi specify
the maximum score agent i can achieve given some distribution of chips and given
the scoring rules outlined in Section 5.2. We assume that agents make no mistakes
in finding routes between locations and that agents do not consider the possibility
that mistakes could be made in finding these routes. However, agents do not have
common knowledge about the rules of the game. Rather, agents follow the rules
of the game and do not consider the possibility that others would break those
rules.
Without loss of generality, we assume that the score of each agent in the
initial distribution is zero. That is, πi (D) denotes the change in score of agent i
if the distribution D ∈ D becomes final. An allocator can make any offer that
involves the chips in his own initial set of chips and the initial set of chips of the
responder, but leaves the set of chips assigned to the competitor unchanged. We
denote Di ⊆ D as those offers that agent i is allowed to make.

5.4.1

Model of zero-order theory of mind

The ToM0 allocator does not form explicit beliefs about the mental content of
others. Instead, a ToM0 allocator constructs zero-order beliefs b(0) : D → [0, 1],
which show that the ToM0 allocator believes that the probability that a given
offer O ∈ D will be accepted by the responder is b(0) (O). Over repeated games, a
ToM0 allocator updates these zero-order beliefs to learn which offers O are more
likely to be accepted than others.
Without a theory of mind to guide the allocator, the main challenge for the
ToM0 allocator is to find out what factors determine whether the responder will
accept or reject a given offer. Since there are many different possible boards
and initial sets of chips, it is unlikely that an agent will encounter the exact
same game twice over the course of our experiment. In order to be able to use
previous observations of the responder’s behavior to determine the likelihood that
the responder will accept a given offer O ∈ D in a new game situation, the ToM0
allocator therefore needs to generalize across games.
In our setting, the ToM0 allocator classifies offers by the number of chips
that are transferred from the allocator to the responder, and the number of chips
that are transferred from the responder to the allocator. This allows agents to
distinguish between an offer that trades one red chip for one blue chip and an offer
that trades two red chips for two blue chips, but not between an offer that trades
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one red chip for one blue chip and an offer that trades one green chip for one
yellow chip. Note that since agents in our setting own an initial set of four chips,
this generalization causes the ToM0 allocator to distinguish 25 classes of offers.
A separate pilot study indicated that this simple heuristic allowed allocators to
make mutually beneficial offers after a short learning period. In Section 5.6, we
consider several alternative ToM0 agent models and determine their effect on our
results.
Given the ToM0 allocator’s zero-order beliefs b(0) , the ToM0 allocator can
calculate the expected change in score as a result of making a given offer O
through
EVa0 (O; b(0) ) = b(0) (O) · πa (O).
(5.1)
The ToM0 allocator then chooses to make an offer that maximizes this expected
value. We define the set Da0 (b(0) ) ⊆ Da to specify which offers the ToM0 allocator
a believes to maximize his expected value, based on his zero-order beliefs b(0) .
That is,


0
(0)
0
0 (0)
0 (0)
EVa (O ; b ) .
(5.2)
Da (b ) = O ∈ Da EVa (O; b ) = max
0
O ∈Da

Example 5.1. Figure 5.3 shows an example of a Colored Trails game, in which
allocator a is a ToM0 agent that wants to move from the initial location at
the center of the board to goal location la in the top left corner. With his
initial set of chips, allocator a can only move one step closer to his goal, which
would yield him a score of 25 points. To decide which offer to make, the
ToM0 allocator calculates the expected value of making each possible offer,
and randomly makes one of the offers that maximizes the expected value.
Table 5.1 shows a number of selected offers that allocator a could make to
responder r. For each offer O, the table shows how offer O affects the score of
both allocator a and responder r, and the value of the zero-order beliefs b(0) (O)
of allocator a, which show what allocator a believes to be the probability that
responder r will accept offer O. Note that a ToM0 agent does not consider
the goal of the responder. From the perspective of ToM0 allocator a, offers
O1 and O2 are therefore indistinguishable. Both these offers allow allocator a
to move four steps to his goal location (40 points) and reach his goal location
(50 points) with one chip to spare (5 points), increasing his score from 25 to
95 points (+70 points). Furthermore, allocator a believes that the probability
that offers O1 and O2 will be accepted is the same. In contrast, although
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Since a ToM0 allocator a believes that any offer in Da0 (b(0) ) will maximize the
expected value, he randomly selects one of the offers in Da0 (b(0) ) to make to the
responder.
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Figure 5.3: In Example 5.1, ToM0 allocator a competes with competitor c for the opportunity
to trade with responder r. With his initial set of chips, allocator a can only move one step
towards his goal location la , which would yield a score of 25 points.

offer O3 would yield allocator a the same increase in score as offers O1 and
O2 , previous experience leads allocator a to believe that offer O3 is less likely
to be accepted by the responder as shown by the lower value of the agent’s
zero-order beliefs in Table 5.1. As a result, the expected value that allocator a
assigns to offer O3 is lower than the expected value assigned to offers O1 and
O2 .
Note that ToM0 allocator a is allowed to ask the responder to give him all
her chips. Although this offer has the potential to increase the score of allocator a to 110 (+85 points), this offer does not appear in Table 5.1. Allocator
a does not consider making this offer because the allocator has learned that
the responder would not accept this offer through repeated interaction.
Both offer O1 and offer O2 maximize the expected value for allocator a.
The set Da0 (b(0) ) = {O1 , O2 } therefore contains two elements. Allocator a
randomly chooses one of these offers to make. However, although allocator a
considers offer O1 and offer O2 to be equally acceptable, Table 5.1 shows that
offer O1 would decrease the score of responder r, while offer O2 would increase
her score. That is, responder r would in fact reject offer O1 , but she would
accept offer O2 .

5.4.2

Model of first-order theory of mind

In contrast to the ToM0 allocator, the ToM1 allocator takes the score of responder
r into account when making his decision. In our setting, the responder simply
accepts the offer that maximizes her score. That is, the responder is fixed at a zeroorder theory of mind strategy. When a ToM1 allocator a considers making offer
O ∈ Da , the agent correctly ascribes zero-order theory of mind to the responder
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Offer
O1
O2
O3
O4

Allocator a

Responder r
(+70
(+70
(+70
(+65

points)
points)
points)
points)

(-10 points)
(+55 points)
(+0 points)
(+60 points)

Beliefs b(0)
0.123
0.123
0.117
0.120

Table 5.1: Selected offers that ToM0 allocator a considers making to responder r in Example 5.1.
The effect of each offer on the scores of allocator a and responder r are given in parentheses.

πr (O)>πr (O )

πr (O)=πr (O )

Note that Equation 5.3 describes the behavior of a rational responder r. By
attributing rationality to responder r, an allocator a considers the goals of the
responder explicitly, and thus engages in first-order theory of mind.
To predict what offer competitor c will be making, ToM1 allocator a considers
the game from the perspective of the competitor. By calculating what offers
allocator a might make himself if he were facing the situation competitor c is in,
allocator a obtains a prediction of what offers competitor c may make. To do so,
the ToM1 allocator constructs first-order beliefs b(1) : D → [0, 1], which specify
what the ToM1 allocator a believes his zero-order beliefs to have been, if he had
been in the position of competitor c. Note that these beliefs do not necessarily
reflect the actual beliefs of competitor c. Rather, an agent’s first-order beliefs b(1)
represent what the agent believes to be the zero-order beliefs b(0) of his competitor.
Based on his first-order theory of mind, the expected value that ToM1 allocator
a assigns to making a given offer O ∈ D therefore is
p(O, Dc0 (b(1) )) · πc (O).

(5.4)
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and believes that she will not accept this offer if it would decrease her score, or
πr (O) < 0. Furthermore, the responder would not accept offer O made by the
ToM1 allocator a if competitor c makes an offer O0 ∈ Dc that would yield her
a higher score. Finally, if the offer O of the ToM1 allocator and offer O0 of the
competitor would yield the responder the same score, the responder will randomly
accept one of the two offers.
This information about the likelihood that an offer O will be accepted by the
responder is summarized in the function p. A ToM1 allocator a who predicts
that his competitor c randomly selects an offer from the set D, believes that if he
makes the offer O ∈ Da himself, this offer O will be accepted by the responder
with probability


 0 
 if πr (O) ≤ 0
P
P
1
1
(5.3)
p(O, D) =
1+
if πr (O) > 0 .
|D|
2

0
0
O ∈D
O ∈D

0
0
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Figure 5.4: The ToM1 allocator a in Example 5.2 does not only consider his own score, but also
considers the score of the responder r when deciding what offer to make.

Equation 5.4 represents that allocator a calculates his own optimal decision Dc0
from the perspective of competitor c. That is, allocator a determines what he
would have done if he would have been assigned the goal location and initial set
of chips assigned to competitor c.
Although Equation 5.4 describes the way a ToM1 allocator uses first-order
theory of mind, it does not fully describe the behavior of a ToM1 allocator. In
our model of theory of mind agent, we assume that agents do not know the level
of sophistication of others. A ToM1 allocator has the ability to make use of firstorder theory of mind, but such a ToM1 allocator may come to believe that his
first-order theory of mind does not accurately predict the behavior of the other
agents, and that the ToM1 allocator would be better off following his zero-order
beliefs. To this end, the ToM1 allocator has a confidence variable c1 ∈ [0, 1], which
indicates how much confidence the ToM1 allocator places on first-order theory of
mind over zero-order theory of mind. When deciding on the expected value of
making an offer O, the ToM1 allocator weights the predictions of first-order and
zero-order theory of mind accordingly.
In summary, a ToM1 allocator a calculates the expected value of making a
given offer O ∈ D through

EVa1 (O; b(0) , b(1) , c1 ) = (1 − c1 ) · EVa0 (O; b(0) ) + c1 · p O, Dc0 (b(1) ) · πa (O). (5.5)
Similar to the decision process of a ToM0 allocator, the ToM1 allocator a randomly
chooses to make one of the offers that maximize the expected value. The set of
these offers is given by
Da1 (b(0) , b(1) , c1 )



0 (0) (1)
1
(0) (1)
1
= O ∈ Da EVa (O; b , b , c1 ) = max
EVa (O ; b , b , c1 ) .
0
O ∈D
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Offer
O5
O6
O7
O8
O9
O10

Allocator a

Responder r
(+75
(+75
(+75
(+70
(+70
(+70

points)
points)
points)
points)
points)
points)

(+55
(+55
(+55
(+60
(+60
(+60

points)
points)
points)
points)
points)
points)

Table 5.2: Selected offers that ToM1 allocator a considers making to responder r in Example 5.2.
The effect of each offer on the scores of allocator a and responder r are given in parentheses.
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Example 5.2. In this example, we consider the Colored Trails setting depicted
in Figure 5.4. Note that this setting is similar to the one in Example 5.1,
but with the roles of the allocator and the competitor switched. Hence the
board is flipped, and allocator a and competitor c have switched their initial
set of chips. This way, ToM1 allocator a attributes the reasoning outlined in
Example 1 to competitor c. That is, ToM1 allocator a can reason as outlined
in Example 1, and make a prediction about the offer competitor c is going
to make. In this example, we assume that allocator a is a ToM1 agent that
correctly believes that competitor c will randomly choose an offer from the set
Da0 (b(1) ) = {O1 , O2 }.
Since allocator a is a ToM1 agent, he knows that the responder will not
accept his offer O if offer O would decrease her score, or if competitor c makes
an offer that would result in a larger increase in her score. Table 5.2 shows
a summary of selected offers that allocator a can make. Each of these offers
allows both allocator a and responder r to reach their respective goal locations.
Example 5.1 shows that if competitor c is a ToM0 agent, there is a 50%
probability that he will make offer O1 , which would be rejected by responder
r. However, there is also a 50% probability that competitor c will make offer
O2 , which would increase the responder’s score by 55 points. If allocator a
were to make an offer that increases the score of responder r by 55 points in
this case, the responder would randomly accept either the offer of allocator a
or of competitor c. As a result, allocator a believes that if he were to make
an offer that increases the score of the responder by 55 points, there is a 25%
probability (0.5 · 0.5) that the responder will accept offer O2 of competitor c
instead of his own offer. Based purely on first-order theory of mind, allocator
a would therefore assign an expected value of (1 − 0.25) · 75 = 56.25 to each
of the offers O5 , O6 and O7 . On the other hand, allocator a is certain that
responder would accept any of the offers O8 , O9 and O10 , which allocator a
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therefore assigns an expected value of 70. These offers also maximize the
expected value according to allocator a.
Based on his first-order theory of mind, allocator a would randomly select
one of the offers O8 , O9 and O10 to propose to the responder. Depending on
his confidence c1 in first-order theory of mind, allocator a may still decide to
select a different offer entirely.
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5.4.3

Model of higher-order theory of mind

For increasingly higher orders of theory of mind, a ToMk allocator considers the
possibility that the competitor is increasingly more sophisticated. For example, a
ToM2 allocator a believes that the competitor c may take into consideration that
ToM2 allocator a wants to reach his goal. By placing himself in the position of
competitor c, a ToM2 allocator’s second-order theory of mind may predict different
behavior for the competitor than predicted by his first-order theory of mind. For
each additional order of theory of mind, the ToMk allocator constructs additional
beliefs b(k) and confidence ck . For example, the second-order beliefs b(2) of ToM2
allocator a specify what allocator a believes competitor c to believe to be the
zero-order beliefs of allocator a.
The expected value that a ToMk allocator a assigns to making an offer O ∈ Da
is defined recursively on the functions defined earlier, so that
EVak (O; b(0) , . . . , b(k) ,c1 , . . . , ck ) =
(1 − ck )·EVak−1 (O; b(0) , . . . , b(k−1) , c1 , . . . , ck−1 )+

ck ·p O, Dck−1 (b(1) , . . . , b(k) , 1, 0, . . . , 0) · πa (O).

(5.6)

Note that in the formula above, the ToMk allocator does not attempt to model
the confidence in theory of mind c1 , . . . , ck−1 of the competitor. Instead, the
ToMk allocator models a ToMk−1 competitor that decides purely on the basis of
predictions made by his (k − 1)st theory of mind. This ensures that a ToMk
allocator is always able to model a ToMk−1 competitor.
Higher orders of theory of mind do not change what the allocator predicts the
responder will do. Similar to the decision process of ToM0 and ToM1 allocators,
the ToMk allocator randomly chooses to make an offer from the set of offers that
maximize his expected value. This set of offers is given by
Dak (b(0) , . . . , b(k) ,c1 , . . . , ck ) =
n
O ∈ Da EVak (O, b(0) , . . . , b(k) , c1 , . . . , ck ) =
o
0 (0)
(k)
k
max
EV
(O
,
b
,
.
.
.
,
b
,
c
,
.
.
.
,
c
)
.
1
k
a
0
O ∈D

(5.7)
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Learning across games

c1 = (1 − λ) · c1 + λ ·

EV 0 (Oc ; b(1) )
,
maxO∈Dc EV 0 (O; b(1) )

(5.8)

where λ ∈ [0, 1] is an agent-specific learning speed. This learning speed determines
how quickly an allocator changes his opinion about the theory of mind abilities
of the competitor.
For higher orders of theory of mind, an allocator adjusts his confidence ck in
kth-order theory of mind analogously. The general formula for the adjustment
of an allocator’s confidence ck in kth-order theory of mind after observing that
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Through repeated games, agents learn how to play Colored Trails by observing
which offers the competitor makes, and observing which offers the responder accepts and rejects. An agent’s zero-order beliefs b(0) are determined by a form of
fictitious play (Brown, 1951). Specifically, b(0) (O) is calculated as the observed
frequency with which offers that transfer the same number of chips from the allocator to the responder as offer O and the same number of chips from the responder
to the allocator as offer O have been accepted by the responder in the past. This
observed frequency is based on the offers made by both the allocator and the
competitor. For example, if a ToM0 allocator has observed 250 offers in which
two chips were transferred to the responder and one chip to the allocator, of which
220 have been accepted by the responder, the allocator assigns a probability of
88% that the responder will accept an offer to trade two green chips owned by
the allocator against one red chip owned by the responder. In Section 5.6, we will
revisit this assumption and determine its effect on our results.
Theory of mind agents update their kth-order beliefs the same way. This
means that in our Colored Trails setup, a ToM1 agent’s zero-order beliefs b(0) are
the same as his first-order beliefs b(1) . In addition, a ToM1 allocator also updates
his confidence c1 in first-order theory of mind after observing the outcome of a
game. The ToM1 allocator does so based on how accurately his first-order theory
of mind predicts the behavior of the competitor.
After every game, the ToM1 allocator observes the offer Oc made by the competitor c. Following first-order theory of mind, the ToM1 allocator believes that
the competitor assigns an expected value EVc0 (Oc ; b(1) ) to making this offer. Note
that this expected value uses the agent’s first-order beliefs b(1) about the zeroorder beliefs of the competitor rather than his own zero-order beliefs b(0) . Moreover, first-order theory of mind also predicts what the maximum expected value
is that the competitor assigns to any one offer. The ToM1 allocator judges the
accuracy his first-order theory of mind by comparing these two values. The closer
these values are to one another, the more accurate the prediction of first-order
theory of mind. To reflect this, the ToM1 allocator adjusts his confidence c1 in
first-order theory of mind according to
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competitor c has made offer Oc is given by
EV k−1 (Oc ; b(1) , . . . , b(k) , 1, 0, . . . , 0)
ck = (1 − λ) · ck + λ ·
,
maxO∈Dc EV k−1 (O; b(1) , . . . , b(k) , 1, 0, . . . , 0)

(5.9)

where λ ∈ [0, 1] is an agent-specific learning speed. The theory of mind agents we
describe adjust their confidence in theory of mind through adaptive expectations
rather than Bayesian updating. This is because agents model the order of theory
of mind at which the competitor is reasoning while the competitor is doing the
same. That is, although a ToMk agent cannot use orders of theory of mind
beyond kth-order theory of mind, the order of theory of mind at which the agent
is reasoning at a particular moment may change over time.
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5.5

Results of simulation experiments

We performed simulations in which the theory of mind agents described in the
previous section played repeated one-shot Colored Trails games. Agents played
each new game on a different board with different sets of initial chips and a
different goal location. To ensure that all agents had an incentive to negotiate to
increase their score, games in which some agent could reach his or her goal location
with the initial set of chips without any trading were excluded from analysis.
Groups consisting of an allocator agent, a competitor agent, and a responder
agent played a total of 51,000 consecutive negotiation games. At the start of the
simulation, all beliefs and confidences of the agents were set to 1. This means that
a ToM0 agent initially believes that any offer will be accepted by the responder,
including an “offer” that consists of requesting the responder’s full set of chips.
Since this initialization results in particularly poor performance for zero-order
theory of mind agents, the results from the first 1,000 games were not included
in our further analysis. Over the next 50,000 games, we recorded the average
performance of a ToMi allocator in the presence of a ToMj competitor, which
is calculated as the average difference between the allocator’s final score after
negotiation ended and his initial score at the start of negotiation. The results
are shown in Figure 5.5, Figure 5.6, and Figure 5.7, for each combination of
i, j ∈ {0, 1, 2, 3, 4}. For the simulations, the learning speed λ was set to 0.1 for
each agent. Additional simulations with different values for the learning speed
showed similar results as the ones reported here.
In the following subsections, we separately discuss the results for the competitive and cooperative aspects of negotiation in Colored Trails. In Section 5.5.1,
we evaluate the competitive success of theory of mind agents by comparing the
average negotiation scores of agents directly. The cooperative success of theory
of mind agents is determined by comparing the level of social welfare that agents
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Figure 5.5: Average negotiation score of an allocator agent in the Colored Trails game. Results
are shown for different combinations of orders of theory of mind of both the allocator and the
competitor agent. Brackets indicate standard errors of the results.

5.5.1

Individual performance

Figure 5.5 shows the average increase in the score due to negotiation of a ToMi
allocator in the presence of a ToMj competitor. Each bar shows the average difference between the score of the allocator before negotiation and after negotiation as
a function of the theory of mind abilities of both himself and the competitor. Each
group of bars corresponds to a particular theory of mind level of the competitor.
Within each group, separate bars show the increase in score due to negotiation
that allocators of different orders of theory of mind achieve, given the order of
theory of mind of the competitor. For example, the figure shows that when the
competitor is a ToM0 agent, a ToM1 allocator would increase his score by 17.9
points on average by negotiating. Since the competitor and the allocator perform
similar roles in our setting, the score of the ToM0 competitor with a ToM1 allocator can be read from the bar corresponding to a ToM0 allocator with a ToM1
competitor. That is, the ToM0 competitor increases his score by 10.7 points on
average by negotiating. Figure 5.5 indicates how an agent’s competitive success
varies with his theory of mind abilities by showing how large a piece of pie agents
of different orders of theory of mind are able to negotiate for themselves.
Although the ToM0 allocator uses little information about the game when
deciding what offer to make, Figure 5.5 shows that the ToM0 allocator is still
able to negotiate effectively. Even when his competitor is more sophisticated and
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achieve, where social welfare is calculated as the sum of the negotiation scores of
all three agents in the game, as discussed in Section 5.5.2.
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Figure 5.6: Average negotiation score of the responder in the Colored Trails game. Results
are shown for different combinations of orders of theory of mind of both the allocator and the
competitor agent. Brackets indicate standard errors of the results.

can make use of theory of mind, the ToM0 allocator can negotiate a significant
increase in his score on average. Despite the effectiveness of the ToM0 allocator,
Figure 5.5 shows that for each group of bars, the bar of the ToM1 allocator is
higher than the bar of the ToM0 allocator. That is, ToM1 allocators obtain a
higher negotiation score than ToM0 allocators, irrespective of the theory of mind
abilities of the competitor.
Figure 5.5 also shows that the bar corresponding to the ToM2 allocator is
higher than the bar corresponding to the ToM1 allocator next to it, for each
group of bars except the first. That is, when the competitor makes use of theory of mind, ToM2 allocators outperform ToM1 allocators. However, the results
show no significant differences between the performance of ToM2 allocators and
ToM3 allocators, suggesting that third-order theory of mind does not yield any
additional advantages for allocators. Interestingly, fourth-order theory of mind
can be beneficial; if the competitor has the ability to make use of second-order
theory of mind, ToM4 allocators obtain a significantly higher score than allocators of a lower order of theory of mind. Closer inspection of the offers made by
ToM4 allocators show that these agents generally made the same offers as ToM2
allocators and ToM3 allocators, except that ToM4 allocators sometimes made offers that were more generous to the responder at the expense of their own score.
Although this means that the ToM4 allocator occasionally offered the responder a
larger piece of pie than necessary to get the offer accepted, it also means that the
responder was more likely to accept the offers of the ToM4 allocator than those
of the competitor.
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Although the responder simply selects the offer that is most beneficial to her,
the responder also increases her score through the negotiation process. Figure 5.6
summarizes this increase in score due to negotiation for the responder as a function
of the theory of mind abilities of both the allocator and the competitor agent. That
is, Figure 5.6 shows the average size of the pie that the responder accepts from
either the allocator or the competitor. Note that the figure shows symmetry in the
sense that the increase in score of the responder in the presence of a ToM0 allocator
and a ToM1 competitor is the same as the increase in score of the responder in
the presence of a ToM1 allocator and a ToM0 competitor.
Figure 5.6 shows that an allocator’s first-order theory of mind is beneficial to
the responder. When either the allocator or the competitor is a ToM1 agent, the
responder obtains a higher increase in score than when both of them are ToM0
agents (leftmost bar, only 13.2 points). That is, ToM1 agents make offers that are
more generous towards the responder than ToM0 agents. Similarly, when either
the allocator or the competitor is a ToM2 agent, the responder obtains a higher
increase in score than when neither of them is capable of using second-order theory
of mind. Although Figure 5.6 suggests that the responder may benefit further from
the presence of ToM3 and ToM4 agents, those results are not significant. That is,
over 50,000 games, a ToM3 agent in our setup did not have sufficient opportunity
to make offers that are more generous to the responder than those of a ToM2
agent.
Interestingly, the responder benefits more from the theory of mind abilities of
an allocator than the allocator himself does. When both allocator and competitor
are ToM0 agents, each of them increases his score through negotiation by 13.7
points on average (leftmost bar in Figure 5.5). The average increase in the score
of the responder in this case is 13.2 points (leftmost bar in Figure 5.6). When
both allocator and competitor are ToM2 agents, negotiation increases the score of
each of them by an average of 14.6 points, while the responder receives an increase
in score of 28.3 points on average. This shows that higher-order theory of mind
agents successfully negotiate a larger pie to share with the responder. However,
although the larger pie includes a larger piece of pie for the agent himself, most
of the additional pie that higher-order theory of mind agents negotiate for, ends
up with the responder.
Summing up, individual performance results of theory of mind agents show
that agents benefit from the ability to make use of first-order and second-order
theory of mind, as suggested by research question Q1 , which we formulated in
Section 5.2. We find that these benefits also extend to the responder, who receives
a larger share of the pie if either the allocator or the competitor is capable of firstorder theory of mind and if either agent is capable of second-order theory of
mind. Contrary to results from strictly competitive settings (?), we do not find
any additional advantage for third-order theory of mind for either allocators or
responder. Our results do show that fourth-order theory of mind has a beneficial
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Figure 5.7: Average increase in social welfare as a result of negotiation in the Colored Trails
game. Results are shown for different combinations of orders of theory of mind of both the
allocator and the competitor. Brackets indicate standard errors of the results.

effect on the allocator’s score, while this has no significant additional effect on the
responder’s score.

5.5.2

Social welfare results

In this section, we determine how the cooperative success of agents varies with
their theory of mind abilities by looking at social welfare, defined as the combined
score of the allocator, the competitor, and the responder. Figure 5.7 shows the
increase in social welfare due to negotiation as a function of the theory of mind
abilities of the allocator and the competitor. That is, Figure 5.7 shows the total
size of the pie the agents end up sharing. The leftmost bar in Figure 5.7 shows that
even when both allocator and competitor are ToM0 agents that do not take the
score of the responder into account when making an offer, social welfare improves
as a result of negotiation. Nevertheless, a ToM1 allocator has a larger positive
influence on social welfare than a ToM0 allocator, irrespective of the theory of
mind abilities of the competitor. That is, ToM1 allocators succeed not only in
obtaining a larger piece of pie, but also in enlarging the total size of the pie that
is being shared by the agents.
Interestingly, the increase in social welfare due to the presence of a ToM1 allocator is not entirely caused by the offers made by the ToM1 allocator. Since
agents observe the offers of their competitor and learn from them, a ToM0 allocator can learn to make offers that are more generous towards the responder by
observing the offers made by a ToM1 competitor. That is, the presence of a ToM1
competitor encourages a ToM0 allocator to make offers that are better for the
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The role of zero-order theory of mind

The description of our agent model in Section 5.3 and Section 5.4 contains several
assumptions about the behavior of the zero-order theory of mind agents. Since
the theory of mind agents are constructed on the basis of this zero-order theory
of mind model, these assumptions may strongly affect agent performance. In this
section, we take a closer look at several of these assumptions and investigate the
way in which they affect the results about agents’ individual gains (as discussed
in Section 5.5.1). In Section 5.6.1, we compare the agent model of Section 5.4 to
an alternative model in which zero-order theory of mind agents do not learn from
their observations. In Section 5.6.2, we compare different learning models for the
ToM0 agents and determine how this influences the effectiveness of higher-order
theory of mind.

5.6.1

The role of agent adaptivity

Our agent model for zero-order theory of mind of Section 5.3.1 is meant to represent the behavior of social animals that can make use of complex behavioral
strategies, but are unable to make use of theory of mind. For this reason, our
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responder, despite the fact that a ToM0 agent does not consider the score of the
responder.
When the competitor makes use of theory of mind, ToM2 allocators have a
stronger positive effect on social welfare than ToM1 allocators. A closer look at
the simulation results reveals that the offers of ToM2 allocators do not involve a
larger pie than offers of ToM1 allocators. Rather, in negotiations that include a
ToM2 agent, the responder is more likely to select the offer that increases social
welfare the most.
Whether the allocator has the ability to make use of orders of theory of mind
beyond the second does not appear to increase social welfare any further. In
particular, although ToM4 allocators outperform ToM2 allocators in terms of their
individual negotiation scores, this did not result in an increase in social welfare.
That is, although ToM4 allocators manage to obtain a larger share of the pie, they
do so at the expense of the competitor.
In Section 5.2, we formulated research question Q2 concerning the effect of
higher-order theory of mind reasoning on social welfare. Our results show that
the presence of first-order and second-order theory of mind allocators does indeed
increase social welfare, while orders of theory of mind beyond the second had no
significant influence on the size of the pie. This suggests that there may be a
beneficial effect of higher orders of theory of mind on the cooperative abilities of
agents.
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Figure 5.8: Average negotiation score of an allocator in the Colored Trails game, based on
a static model ToM0 agent model. Results are shown for different combinations of orders of
theory of mind of both the allocator and the competitor. Brackets indicate standard errors of
the results.

agent model assumes that zero-order theory of mind agents are adaptive, in contrast to a number of related models of theory of mind reasoning in the literature
(see Section 5.7). The adaptive nature of the ToM0 agent may relevantly influence
the effectiveness of increasingly higher orders of theory of mind. An example of
this is shown in Section 5.5, where the adaptive nature of our ToM0 agents allows
them to make better offers when they are in the presence of a ToM1 competitor compared to when their competitor is a ToM0 agent as well. This makes it
harder for ToM1 allocators to obtain a competitive advantage over ToM0 allocators. However, it is not immediately clear what the full effects of the adaptive
nature of the ToM0 agent are on the results of Section 5.5.
Therefore, to determine the effect of the adaptivity of the ToM0 agent, we
constructed an alternative version of the ToM0 agent according to the description
below.
Static model A static model ToM0 agent does not learn from the behavior he
observes from his competitor or the responder. Rather, the static ToM0
agent randomly chooses an offer that would increase his own score, and
ignores the decisions of the competitor and the responder.
Adaptive model An adaptive model ToM0 agent attempts to learn optimal behavior by observing the actions of others. The agent model in Section 5.3.1
describes an adaptive model ToM0 agent.
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The definition of theory of mind allocators and competitors changed accordingly,
while the behavior of the responder remained unaffected.
Note that although the static model and the adaptive model specify different
behavior of the ToM0 agent, there is a relation between the two. The adaptive
model ToM0 agent assumes that other agents exhibit behavior that can be learned
over time, and therefore that other agents can be modeled as static model agents.
Both the static model ToM1 agent and the adaptive model ToM0 agent therefore
attempt to model their competitor as a static model ToM0 agent, but using different methods. The static model ToM1 agent correctly attributes the reasoning
process of a static ToM0 model to his competitor, while the adaptive ToM0 agent
attempts to learn the behavior of others through observation. More generally,
when facing an agent that follows a strategy that does not change in reaction to
the behavior of others, an adaptive model ToM0 agent and a static model ToM1
agent are expected to exhibit similar behavior.
Because of this similarity between a static model ToM1 agent and an adaptive
model ToM0 agent, we expect a priori that whenever there is an advantage for
an adaptive model agent to reason using kth-order theory of mind, there should
be a similar advantage for a static model agent to reason using (k + 1)st-order
theory of mind. Note that since the specification of the ToM0 agent model affects
allocators and competitors, but not responders, this shift is only expected if this
advantage is due to interaction with the competitor. Since a static model ToM1
agent has the same beliefs about the responder as an adaptive model ToM1 agent,
we do not expect a shift in the advantages of reasoning at higher order of theory
of mind when these advantages are due to interaction with the responder.
We repeated the simulation experiment of Section 5.5, now using the static
model ToM0 agent instead of an adaptive model ToM0 agent. Figure 5.8 shows the
results of these simulations as the average increase in score due to negotiation of
a static model ToMi allocator in the presence of a static model ToMj competitor
for each combination of i, j ∈ {0, 1, 2, 3, 4, 5}. These results are largely similar to
the ones we described in Section 5.5.1 (see Figure 5.5). Irrespective of the theory
of mind abilities of the competitor, a ToM1 allocator obtains a higher score than
a ToM0 allocator. Additionally, a ToM2 allocator obtains a higher score than a
ToM1 allocator whenever the competitor is capable of theory of mind as well,
while we find no additional advantage for third-order theory of mind reasoning.
In contrast to the results in Section 5.5.1, Figure 5.8 shows no additional
advantage for fourth-order theory of mind. Instead, and as expected, we find that
if the ToM0 agent is a static agent, agents can benefit from fifth-order theory of
mind. When the competitor has at least second-order theory of mind, a ToM5
allocator significantly outperforms allocators of a lower order of theory of mind.
The similarities in the advantage of first-order and second-order theory of mind
for adaptive and static agents suggest that these advantages are due to interaction
with the responder. This is supported by the finding that the presence of a first-
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order theory of mind agent and the presence of a second-order theory of mind
agent both have a positive effect on the score of the responder (see Section 5.5.1)
as well as on social welfare (see Section 5.5.2). That is, the offers made by firstorder and second-order theory of mind agents involve a larger total pie size than
those of lower-order theory of mind agents and include a larger piece of pie for the
responder. The shift in the advantage for fourth-order theory of mind we described
for adaptive agents to fifth-order theory of mind for static agents suggests that
this result is purely due to competition between the allocator and his competitor.
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5.6.2

The role of the learning model

The results of the previous section show that the distinction between static model
and adaptive model agents influences how higher-order theory of mind benefits
agents. It can in fact induce a shift in the performance of theory of mind agents.
However, since there are many different ways to implement an adaptive ToM0
agent, it is unclear what model of learning represents the right way of implementing an adaptive agent. For example, it is possible to construct a ToM0 agent that
forms separate beliefs for every possible Colored Trails game. Although such an
agent would eventually learn to make the optimal offer in every possible situation,
since our setting involves 524 different game boards, such a ToM0 agent would also
be unable to make effective use of his beliefs over the course of our experiment.
To test whether the results of Section 5.5.1 are generalizable across different
specifications of an adaptive agent, we consider two variations on our ToM0 agent.
In our agent model of Section 5.4, the ToM0 allocator classifies offers by the
number of chips that are transferred from the allocator to the responder, and the
number of chips that are transferred from the responder to the allocator. This
allows the allocator to distinguish 25 different classes of offers. The variations
we consider differ in the number of different classes of offers ToM0 agents can
distinguish.
Sparse model The sparse model ToM0 agent classifies offers by the number of
chips that the offer assigns to the responder. This agent therefore only
distinguishes nine classes of offers.
Rich model The rich model ToM0 agent, on the other hand, distinguishes 121
different classes of offers.
Figure 5.9 shows the simulation results with theory of mind agents based on a
sparse model ToM0 agent, while Figure 5.10 shows the results based on a rich
model ToM0 agent. These figures show that there is remarkably little influence
of the specific model of zero-order theory of mind on the results. Although rich
model ToM0 agents obtain a higher score than sparse model ToM0 agents, this
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Figure 5.9: Average negotiation score of an allocator in the Colored Trails game. Results are
shown for different combinations of orders of theory of mind of both the allocator and competitor
agent, based on a sparse model ToM0 agent. Brackets indicate standard errors of the results.
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Figure 5.10: Average negotiation score of an allocator in the Colored Trails game. Results are
shown for different combinations of orders of theory of mind of both the allocator and competitor
agent, based on a rich model ToM0 agent. Brackets indicate standard errors of the results.

difference in score due to the ToM0 agent model is small compared to the benefit
of theory of mind reasoning. Moreover, Figure 5.9 and Figure 5.10 show that
the choice of ToM0 agent model has little effect on the benefit of reasoning using
higher orders of theory of mind. As in Section 5.5.1, we find that allocators benefit
from the use of first-order and second-order theory of mind, and that there still
is a small but significant advantage of fourth-order theory of mind.
In this section, we have considered a number of alternative definitions of the
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ToM0 agent to determine how they affect the results presented in Section 5.5.
These simulations show that while static model agents yield different results than
adaptive model agents, the exact specification of the way a ToM0 agent learns to
make better offers has little influence on our results.
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5.7

Related work on models of theory of mind

In this paper, we describe a recursive approach to modeling theory of mind agents.
However, our approach is not the only way to model theory of mind. Similar
recursive and hierarchical approaches have been used to formally model the behavior of human participants (Stahl & Wilson, 1995; McKelvey & Palfrey, 1995;
Costa-Gomes et al., 2001; Camerer et al., 2004; Goeree & Holt, 2004; Mohlin,
2012; Stuhlmüller & Goodman, 2014). Level-k reasoning (Stahl & Wilson, 1995;
Costa-Gomes et al., 2001), cognitive hierarchies (Camerer et al., 2004), and noisy
introspection models (Goeree & Holt, 2004) measure the level of sophistication of
agents by the maximum number of steps of iterated reasoning the agent is capable
of considering. These agents are incapable of learning, similar to the static model
agents described in Section 5.6. In our adaptive definition of theory of mind, an
agent that only makes one reasoning step therefore corresponds roughly to zeroorder theory of mind. Camerer et al. (2004) estimate the distribution of the level
of sophistication used by human participants over a range of non-repeated oneshot games such as the p-beauty contest and the traveler’s dilemma, and find an
average of 1.5 steps of iterated reasoning. Part of the participants were found to
use more than two steps of iterated reasoning, which suggests these participants
may have been relying on second-order theory of mind. However, only few players
were found to be well-described as higher-level agents (Wright & Leyton-Brown,
2010).
One of the disadvantages of models of non-repeated one-shot games is that
individual agents rely purely on assumptions about the level of sophistication of
their opponents. In repeated games such as the Colored Trails we study, these
assumptions can be detrimental to an agent (Hu & Wellman, 1998). Our theory
of mind agents adjust the order of theory of mind at which they reason based on
the behavior of others, similar to models like recursive opponent modeling (Gmytrasiewicz & Durfee, 1995; Gmytrasiewicz, Noh, & Kellogg, 1998), I-POMDP
(Gmytrasiewicz & Doshi, 2005) and Game Theory of Mind (Yoshida et al., 2008).
Similar to our approach, I-POMDP agents construct nested behavioral models,
but cannot observe the level of sophistication of other agents directly. Instead,
agents infer the order of theory of mind at which other agents reason by matching
observed behavior of others to the behavior predicted by the application of theory
of mind. A ToMk agent can reason about other agents that make use of orders of
theory of mind up to and including (k − 1)st-order theory of mind. This means
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that when a ToM4 agent believes that his trading partner is a ToM1 agent, he
may decide to behave as if he were a ToM2 agent. When agents mutually engage
in modeling the order of theory of mind at which the other is reasoning, this may
influence the effectiveness of higher orders of theory of mind. Through simulation,
these effects are taken into account.

Finally, note that the goal of our agent model is not to describe the way human
participants make use of theory of mind to select their actions using agent-based
simulation tools such as PsychSim (Pynadath & Marsella, 2005), but to explain
the evolution of higher-order theory of mind abilities by determining in what
settings the use of this cognitively demanding ability presents individuals with
advantages over individuals that rely on simple heuristics (Gigerenzer et al., 2011;
Kahneman, 2011).
Recently, Devaine, Hollard, & Daunizeau (2014b) investigated the effectiveness of higher-order theory of mind using a model of meta-Bayesian agents that
is closely related to our agent model. Using replicator dynamics, Devaine et al.
determine whether Bayesian agents of a lower order of theory of mind can survive when faced with more sophisticated agents. Devaine et al. report that in
a cooperative setting, the population reaches an evolutionarily stable mixture of
first-order and second-order theory of mind agents, while a competitive settings
only agents using the highest order of theory of mind survive. In the current work,
we consider the situation in which these settings are combined, and agents are
faced with a setting that has both competitive and cooperative elements.
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Our approach differs from previous work in that the behavior of our agents
changes based on the observed behavior of others. Previous models of theory of
mind typically assume that the most basic agent responds optimally under the
assumption that other agents act according to a known non-strategic policy (Stahl
& Wilson, 1995; McKelvey & Palfrey, 1995; Costa-Gomes et al., 2001; Camerer
et al., 2004; Goeree & Holt, 2004; Mohlin, 2012; Yoshida et al., 2008). Instead,
our zero-order theory of mind agents attempt to learn the behavior of others
through heuristics and associative learning. The exact behavior of a ToM0 agent
therefore depends on the behavior of others. For example, our results show that
a zero-order theory of mind allocator learns to make more successful offers in the
presence of a first-order theory of mind competitor. By observing the behavior of
more sophistication agents, a zero-order theory of mind agent can learn to behave
as if it were using theory of mind, without the need of actually engaging in theory
of mind itself. That is, the zero-order theory of mind allocator appears to take
the goal of the responder into account, even though he does not actually consider
the goals of others.
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5.8

5.8. Conclusion

Conclusion

Experimental evidence suggests that people make use of higher-order theory of
mind, while other animals do not appear to have this ability. Agent-based simulations show that in both competitive settings (De Weerd et al., 2013b) and
cooperative settings (De Weerd, Verbrugge, & Verheij, 2015), agents can benefit
from higher-order theory of mind reasoning. However, it is unlikely that either
competition or cooperation alone are the main driving force behind the emergence
of higher-order theory of mind in humans. In the current work, we therefore consider an alternative explanation which suggests that there are mixed-motive settings in which the use of higher-order theory of mind presents individuals with an
evolutionary advantage (Verbrugge, 2009). We have placed computational agents
in a simulated one-shot negotiation setting to show that the ability to make use
of theory of mind can indeed lead agents to negotiate more effectively, resulting
in a higher average score for both the agent himself and his trading partner.
We investigated a particular mixed-motive setting known as Colored Trails
(Lin et al., 2008; Gal et al., 2010; De Jong et al., 2011; Van Wissen et al., 2012).
In our setting, an allocator and his competitor simultaneously offer a trade to
a responder, who in turn chooses whether or not to accept one of these offers.
In our simulation experiments, we considered the effect of reasoning at increasingly higher orders of theory of mind on the individual performance of the agent
(question Q1 ) and on the performance of the group as a whole (question Q2 ).
Our simulation results show that although an allocator can successfully increase his score through negotiation in the Colored Trails setting without making
use of theory of mind, first-order theory of mind can indeed help individuals to
negotiate outcomes that are better for both themselves as well as for their trading
partner. That is, a ToM1 allocator can successfully negotiate a larger pie to share
with the responder, which includes a larger piece of pie for himself as well.
Second-order theory of mind provides an allocator with additional benefits.
When both allocator and competitor are capable of using theory of mind, a ToM2
allocator obtains a larger piece of pie than an allocator that is limited to first-order
theory of mind. Moreover, the presence of a ToM2 allocator also increases the size
of the pie that the responder receives. Interestingly, most of the additional pie
that first-order and second-order theory of mind allocators negotiate for ends up
with the responder.
Our earlier research into the effectiveness of higher-order theory of mind in
strictly competitive settings (De Weerd et al., 2013b) and in cooperative settings (De Weerd, Verbrugge, & Verheij, 2015) describes similar advantages for
first-order and second-order theory of mind. However, unlike previous results in
competitive settings, we find no additional advantage for third-order theory of
mind in the Colored Trails setting. Instead, our results show that agents of an
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even higher order, namely ToM4 allocators, outperform allocators of a lower order
of theory of mind when the competitor is capable of using second-order theory
of mind. That is, agents benefit from reasoning at higher orders of theory of
mind in mixed-motive situations, more so than in strictly competitive settings.
The higher score of the ToM4 allocator is, however, not reflected in social welfare.
The additional pie for the ToM4 agent is therefore not a result of making offers
that involve a larger pie. Instead, the ToM4 agent obtains his higher score at the
expense of the competitor, by selecting offers that cause the responder to choose
his offer over the one made by the competitor.
Although the ToM0 agents in our experiments are unable to reason about the
mental content of others, these ToM0 agent reason about the actions of others and
change their behavior accordingly. This way, ToM0 agents are meant to capture
the abilities of individuals that, while unable to reason about the beliefs of others,
are capable of complex behavior (cf. Penn & Povinelli, 2007; Van der Vaart et
al., 2012; Van der Post et al., 2015). In additional experiments, we show that
whether or not a ToM0 agent displays this kind of adaptive behavior can influence
the effectiveness of higher-order theory of mind. However, these experiments also
show that our results for adaptive agents are robust to the exact specification of
the zero-order theory of mind model.
Our results suggest that people as well as automated agents that engage in
multi-issue bargaining situations may benefit from the use of higher orders of
theory of mind. In our current Colored Trails setup, however, agents engage in
repeated one-shot negotiations. In new research, we aim to emphasize the mixedmotive nature of Colored Trails by allowing multiple rounds of negotiations. When
the responder makes offers of her own, this may affect whether agents benefit from
the use of higher orders of theory of mind. Similarly, higher orders of theory of
mind may also be more beneficial when the game setting is not fully observable.
In our current setup, each agent knows the initial location, goal location, and the
initial set of chips of every agent. In everyday negotiation situations, however, the
goals of others are usually not fully known (Raiffa et al., 2002; Wellman, Reeves,
Lochner, & Vorobeychik, 2004). Higher orders of theory of mind may be beneficial
in determining the information available to each agent, as well as the information
that agents may be revealing or trying to hide by making a specific offer.
The agent model we describe in this paper also highlights that theory of mind
provides agents with a convenient generalization over games. This allows theory
of mind agents to make predictions about the behavior of others in situations that
they have never encountered before without relying on similarity between games.
In contrast, agents without the ability to make use of theory of mind need to
identify what features of a situation are relevant in determining the behavior of
others. It may therefore be that the ability to accurately predict the behavior of
others in novel situations explains the emergence of higher-order theory of mind
in humans.
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Theory of mind refers to the ability to reason explicitly about unobservable
mental content of others, such as beliefs, goals, and intentions. People often
use this ability to understand the behavior of others as well as to predict
future behavior. People even take this ability a step further, and use higherorder theory of mind by reasoning about the way others make use of theory
of mind and in turn attribute mental states to different agents. One of
the possible explanations for the emergence of the cognitively demanding
ability of higher-order theory of mind suggests that it is needed to deal with
mixed-motive situations. Such mixed-motive situations involve partially
overlapping goals, so that both cooperation and competition play a role.
In this paper, we consider a particular mixed-motive situation known as
Colored Trails, in which computational agents negotiate using alternating
offers with incomplete information about the preferences of their trading
partner. In this setting, we determine to what extent higher-order theory
of mind is beneficial to computational agents. Our results show limited
effectiveness of first-order theory of mind, while second-order theory of mind
turns out to benefit agents greatly by allowing them to reason about the
way they can communicate their interests.
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6.1

6.1. Introduction

Introduction

In social settings, people often make predictions of the behavior of others by making use of their theory of mind ; they reason about unobservable mental content
such as beliefs, desires, and intentions of others. Without this theory of mind,
an individual is limited to reasoning only about behavior, such as in the sentence
“Mary is looking in the drawer”. Such individuals are said to have a zero-order
theory of mind. First-order theory of mind allows agents to reason about unobservable mental content of others as well, and understand sentence like “Mary is
looking in the drawer because she believes that there is chocolate in the drawer”.
People are also capable of taking this theory of mind ability a step further, and
reason about way others are using theory of mind. Using second-order theory of
mind, people understand sentences such as “Alice believes that Bob knows that
Carol is throwing him a surprise party”, and reason about the way Alice is reasoning about Bob’s knowledge.
Behavioral experiments have demonstrated the human ability to make use
of higher-order (i.e. at least second-order) theory of mind, both through tasks
that require explicit reasoning about second-order belief attributions (Apperly,
2010; Perner & Wimmer, 1985; Wimmer & Perner, 1983; Miller, 2009; Arslan,
Hohenberger, & Verbrugge, 2012), as well as through strategic games (Hedden &
Zhang, 2002; Meijering et al., 2011; Qu et al., 2012; Goodie et al., 2012; Zhang
et al., 2012; De Weerd, Broers, & Verbrugge, 2015). In contrast, the extent to
which non-human species are able to use theory of mind of any kind is under
debate. Although many non-human species have been proposed to be able to
reason about the mental content of others (Tomasello, 2009; Kaminski et al., 2008;
Schmelz et al., 2011; Burkart & Heschl, 2007; Kaminski et al., 2006; Clayton et al.,
2007; Kaminski, Bräuer, Call, & Tomasello, 2009), the results of theory of mind
experiments in these species are criticized for being inconclusive (Penn & Povinelli,
2007; Carruthers, 2008; Van der Vaart et al., 2012; Van der Vaart & Hemelrijk,
2014). Nonetheless, even primates such as chimpanzees fail to show convincingly
that they understand that others may hold false beliefs (Call & Tomasello, 1999;
Kaminski et al., 2008; Krachun et al., 2009, 2010), which suggests that they do
not have full use of first-order theory of mind.
The difference in theory of mind abilities between humans and other animals
raises the issue on why humans can make recursive use of theory of mind, while
other animals do not appear to have this ability. Furthermore, although humans
can make use of higher orders of theory of mind, theory of mind is only used up
to a certain point (Flobbe et al., 2008; Hedden & Zhang, 2002; Verbrugge, 2009).
This suggests that there may be settings in which the ability to make use of higher
orders of theory of mind presents individuals with an evolutionary advantage that
explains why humans make use of higher-order theory of mind despite the high
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cognitive demands of such a system.
According to the Machiavellian intelligence hypothesis (Byrne & Whiten, 1988;
Whiten & Byrne, 1997), the emergence of social cognition, which includes theory
of mind, can be explained through a competitive advantage. According to this
theory, social cognition allows an individual to deceive and manipulate others
more effectively. If increasingly higher orders of theory of mind allow an individual
to predict the behavior of his opponents more accurately, individuals that make
use of higher-order theory of mind are at an evolutionary advantage over others
without such abilities.
Our earlier research using agent-based models has shown that there are indeed
competitive settings in which individuals benefit greatly from both first-order and
second-order theory of mind, while the additional advantage for reasoning at even
higher orders of theory of mind is limited (De Weerd et al., 2013b). However,
behavior that appears to be deceptive may not always be an indicator for the use
of theory of mind. For example, it has been suggested that deceptive behavior
reported in primates (Byrne & Whiten, 1992) and corvids (Bugnyar & Kotrschal,
2002) may be a result of associative learning (Penn & Povinelli, 2007) or factors
such as stress (Van der Vaart et al., 2012) rather than reasoning about the minds
of others.
Alternatively, the Vygotskian intelligence hypothesis (Vygotsky, 1978; Moll &
Tomasello, 2007) suggests that the emergence of theory of mind can be explained
through social cooperation. The use of higher-order theory of mind would allow
individuals to form shared intentionality. This implies that each of the participants in a coordinated effort knows the role each of their partners is intending to
fulfill, and believes that each of their partners is committed to the common goal
(Bratman, 1992; Tomasello, 2009; Dunin-Kȩplicz & Verbrugge, 2010; Gärdenfors,
2012). This kind of social cooperation would allow for the emergence of culture,
collaboration, communication, and teaching.
The Vygotskian intelligence hypothesis would explain both the human capacity
for theory of mind and the capacity to engage in altruistic cooperative action
(Tomasello, 2009; Gintis, 2009; Bowles & Gintis, 2011). Our results from agentbased simulations in a communication game show that higher-order theory of
mind can indeed help to reach a cooperative solution more quickly (De Weerd,
Verbrugge, & Verheij, 2015). However, computational models have shown that
many forms of cooperation can also emerge through simple mechanisms, without
need for a cognitively demanding ability such as theory of mind (Nowak, 2006;
De Weerd & Verbrugge, 2011; Van der Post et al., 2013).
A third hypothesis that explains the emergence of theory of mind is the social brain hypothesis (Dunbar, 1998b; Dunbar & Shultz, 2007). According to the
social brain hypothesis, human intelligence evolved to deal with increasing complexity of social life. The social brain hypothesis explains why the size of the
neocortex as a proportion of total brain size grows with many indicators of social
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complexity, such as group size (Dunbar, 1992), grooming clique or social network
size (Kudo & Dunbar, 2001), the occurrence of social play (Lewis, 2000), and the
formation of longterm pair bonds (Shultz & Dunbar, 2010). These indicators do
not relate directly to a competitive or cooperative advantage for individuals, but
rather prevent the collapse of groups under the weight of competitive pressure by
strengthening the bonds between its members.
Finally, a fourth hypothesis that specifically concerns higher-order theory of
mind states that higher orders of theory of mind may be needed for mixed-motive
interactions (Verbrugge, 2009). Such mixed-motive interactions involve both cooperative and competitive elements, such as in negotiations or crisis management
(Verbrugge, 2009; Van Santen et al., 2009). Individuals interacting in the setting
of a mixed-motive situation cooperate with each other by searching for outcomes
that are mutually beneficial. At the same time, individuals also compete with each
other to reach a mutually beneficial outcome that benefits themselves as much as
possible. Mixed-motive interactions can be understood as the task of sharing a
pie (Raiffa et al., 2002). When individuals cooperate, they find ways to enlarge
the pie they are sharing, while they also compete to obtain as large a piece of pie
as possible for themselves. Theory of mind allows individuals to reason explicitly
about the goals and beliefs of others. This ability may be crucial for an individual
to balance cooperative and competitive goals in order to successfully negotiate a
larger pie to share, which includes a larger piece of pie for the individual himself.
In this paper, we focus on the last hypothesis, and determine whether theory of
mind allows agents to achieve better outcomes in mixed-motive interactions. Our
earlier research into the effectiveness of higher-order theory of mind shows that
in a one-shot version of the negotiation game Colored Trails used in this paper,
individuals benefit from the ability to make use of theory of mind (De Weerd et
al., 2014a). Agents that made use of first-order and second-order theory of mind
managed to negotiate a larger piece of pie for themselves than agents of a lower
order of theory of mind. In addition, such agents succeeded in negotiating a pie
of a larger total size than agents of a lower order of theory of mind. Third-order
theory of mind did not provide an agent with benefits beyond those of second-order
theory of mind. Surprisingly, fourth-order theory of mind agents could obtain a
competitive advantage over competing negotiators.
Although these results show that there are mixed-motive situations in which
the ability to make use of higher orders of theory of mind is advantageous to computational agents, the results are based on repeated single-shot negotiation games.
In the current paper, we extend the agent model and investigate more realistic
mixed-motive settings in which individuals engage in multiple rounds of negotiation. Using agent-based computational models, we simulate agents that alternate
in making offers until an agreement is reached. We study mixed-motive situations
through the influential Colored Trails setting, introduced by Grosz, Kraus and
colleagues (Lin et al., 2008; Gal et al., 2010; De Jong et al., 2011; Van Wissen
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et al., 2012)1 , which provides a useful test-bed to study how different aspects of
mixed-motive settings change the interactions among agents. By comparing the
performance of agents that differ in their level of sophistication of different orders
of theory of mind in this setting, we then determine whether higher orders of
theory of mind allow agents to make better offers.
The remainder of this paper is structured as follows. In Section 6.2, we describe
our version of the Colored Trails game in detail. Section 6.3 describes how this
game is played by agents, and how theory of mind shapes the decisions of agents.
The details concerning these theory of mind agents are presented in the form of
a complete formal model in Section 6.4.
To determine to what extent higher orders of theory of mind provide agents
with an advantage over trading partners without such abilities, we perform experiments in the form of simulations in which theory of mind agents of various orders
of theory of mind negotiate among each other. The results of these experiments
are presented in Section 6.5. Finally, Section 6.6 provides discussion and gives
directions for future research.

6.2

Colored Trails

1

Also see http://coloredtrails.atlassian.net/wiki/display/coloredtrailshome/.
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To determine to what extent reasoning at higher orders of theory of mind results in
better offers, we compare performance of computational agents that negotiate in
the setting of Colored Trails. Colored Trails is a board game designed as a research
test-bed for investigating decision-making in groups of people and computer agents
(Lin et al., 2008; Gal et al., 2010; Van Wissen et al., 2012). Our specific setting
is similar to the one we used previously to test the effectiveness of higher-order
theory of mind in single-shot negotiations (De Weerd et al., 2014a). The game is
played by two players on a square board consisting of 25 colored tiles, as depicted
in Figure 6.1. At the start of the game, each player receives a set of four colored
chips, selected randomly from the same five possible colors as those on the board.
Each player is initially located on the center tile of the board, indicted with the
letter S in Figure 6.1a. Players can move to a tile adjacent to their current location
by handing in a chip of the same color as the destination tile. Figure 6.1b shows
an example of a Colored Trails board as well as a possible path across the board.
A player following the path from location A to the white tile marked B would
have to hand in one black chip, one gray chip, and one white chip.
Each player is also assigned a goal location, which is randomly drawn from
the board tiles that are at least three steps away from the initial location (striped
tiles in Figure 6.1a). The goal of each player is to approach the goal as closely
as possible. To reach that goal, players are allowed to trade chips among each
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Figure 6.1: The Colored Trails game is played on a 5 by 5 board. (a) Each player starts at the
central tile S and receives a goal location drawn randomly from the striped tiles. (b) To follow
the path from location A to location B, a player needs to hand in one black, one gray, and one
white chip.

other. This trading of chips in the Colored Trails setting represents a multiissue bargaining situation, in which every color represents a different issue or task
to overcome. Different paths from the initial location to the goal location on
the board represent different ways of achieving the same goal, while each chip
represents the means to complete a task or resolve an issue.
In Colored Trails, players are scored based on their success in reaching their
goal location. For each step a player takes towards his or her goal, the player
receives 100 points. Any player that succeeds in reaching their goal receives an
additional 500 points. Finally, any chip that has not been used to move around
the board is worth an additional 50 points to its owner. This scoring ensures that
players have the highest incentive to reach their goal location, but that they are
also motivated to compete over control of unused chips.
Although players are scored based on how closely they approach their own
goal, Colored Trails is not a strictly competitive game. Since a player may need a
different set of chips to achieve his goal than his trading partner, there may be an
opportunity for a cooperative trade, which allows both players to obtain a higher
score. That is, although the score of a player is not influenced by how closely
his trading partner reaches his or her goal location, players may still benefit from
taking into account the goal of their trading partner. However, agents in our
Colored Trails setup do not know the goal location of their trading partner from
the start.
Trading among players takes the form of a sequence of alternating offers. The
initiator makes an initial offer for a redistribution of chips. His trading partner
then decides whether or not to accept this offer. If the offer is accepted, the
proposed distribution of chips becomes final, the players move as close to their
respective goal locations as possible, and the game ends. Alternatively, the trad-
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ing partner may decide to withdraw from negotiations, which makes the initial
distribution final. Finally, the trading partner may also decide to continue the
game by rejecting the offer, and make his own offer for a redistribution of chips.
There are no restrictions on the offers that players can make. For example, a
player is allowed to repeat an offer that has been previously rejected by his trading
partner, or make an offer that he has previously rejected himself. However, both
players pay a 1 point penalty for each round of play. That is, when negotiations
end after a total of five offers have been made, the final score of each player is
reduced by five points.
In this paper, we investigate to what extent higher orders of theory of mind
allow computational agents to make better offers. Based on our previous results in
the one-shot variation of Colored Trails (De Weerd et al., 2014a), we expect that
theory of mind will provide agents with significant advantages over agents that are
more limited in their theory of mind abilities. More specifically, we expect agents
that are capable of a higher orders of theory of mind to be able to manipulate the
beliefs of their trading partner in order to achieve higher individual scores than
agents that are more limited in their theory of mind abilities. Additionally, we also
expect that the presence of higher-order theory of mind agents in the negotiation
has a positive effect on social welfare, as measured by the sum of the scores of the
two negotiating agents. These expectations are captured by hypotheses H1 and
H2 .

Hypothesis H2 : Social welfare, measured as the sum of the scores over the two
agents, increases when the theory of mind abilities of either agent increases.
In Section 6.3, we describe the way computational agents play Colored Trails, and
how the ability to reason about the goals of others influences the choices agents
make. The formal description of these agents can be found in Section 6.4.

6.3

Theory of mind in Colored Trails

In this section, we describe the way theory of mind agents play Colored Trails.
The theory of mind agents described here make use of simulation-theory of mind
(Davies, 1994; Nichols & Stich, 2003; Hurley, 2008), in which the agent takes the
perspective of his trading partner, and determines what his own decision would
be if the agent had been in the position faced by his trading partner. Using the
implicit assumption that his trading partner’s thought process can be accurately
modeled by his own thought process, the agent then predicts that his trading
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Hypothesis H1 : First-order and second-order theory of mind agents obtain a
higher score than agents that are more restricted in their ability to make
use of theory of mind.
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partner will make the same decision the agent would have made if the roles had
been reversed.
In the remainder of this section, we describe how this process of perspectivetaking results in different behavior for agents of different orders of theory of mind
playing Colored Trails. The formal description of these theory of mind agents is
presented in Section 6.4. We will use the shorthand ToMk agent to indicate an
agent that has the ability to use theory of mind up to and including the k-th
order, but not beyond.
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6.3.1

Zero-order theory of mind agent

The zero-order theory of mind (ToM0 ) agent can model the behavior of his trading
partner, but the ToM0 agent is unable to attribute mental content to others. In
particular, the ToM0 agent is unable to represent that his trading partner wants
to reach a certain goal location, and that the behavior of the trading partner is
consistent with that desire. A ToM0 agent is essentially fixated on his own piece
of pie, and does not consider the piece of pie of other agents at all. Instead, the
ToM0 agent constructs zero-order beliefs about the likelihood that his trading
partner will accept a certain offer. The ToM0 agent bases these zero-order beliefs
on observations of the behavior of the trading partner. For example, through
repeated interaction, the ToM0 agent will learn that offers that assign many chips
to the trading partner and few to the ToM0 agent are more likely to be accepted,
while offers that assign few chips to the trading partner and many to the ToM0
agent himself are more likely to be rejected.
Using these zero-order beliefs, the ToM0 agent can form an expectation about
how his score will change if he were to make a particular offer, and select the offer
that he assigns the highest expected value. This allows the ToM0 agent to play
the Colored Trails setting without attributing mental content to others. That is,
although the zero-order beliefs of the ToM0 agent will eventually reflect that his
trading partner has a desire for owning chips, the ToM0 agent does not explicitly
represent such a desire.
The ToM0 agent engages purely in positional bargaining (Fisher & Ury, 1981),
by only reasoning about specific offers that he believes his trading partner will
accept, and that he is willing to accept himself. Because the ToM0 agent has no
theory of mind, he is unable to represent that his trading partner has interests
that underlie the offers that his trading partner is willing to accept.

6.3.2

First-order theory of mind agent

In addition to his zero-order beliefs, a first-order theory of mind (ToM1 ) agent
considers the possibility that his trading partner has beliefs and goals as well,
which determine whether or not his trading partner will accept an offer. A ToM1
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Figure 6.2: Example of a negotiation setting in Colored Trails, in which agent j offers to trade
the black chip owned by agent i against the gray chip owned by agent j. Agent i wants to move
from the central square to his goal location G. With his initial set of chips, agent i can move
two tiles towards his goal location, as shown by the black path.

6.3.3

Higher orders of theory of mind agent

Agents that are able to use orders of theory of mind beyond the first order consider
the possibility that other agents take into account that others have beliefs and
goals as well. A higher-order theory of mind agent reasons about the way his
offers influence what his trading partner believes about his goal location. Such
an agent may choose to select the offer that provides his trading partner with as
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agent therefore realizes that in order to get a large piece of pie for himself, it
is essential to enlarge the pie as a whole. The ToM1 agent is able to consider
the game from the perspective of his trading partner, and decide what his action
would be if he were in the position of that player.
Since each player wants to increase his own score through negotiation, each
player reveals information about his goal location whenever he makes an offer.
Although a ToM1 agent does not know the goal location of his trading partner,
the agent can learn the goal location of his trading partner through the offers he
receives. For example, consider the situation shown in Figure 6.2, in which agent
j offers to trade the black chip owned by agent i against the gray chip owned by
agent j. A ToM1 agent would conclude that owning the black chip allows agent
j to move closer to his goal location. Also, since this trade would leave agent j
without any gray chips, agent i believes that agent j does not need any gray chips
to reach his goal location.
Although the ToM1 agent is able to consider his trading partner as a ToM0
agent, the ToM1 agent does not know the extent of the theory of mind abilities
of his trading partner with certainty. Through repeated interactions, the ToM1
agent may learn that his first-order beliefs fail to accurately model the behavior
of his trading partner. If this happens, the ToM1 agent may choose to play as if
he were a ToM0 agent.
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much information as possible about his goal location. This way, a ToM2 agent can
inform his trading partner that he prefers a small piece of cherry pie over a large
piece of chocolate pie, so that his trading partner can take this into consideration
when making an offer.
For example, suppose agent i in Figure 6.2 is a ToM2 agent with goal location
G. Through second-order theory of mind, agent i knows that if he makes an offer
in which the black chip is assigned to agent j, his trading partner will know that
agent i does not need the black chip to reach his goal location. This information
may allow agent j to construct an offer that would be acceptable to agent i,
even if agent i does not know the goal location of his trading partner. That is,
higher orders of theory of mind allow agents to communicate their interest to
their trading partner through the offers they make, and engage in interest-based
negotiation (Fisher & Ury, 1981).
Higher orders of theory of mind also allow agents to manipulate the beliefs of
trading partners of a lower order of theory of mind. For example, a higher-order
theory of mind agent may construct an offer that gives his trading partner an
incorrect impression of his goal location. Such an agent may exaggerate the value
of the chips he already possesses and downplay the value of other chips in order to
get a better deal. Whether a higher-order theory of mind agent decides to reveal
his true goal location or attempt to manipulate the beliefs of his trading partner
depends on what the agent believes to result in the highest score for himself.
As with the ToM1 agent, a higher-order theory of mind agent does not know
the extent of the theory of mind abilities of his trading partner. Instead, a ToMk
agent has k+1 hypotheses about the future behavior of his trading partner. While
playing the Colored Trails game, the ToMk agent continuously updates his beliefs
concerning which of these hypotheses best fits the actual behavior of the trading
partner.

6.4

Mathematical model of theory of mind

In the previous section, we presented the intuition behind theory of mind agents
negotiating in a Colored Trails setting using simulation-theory of mind. In this
section, we discuss the implementation of computational agents that play according to this intuition. The agents described in this section is inspired by the theory
of mind agents we used in De Weerd et al. (2013b) to investigate the effectiveness
of theory of mind in competitive settings. This model is extended to allow for
generalization over different stage games, and to allow for sequential games.
In our representation, a Colored Trails game is a tuple CT = hN , D, L, πi , πj i,
where:
• N = {i, j} is the set of agents;
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• D is the set of possible distributions of chips;
• L is the set of possible goal locations; and
• πi , πj : L × D → R are the score functions for agents i and j respectively,
such that πi (l, D) denotes the score of agent i when his goal location is l ∈ L
and the chips are distributed according to distribution D ∈ D.

6.4.1

Model of zero-order theory of mind

The ToM0 agent described in Section 6.3.1 does not form explicit beliefs about
the mental content of others. Instead, the ToM0 agent constructs zero-order
beliefs b(0) : D → [0, 1] about the likelihood b(0) (O) that a certain offer O will be
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In addition, each agent i knows his own goal location li from the start of the game,
while agent i does not know the goal location lj of trading partner j. In the setting
we describe, we therefore assume that each agent knows the set of possible offers
D, but has incomplete information about the preferences of his trading partner.
In our representation of the Colored Trails game, we focus on the negotiation
aspect and ignore the task of finding routes between locations. This is reflected
in the score functions πi and πj , which specify the maximum score agents i and
j can achieve given some distribution of chips. This means that we assume that
agents make no mistakes in finding routes between locations and that agents do
not consider the possibility that their trading partner would make any mistake in
finding these routes. Note that these assumptions do not imply that the agents
have common knowledge about any aspect of the game. Rather, we assume that
our theory of mind agents have no beliefs that contradict a common knowledge
about such aspects of the game.
Without loss of generality, we assume that the score of each agent in the
initial distribution is zero. That is, πi (l, D) denotes the change in score of agent
i if his goal location is l ∈ L and the distribution D ∈ D becomes final. In the
model description below, we will show formulas from the point of view of agent i.
Formulas from the point of view of trading partner j are analogous.
Over the course of the game, agents alternate in making offers, which results
in a sequence of offers {O0 , O1 , . . . }. After the initial offer O0 has been made,
the agent who received the last offer Ot decides whether to accept the offer Ot ,
withdraw from negotiations, or make an offer Ot+1 of his own.
In the following subsections, we describe in detail how theory of mind agents
play the Colored Trails game. Section 6.4.1, Section 6.4.2, and Section 6.4.3
describe the decision-making process of a ToM0 agent, a ToM1 agent, and a ToMk
agent (k ≥ 2), respectively. Section 6.4.4 outlines how agents learn within the
context of a single game, while Section 6.4.5 describes how agents learn across
different games.
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accepted by his trading partner. Using these zero-order beliefs, the ToM0 agent
can estimate the value of continuing negotiations by making an offer O. Since
each round of negotiating costs each agent 1 point, the expected value the ToM0
agent assigns to making offer O is
EVi0 (O; li , b(0) ) = b(0) (O) · πi (li , O) − 1.

(6.1)

If the ToM0 agent were to choose to continue negotiation, he would therefore
randomly select an offer Ot ∈ D that he assigns the highest expected value. That
is, he selects Ot such that
EVi0 (Ot ; li , b(0) ) = max EVi0 (O; li , b(0) ).
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O∈D

(6.2)

However, making a counteroffer is not the only option available to the ToM0 agent.
After the initial offer of a game, an agent can also accept the previous offer Ot−1
made by his trading partner. Finally, an agent may also decide to withdraw from
negotiations, in which case the initial distribution becomes final.
The ToM0 agent rationally decides which of the three options outlined above
he will take. That is, the ToM0 agent selects the option that he believes will yield
him the highest score, as described in the ToM0 response function

(0)

Ot
if EVi (Ot ; li , b(0) ) > 0 and



(0)


EVi (Ot ; li , b(0) ) > πi (li , Ot−1 )
(6.3)
ToM0i (Ot−1 ; li , b(0) ) =
accept
if πi (li , Ot−1 ) > 0 and

(0)

(0)

πi (li , Ot−1 ) ≥ EVi (Ot ; li , b )



withdraw otherwise.
Equation 6.3 shows that if the ToM0 agent i believes that there is an offer Ot
that he expects to yield him a positive score that is strictly higher than the score
he would get when accepting the offer Ot−1 , the agent will reject offer Ot−1 and
make counteroffer Ot . Alternatively, if the agent believes that there is no such
offer Ot , but accepting the offer Ot−1 would give him a positive score, the ToM0
agent accepts the offer Ot−1 . In all other cases, the ToM0 agent withdraws from
negotiation.
Note that although the ToM0 agent observes the entire sequence of offers
{O0 , O1 , . . . }, the agent does not explicitly use the entire sequence of offers to
make a decision. Instead, the ToM0 agent decides purely on the basis of his
zero-order beliefs b(0) , which describe his beliefs about the future behavior of the
trading partner.

6.4.2

Model of first-order theory of mind

The use of first-order theory of mind allows a ToM1 agent to put himself in the
position of his trading partner to consider an offer from the perspective of his
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trading partner. To do so, the ToM1 forms first-order beliefs b(1) : D → [0, 1] that
represent what the ToM1 agent believes to be the zero-order beliefs of his trading
partner. That is, the ToM1 agent believes that his trading partner believes that
the probability of the ToM1 agent accepting a given offer O ∈ D is b(1) (O).
A ToM1 agent uses his first-order beliefs to predict his trading partner’s behavior as using the ToM0 response function described in Equation 6.3. Given the
goal location lj of his trading partner, the ToM1 agent calculates the expected
value of making offer O ∈ D as
(1)

EVi (lj , O; li , b(1) ) =

if ToM0j (O; lj , b(1) ) = withdraw,

 −1
πi (li ,nO) − 1
if ToM0j (O; lj , b(1) ) = accept,
 o

 max πi li , ToM0j (O; lj , b(1) ) , 0 − 2 otherwise.
(6.4)

Chapter 6

Equation 6.4 shows that the ToM1 agent looks further ahead into the negotiation
process than the ToM0 agent. The ToM0 agent only forms beliefs about whether
or not his trading partner will accept an offer, the ToM1 agent can also make a
prediction about what counteroffer his trading partner could make, and how the
ToM1 agent himself would react to this counteroffer. Since the game is sequential,
this results in the ToM1 agent looking one step further ahead into the negotiation
process.
The sequential nature of the game also means that a player may change his
beliefs after receiving an offer Ot−1 , but before deciding whether or not to make
a counteroffer Ot . In our agent model, the ToM1 agent takes this belief update,
which will be described in detail in Section 6.4.4, into account. When deciding
on whether to make offer O ∈ D, the ToM1 agent determines how making this
offer O would change his zero-order beliefs if he had been in the position of his
trading partner, and makes further calculations using the adjusted first-order
beliefs U (b(1) , O) (see Equation 6.10).
Since agents do not know the goal location lj of their trading partner from the
start, a ToM1 agent cannot calculate Equation 6.4 directly. Instead, the ToM1
agent forms beliefs about the goal location of his trading partner in the form of
a probability distribution p(1) : L → [0, 1], so that the ToM1 agent believes that
the likelihood of his trading partner having goal location l ∈ L is p(1) (l).
Furthermore, although the ToM1 agent is capable of using theory of mind,
he may decide that first-order theory of mind does not accurately describe the
behavior of his trading partner. In this case, the ToM1 agent may decide to rely
on his zero-order beliefs b(0) instead. The ToM1 agent has a confidence variable
c1 ∈ [0, 1], which indicates how much confidence the ToM1 agent places in the
predictions of first-order theory of mind. When deciding on the expected value
of making an offer O, the ToM1 agents weighs the predictions of first-order and
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zero-order theory of mind accordingly. In summary, a ToM1 agent i calculates the
expected value of making a given offer O ∈ D through
(1)

(0)

EVi (O; li , b(0) , b(1) , p(1) , c1 ) =(1 − c1 ) · EVi (O; li , b(0) )+
X
(1)
c1 ·
p(1) (l) · EVi (l, O; li , U (b(1) , O)).

(6.5)

l∈L

Given these values, the ToM1 agent randomly selects an offer Ot ∈ D that maximizes his expected value as a suitable counteroffer. Similar to the way the ToM0
agent decides, the ToM1 agent decides to accept, withdraw, or make a counteroffer
based on what he expects will yield him the highest score.
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Ot





ToM1i (Ot−1 ; li , b(0) , p(1) , b(1) ) =
accept






withdraw

(1)

EVi (Ot ) > 0 and
(1)
EVi (Ot ) > πi (li , Ot−1 )
if πi (li , Ot−1 ) > 0 and
(1)
πi (li , Ot−1 ) ≥ EVi (Ot )
otherwise.
(6.6)
First-order theory of mind benefits the ToM1 agent in two ways. Firstly, theory of mind allows the agent to gain information about the goal location of his
trading partner through the offers he receives. He does so by determining how
consistent a possible goal location is with the offer his trading partner has made
(see Section 6.4.4). Secondly, the ToM1 agent takes into account that making an
offer O changes the beliefs and behavior of his trading partner. This may allow
the ToM1 agent to make an offer Ot that he expects his trading partner to reject,
with the intention of causing his trading partner to make an offer Ot+1 that the
ToM1 agent is willing to accept.

6.4.3

if

Higher-order theory of mind agents

Agents that are able to use orders of theory of mind beyond the first can use
this ability to attempt to manipulate the beliefs of lower orders of theory of mind
to obtain an advantage. For example, a second-order theory of mind agent can
use his understanding of first-order theory of mind agents to create an offer that
signals his goal location to the trading partner as clearly as possible. Alternatively,
the ToM2 agent can adjust his offer to give his trading partner false information
about his goal location.
Each additional order of theory of mind allows an agent to consider an additional model of opponent behavior. These models are constructed analogously
to first-order theory of mind, and include additional beliefs b(k) , location beliefs
p(k) , and a confidence ck in kth-order theory of mind. Based on the application
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of kth-order theory of mind, the ToMk agent formulates the expected value of
making an offer O ∈ D, given that his trading partner has goal location l, as
(k)

EVi (l, O) =

if ToM(k−1) j (O) = withdraw,

 −1
πi (li , O) − 1
if ToM(k−1) j (O) = accept,
n 
 o

 max π l , ToM
i i
(k−1) j (O) , 0 − 2 otherwise.

(6.7)

These expected values are then combined with the expected values of lower orders
of theory of mind according to
X
(k)
(k−1)
(k)
EVi (O) = (1 − ck ) · EVi
(O) + ck ·
p(k) (l) · EVi (l, O)).
(6.8)
l∈L

This yields the kth-order theory of


Ot





ToMki (Ot−1 ) =
accept






withdraw

6.4.4

mind response function
(k)

EVi (Ot ) > 0
(k)
and EVi (Ot ) > πi (li , Ot−1 )
if πi (li , Ot−1 ) > 0 and
(k)
πi (li , Ot−1 ) ≥ EVi (Ot )
otherwise.
if

(6.9)

Learning from observations

U (b(0) , Ot−1 )(O) = (1 − λ)m · b(0) (O),

(6.10)

where m is the number of colors for which the offer O assigns fewer chips to the
trading partner than the offer Ot−1 , and λ ∈ [0, 1] is an agent-specific learning
speed.
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Agents form beliefs about the likelihood that their trading partner will accept a
given offer. During negotiation, agents update these beliefs based on the offers
their trading partner makes. An agent’s zero-order belief b(0) specifies that the
agent believes that the probability that his trading partner will accept a given offer
O ∈ D is b(0) (O). Whenever he receives an offer Ot−1 from his trading partner,
the ToM0 agent updates his beliefs to reflect that he considers it less likely that
his trading partner would accept certain offers. More precisely, the ToM0 agent
decreases his belief that his trading partner will accept an offer O when offer O
assigns more chips of some color c to the agent himself than offer Ot−1 does. For
example, suppose that the trading partner makes an offer Ot−1 that assigns 4 blue
chips to agent i. Agent i then decreases his belief that the trading partner will
accept any offer that assigns 5 or more blue chips to agent i himself.
The belief update as a result of receiving an offer Ot−1 from the trading partner
is represented by U (b(0) , Ot−1 ), which is defined as
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A similar update takes place when the trading partner rejects an offer made
by agent i. When the offer Ot made by agent i is rejected, the agent updates his
beliefs to reflect that he believes it to be less likely that his trading partner will
accept an offer O that assigns at least as many chips of a given color c to the
agent as offer Ot does. The belief update as a result of receiving an offer Ot−1
from the trading partner is represented by U (b(0) , Ot−1 ), which is defined as
0

U R (b(0) , Ot )(O) = (1 − λ)m · b(0) (O),

(6.11)
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where m0 is the number of colors for which the offer O assigns at least as many
chips to agent i as the offer Ot , and λ ∈ [0, 1] is an agent-specific learning speed.
Agents that make use of theory of mind also update their beliefs concerning
the goal location of their trading partner in response to receiving an offer Ot−1
from their trading partner. By putting himself in the position of his trading
partner, a ToMk agent believes it to be impossible that his trading partner has
a goal location l ∈ L for which π(l, Ot−1 ) ≤ 0. For otherwise, this would mean
that the trading partner has made an offer that decreases his score. For other
locations l ∈ L, the agent adjusts his beliefs based on the expected increase in the
score of the trading partner if the offer Ot−1 would be accepted. That is, after
observing the offer Ot−1 from his trading partner, the ToMk agent updates his
location beliefs p(k) so that
(
0
if πj (l, Ot−1 ) ≤ 0
(k−1)
(6.12)
p(k) (l) :=
1+EVi
(Ot−1 )
(k)
otherwise,
β · p (l) ·
(k−1)
1+maxO∈D EVi

(O)

where β is a normalizing constant. This update increases the beliefs assigned to
locations for which the offer Ot−1 made by the trading partner receives a high
expected value. These are offers that are closer to the offer that the ToMk agent
would have made himself if he had been a ToMk−1 agent in the position of his
trading partner.
Example 6.1. Figure 6.3 shows an example of the process of updating location
beliefs for a ToM1 agent. In this example, agent j offers to trade the black chip
owned by agent i against the gray chip owned by agent j. Agent i interprets
this offer by calculating the change in score for agent j if agent i were to
accept the offer, for each possible goal location of agent j. In Figure 6.3, these
changes in scores are shown on the corresponding locations. For example, if
the goal location of agent j is the tile in the bottom right corner, the score of
agent j would increase by 600 points if agent i were to accept the offer.
Since making an offer decreases the score of each agent by 1 point, agent
i only makes offers that would increase his own score. By putting himself
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Figure 6.3: Example of a Colored Trails game in which agent j offers to trade his gray chip
against the black chip of agent i. Using first-order theory of mind, agent i calculates in what way
accepting this offer will affect the score of agent j, for each possible goal location. The higher
the increase in score, the more likely agent i considers the location to be the goal location of
agent j.

At the same time as updating his location beliefs, the ToMk agent also updates
his confidence in kth-order theory of mind ck to reflect how well the agent feels
the kth-order theory of mind model fits the behavior of his trading partner. This
is achieved through
(k−1)

c1 := (1 − λ) · ck + λ ·

X
l∈L

p(k) (l) ·

1 + EVi

(Ot−1 )
(k)

1 + maxO∈D EVi (O)

.

(6.13)
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in the position of his trading partner, agent i therefore believes that agent j
also only makes offers that increase the score of agent j. Agent i considers it
impossible for any location with zero or negative score to be the goal location
of his trading partner. That is, when agent i receives offer O, for each possible
location l ∈ L with πj (l, O) ≤ 0, agent i sets p(1) (l) = 0.
For the remaining locations l, agent i determines what offer O0 he would
have made himself, and compares how this relates to the offer O that his
trading partner actually made. For example, if the goal location of agent j
is the bottom left tile, accepting the offer of agent j would only increase his
score by 50. However, for this goal location, agent j could have made a better
offer. If agent j would have offered to exchange a white chip for the black
chip of agent i, he could have increased the score of agent j by 150. As a
result, agent i believes that it is unlikely that the goal location of agent j is
the bottom left tile. On the other hand, agent i considers it very likely that
the goal location of his trading partner is one of the locations with a number
higher than 500, such as the bottom right tile. If agent i were to accept the
offer made by agent j, agent j would be able to reach any of these locations.
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Using this update, the agent therefore assigns a higher confidence to orders of
theory of mind that assign a high expected value to the offer Ot−1 made by
the agent’s trading partner compared to the offer that the agent would have
selected himself is he had been a ToMk−1 agent in the position of his trading
partner. Unlike the way location beliefs are updated, confidences are updated
using adaptive expectations. This is because agents may change the order of
theory of mind at which they reason over the course of a negotiation, while they
are unable to change their goal location.
Many of the belief updates described in this section make use of learning speed
parameter λ. The agent’s learning speed is a fixed parameter that represents
the degree to which the agent adjusts his beliefs in response to behavior of his
trading partner. For example, a ToM0 agent with a high learning speed strongly
believes that his trading partner is unwilling to accept any offers other than the
one the trading partner makes himself. Such a ToM0 agent is less likely to make a
counteroffer and more likely to withdraw from negotiations or accept the offer of
his trading partner. On the other hand, a ToM0 agent with learning speed λ = 0
does not adjust his behavior at all. Instead, such an agent will keep making the
same offer, and expects that this will eventually lead to a successful trade.
Following De Weerd et al. (2013b), theory of mind agents do not attempt to
model the learning speed λ of other agents. Instead, an agent makes use of his own
learning speed when updating the beliefs he assigns to his trading partner. As a
result, the beliefs that a theory of mind agent attributes to his trading partner
are generally incorrect, unless both agents have the same learning speed.

6.4.5

Learning across games

Theory of mind allows agents to view the game from the perspective of their
trading partner. This provides theory of mind agents with a way to generalize
the behavior of the trading partner across games; theory of mind agents believe
that their trading partner plays the game similarly to the way they play the game
themselves. However, ToM0 agents do not have this ability. In order to be able
to use observations of the behavior of the trading partner in one particular game
to determine the likelihood that the trading partner will accept a given offer O
in a different game situation, the ToM0 agent therefore needs to generalize across
games. Note that learning discussed in this section determines how the ToM0
agent constructs his zero-order beliefs at the start of a negotiation. Over the
course of a negotiation, agents perform additional belief updates as described in
Section 6.4.4.
In our setting, the ToM0 agent generalizes across games by classifying offers
by the number of chips that are transferred from the agent to his trading partner,
and the number of chips that are transferred from the trading partner to the
agent himself. This allows agents to distinguish, for example, between an offer
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that trades one red chip for one blue chip and an offer that trades two red chips for
two blue chips. However, across different games, the agent does not distinguish
between an offer that trades one red chip for one blue chip and an offer that trades
one green chip for one yellow chip. Since agents in our setting own an initial set
of four chips, this generalization causes the ToM0 agent to distinguish 25 classes
of offers. Nevertheless, a separate pilot study indicated that this simple heuristic
allowed agents to make mutually beneficial offers after a short learning period.
At the start of each game, the agent’s zero-order beliefs b(0) (O) about the
probability that the trading partner will accept a given offer O ∈ D is set to the
observed frequency with which offers that transfer the same number of chips from
the agent to the trading partner and the same number of chips from the trading
partner to the agent have been accepted by the trading partner in the past. For
example, if a ToM0 agent has made 250 offers in which two chips were transferred
to the trading partner and one chip to the agent, of which 220 have been accepted
by the trading partner, the ToM0 agent assigns a probability of 88% that his
trading partner will accept an offer to trade two green chips owned by the agent
against one red chip owned by the trading partner at the start of the game. Over
the course of the negotiation process, this belief can still change, as described in
Section 6.4.4.
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We performed simulations where the theory of mind agents described in Section 6.4
played the Colored Trails setting described in Section 6.2. Pairs of agents played
repeated negotiation games, where each individual game is played on a different
board with different sets of initial chips and different goal locations. In each new
game, agents started by reasoning at the highest order of theory of mind available
to them. For example, a ToM2 agent always started the game by taking into
account the beliefs his trading partner might have about his own beliefs.
To ensure that all agents had an incentive to negotiate to increase their score,
games in which some agent could reach his goal location with the initial set of
chips without trading were excluded from analysis. Additionally, the first 200
games were considered to be a setup phase for the zero-order beliefs of agents,
which were initialized at 1. That is, at the start of a simulation, an agent believes
that any offer will be accepted. During the first 200 games, agents may learn,
for example, that an “offer” that consists of requesting the trading partner’s full
set of chips is unlikely to be accepted. The results from these 200 training games
were not included in analysis.
The figures in this section show the average change in score due to negotiation,
which is calculated as the average difference between an agent’s final score after
negotiation ended and his initial score at the start of negotiation. Although agents
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never accept an offer that decrease their score, negative scores are possible when
agents take many rounds. In these cases, the cost of negotiation can outweigh
the benefits of a mutually beneficial trade. Negotiation scores were averaged
over 1,000 consecutive Colored Trails games. Although negotiations could take
infinitely long in theory, games that continued for more than 100 rounds of offers
were considered to be unsuccessful. In this case, the initial situation became final,
and both agents incurred the cost of 100 rounds of play. In our model, agents were
unable to reason about this limit, and negotiated as if this limit did not exist.
Although the agents alternate in making offers, so that both agents make
offers to their trading partner, previous research into negotiation suggests that
the opening bid of a negotiation can serve as an anchor for the entire negotiation
process, making the first bid of a game especially influential (Raiffa et al., 2002;
Van Poucke & Buelens, 2002; Rosette, Kopelman, & Abbott, 2013). Because of
this, we differentiate between results for initiators, who make the first offer in
every game, and responders.
In the following subsections, we separate results for the competitive and cooperative aspects of negotiation in Colored Trails. In Section 6.5.1, we present
the individual performance of agents, which shows how well agents compete. Section 6.5.2 focuses on the cooperative element of negotiation, and describes the
effect of theory of mind on the combined score of the agents in the Colored Trails
setting.

6.5.1

Individual performance results

In this section, we describe the individual performance of theory of mind agents
when negotiating in Colored Trails. By comparing how large a piece of pie the
agents involved in Colored Trails end up with, we can determine how theory of
mind influences the competitive abilities of agents.
Figure 6.4 shows the average negotiation scores of a ToM0 initiator and a ToM0
responder negotiating with each other, as a function of the learning speeds of the
two agents. In these figures, a lighter color indicates a higher score. As a visual
aid, the plane of zero performance appears as a semi-transparent plane in these
figures. Figure 6.4 shows that even though ToM0 agents are unable to reason
explicitly about the goals and desires of their trading partner, they are often able
to increase their score through negotiation. The ToM0 agents only fail to reach a
positive negotiation score when both agents have learning speed λ = 0. An agent
with zero learning speed does not adjust his behavior in response to his trading
partner, but repeats the same offer until his trading partner makes an acceptable
offer. That is, an agent with zero learning speed expects his trading partner to
adjust to his position, while the agent is unwilling to offer any alternatives himself.
When both ToM0 agents follow this strategy and neither is willing to accept the
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(a) ToM0 initiator score

(b) ToM0 responder score

Figure 6.4: Average negotiation score of a ToM0 initiator (left) and a ToM0 responder (right)
as a function of their respective learning speeds.
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(a) ToM0 initiator score

(b) ToM1 responder score

Figure 6.5: Average negotiation score of a ToM0 initiator (left) and a ToM1 responder (right)
as a function of their respective learning speeds.

initial offer of their trading partner, they will be unable to reach an agreement
and only carry the burden of a failed negotiation.
The results in Figure 6.4 also show that for ToM0 agents, negotiation score
increases as their own learning speed decreases unless the trading partner has
learning speed λ = 0. This means that there is an evolutionary pressure on ToM0
agents to decrease their learning speed, and adjust the offers they make as slowly
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as possible. However, this eventually results in the worst possible outcome in
which negotiation fails.
Negotiation failure does not occur when a ToM0 initiator negotiates with a
ToM1 responder. Figure 6.5 shows that for every combination of learning speeds
of the ToM0 initiator and the ToM1 responder, both agents receive a positive
score on average. However, the evolutionary pressure to reduce learning speed
still exists for the ToM0 initiator. A ToM0 initiator receives the largest piece of
pie when his learning speed is λ = 0, in which case he leaves only a small piece of
pie for the ToM1 responder. This means that although the presence of the ToM1
responder prevents negotiation failure, the ToM0 initiator benefits most.
Figure 6.6 shows a similar pattern when the roles are reversed, so that a
ToM1 initiator and a ToM0 responder play Colored Trails. The ToM0 responder
performs best when his learning speed is zero, while the ToM1 initiator prefers a
higher learning speed. This allows the agents to negotiate successfully, with the
ToM0 responder receiving the most benefit. The presence of a ToM1 agent yields
a larger pie for the negotiating agents to share, but it is the ToM0 agent that
receives the largest piece.
Figure 6.6 also shows that when the ToM1 initiator has a learning λ ≤ 0.4, the
score of both agents is zero. In these cases, the ToM1 initiator withdraws from
negotiation instead of making an initial offer. The reason for this is that the ToM1
agent attributes his own learning speed to his trading partner. A ToM1 agent with
zero learning speed predicts that his trading partner will keep repeating the same
offer until the ToM1 agent makes an acceptable offer. This causes the ToM1 agent
to believe that the likelihood of finding a mutually beneficial trade is not worth
the cost of negotiating. As a result, a ToM1 initiator with learning speed λ = 0
withdraws from negotiation before making the initial offer.
Figure 6.7 shows the negotiation scores of a ToM1 initiator and a ToM1 responder negotiating in Colored Trails. The figures show symmetry around the
line of equal learning speeds that indicates that the ToM1 agent with the lower
learning speed generally receives the largest piece of the pie. A ToM1 agent with
a higher learning speed attributes this learning speed to his trading partner and
expects that his offers will influence the behavior of his trading partner more
strongly. This also leads a ToM1 agent to believe that his trading partner is quick
to conclude that a negotiation will be unsuccessful. To prevent his trading partner from withdrawing from negotiations, the ToM1 agent makes offers that he
believes to be more beneficial for his trading partner at the expense of his own
score. This puts evolutionary pressure on ToM1 agents to lower their learning
speed. However, since ToM1 agents perform poorly when their learning speed
falls below λ = 0.2, the evolutionary pressure on ToM1 agents is to have learning
speeds close to λ = 0.2.
Figure 6.8 and Figure 6.9 show the performance of ToM1 agents and ToM2
agents that negotiate with each other. The graphs show that the ToM2 agent
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(a) ToM1 initiator score

(b) ToM0 responder score

Figure 6.6: Average negotiation score of a ToM1 initiator (left) and a ToM0 responder (right)
as a function of their respective learning speeds.

Chapter 6

(a) ToM1 initiator score

(b) ToM1 responder score

Figure 6.7: Average negotiation score of a ToM1 initiator (left) and a ToM1 responder (right)
as a function of their respective learning speeds.

typically has a higher score than his ToM1 trading partner, irrespective of the
roles and learning speeds of the agents. That is, the ToM2 agent is highly effective
in obtaining a larger piece of the pie than his trading partner.
The negotiation scores of two ToM2 agents negotiating with each other are
shown in Figure 6.10. Interestingly, the performance of the ToM2 initiator in
Figure 6.10a is quite similar to the performance of the ToM2 responder shown in
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(a) ToM2 initiator score

(b) ToM1 responder score
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Figure 6.8: Average negotiation score of a ToM2 initiator (left) and a ToM1 responder (right)
as a function of their respective learning speeds.

(a) ToM1 initiator score

(b) ToM2 responder score

Figure 6.9: Average negotiation score of a ToM1 initiator (left) and a ToM2 responder (right)
as a function of their respective learning speeds.

Figure 6.10b. Whereas results from lower orders of theory of mind show many
opportunities to divide the pie in one large piece and one small piece, ToM2
agents generally divide the pie in two pieces that are similar in size. As a result,
the graphs in Figure 6.10 show little variation in color. Nevertheless, ToM2 agents
that have a positive learning speed that is close to zero tend to do slightly better
than ToM2 agents that have a different learning speed.
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(a) ToM2 initiator score

(b) ToM2 responder score

Figure 6.10: Average negotiation score of a ToM2 initiator (left) and a ToM2 responder (right)
as a function of their respective learning speeds.

6.5.2

Social welfare results

In the previous section, we compared the individual competitive performance of
agents of various orders of theory of mind negotiating in Colored Trails. In this
section, we show how theory of mind affects the cooperative ability of agents, by
looking at the social welfare that theory of mind agents achieve through negotiation, where social welfare is measured by the sum of the scores of the initiator and
the responder. Figure 6.11 and Figure 6.12 show the increase in social welfare for
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In summary, the results in this section show that the ability to make use of
theory of mind can help individuals to negotiate better, although they do not
show the same pattern as found for competitive games (De Weerd et al., 2013b)
as predicted by hypothesis H1 in Section 6.2. Even though the presence of ToM1
agents prevent negotiation failure in our simulations, the ToM1 agent does not
have a direct competitive advantage over a ToM0 agent. Instead, the ToM1 agent
suffers the cost for achieving a cooperative solution, which leaves the ToM0 agent
with the larger piece of pie.
The ToM2 agent, on the other hand, does outperform the ToM1 agent as
expected by hypothesis H1 . Our results show that the ToM2 agent can negotiate
successfully with a ToM1 trading partner, resulting in a pie that includes a large
piece for the ToM2 agent. When two ToM2 agents negotiate with each other, the
resulting pie is divided into pieces of a fairly similar size. In the next subsection,
we take a closer look at the cooperative abilities of these theory of mind agents.
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(b) ToM0 initiator, ToM1 responder

(c) ToM1 initiator, ToM0 responder

(d) ToM1 initiator, ToM1 responder
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(a) ToM0 initiator, ToM0 responder

Figure 6.11: Average combined negotiation score of ToM0 and ToM1 agents playing Colored
Trails.

different combinations of theory of mind initiators and responders.
Figure 6.11a shows that ToM0 agents can cooperate surprisingly well. In
the best-case scenario, both the ToM0 initiator and the ToM0 responder have
a learning speed of around λ = 0.2, which results in average increase in the social
welfare of over 400 points. However, due to the competitive element of Colored
Trails described in Section 6.5.1, cooperation among ToM0 agents is not stable.
The ToM0 agents experience an evolutionary pressure towards zero learning speed,
which can eventually lead to negotiation failure.
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(a) ToM1 initiator, ToM2 responder

(b) ToM2 initiator, ToM1 responder
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(c) ToM2 initiator, ToM2 responder
Figure 6.12: Average combined negotiation score of ToM1 and ToM2 agents playing Colored
Trails.

Although Section 6.5.1 shows that the presence of a ToM1 agent can ensure
that negotiation failure does not occur, Figure 6.11 shows that this does not imply
a higher social welfare. Figure 6.11b and Figure 6.11c do not show an improvement
over the performance of ToM0 agents shown in Figure 6.11a.
Figure 6.11d shows that when two ToM1 agents play Colored Trails together,
they achieve the highest social welfare when both agents have a learning speed
as high as possible. However, the competitive element in Colored Trails puts an
evolutionary pressure on ToM1 agents to lower their learning speed to a value of
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λ = 0.2. Although this does not lead to a breakdown of negotiation like in the
case of ToM0 agents, social welfare suffers from the lower learning speed of ToM1
agents. The individual desire of ToM1 agents to obtain as large a piece of pie as
possible results in a smaller pie to share.
Although the increase in social welfare depends greatly on the learning speed
of ToM0 agents and ToM1 agents, Figure 6.12a and Figure 6.12b show that the
learning speed of a ToM2 agent has little effect on social welfare when a ToM2
agent and a ToM1 agent negotiate in Colored Trails. Instead, how negotiation
affects social welfare in these cases is determined mostly by the learning speed of
the ToM1 agent.
When two ToM2 agents negotiate, the highest social welfare is achieved when
both agents have a low but positive learning speed, as shown in Figure 6.12c. Note
that this learning speed also yields them the highest score individually. That is,
when two ToM2 agents negotiate, the learning speed that would yield an agent the
largest piece of pie is also the learning speed that would yield the largest pie to
share. However, note that the highest social welfare that the ToM2 agents achieve
is not as high as the highest social welfare achieved by ToM0 agents.
In summary, contrary to hypothesis H2 formulated in Section 6.2, our simulation results do not provide any evidence to support that theory of mind directly
increases social welfare. However, we find that theory of mind can help to stabilize negotiation. While ToM0 agents have the potential to negotiate a high social
welfare, natural selection would favor those ToM0 agents that increase their individual score at the expense of social welfare. These ToM0 agents therefore face a
social dilemma similar to the prisoner’s dilemma, which leads ToM0 agents to a
situation in which negotiation breaks down.
A ToM1 agent is able to avoid complete breakdown of negotiation by recognizing the need for cooperation. However, ToM1 agents face a similar social dilemma
in which the individual desire to obtain as large a piece of pie as possible leads
to a smaller pie to share. Interestingly, ToM2 agents do not face the same social
dilemma. When a ToM2 agent negotiates with a ToM1 or ToM2 trading partner,
the individual goal to obtain as large a piece of pie as possible leads to a pie for
which the total size is as large as possible as well. In this sense, higher-order
theory of mind can benefit social welfare in negotiation settings such as Colored
Trails.

6.6

Summary and discussion

We have investigated the claim that the human ability for higher-order theory of
mind may have arisen because of the existence of mixed-motive settings in which
the use of higher-order theory of mind presents individuals with an evolutionary
advantage (Verbrugge, 2009). For that purpose, we have simulated interactions
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between computational agents to show how higher orders of theory of mind can
help in obtaining better outcomes in negotiation.
We investigated a particular mixed-motive setting known as Colored Trails
(Lin et al., 2008; Gal et al., 2010; Van Wissen et al., 2012), in which agents of
various orders of theory of mind alternate in offering a redistribution of chips under
incomplete information about the preferences of their trading partner. Zero-order
theory of mind agents only negotiate in terms of the positions they are willing to
accept without any regard for the goal of their trading partner. First-order theory
of mind agents recognize the need for a mutually beneficial outcome, and reason
explicitly about the goals of others. Second-order theory of mind allows agents to
communicate their own goals and engage in interest-based negotiation (Fisher &
Ury, 1981) to uncover mutually beneficial solutions.
We found that under the right conditions, agents could successfully negotiate
a mutually beneficial trade in Colored Trails without any theory of mind ability.
However, agents experience an evolutionary pressure to increase their own score
at the expense of their trading partner. Through natural selection, this eventually
leads to a situation in which all negotiation fails. For zero-order theory of mind
agents, negotiation in Colored Trails is similar to the prisoner’s dilemma, where
the competitive aspect of getting as much of the pie as possible overshadows the
cooperative aspect of negotiation to the point where there no longer is any pie to
share.
By reasoning explicitly about the goals of the trading partner, first-order theory of mind agents prevent a complete breakdown in negotiation. First-order
theory of mind thus allows agents to better balance the cooperative and competitive aspects of negotiation. However, first-order theory of mind agents still have
an incentive to increase their own piece of pie at the expense of the total size of
the pie. That is, for first-order theory of mind agents, the competitive aspect of
negotiation continues to be a hindrance to efficient cooperation.
Although first-order theory of mind has a limited effectiveness in the negotiation setting we describe, second-order theory of mind benefits agents greatly.
When a second-order theory of mind agent negotiates with another agent capable
of theory of mind, the second-order theory of mind agent typically receives the
larger share of the pie. Additionally, neither agent has an incentive to deviate
from the outcome that maximizes total pie size. That is, second-order theory of
mind agents balance cooperative and competitive goals to the point where agents
that succeed in negotiating the largest total pie possible could not have received a
larger piece of pie for themselves by changing their behavior. These results show
that in mixed-motive settings such as negotiations, agents can benefit from the
use of higher-order theory of mind.
In existing literature, there are several approaches to bounded rationality and
recursive modeling of the behavior of others that are similar to our theory of mind
agents. In behavioral economics, recursive modeling of the behavior of others is
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modeled through iterated best-response models such as level-n theory (Stahl &
Wilson, 1995; Bacharach & Stahl, 2000; Costa-Gomes et al., 2001), cognitive hierarchies (Camerer et al., 2004), quantal response equilibria (McKelvey & Palfrey,
1995), and noisy introspection models (Goeree & Holt, 2004). In these models,
an agent’s level of sophistication is measured by the maximum number of steps of
iterated reasoning the agent is capable of considering. In terms of our theory of
mind agents, an agent that only makes one reasoning step corresponds roughly to
zero-order theory of mind. The goal of these approaches is to describe the level
of sophistication of human participants. Over a range of one-shot non-repeated
games such as the p-beauty contest and the traveler’s dilemma, participants are
estimated to use an average of 1.5 steps of iterated reasoning (Camerer et al.,
2004), while only few players were found to be well-described as higher-level agents
(Wright & Leyton-Brown, 2010).
In the models described above, a level-n agent assumes that all other agents are
exactly one level of sophistication lower than himself, or that the distribution of
lower level agents can be described with a fixed probability distribution. However,
in repeated game settings, such assumptions can be detrimental to an agent (Hu &
Wellman, 1998). The theory of mind agents we describe are more similar to models
of recursive opponent modeling (Gmytrasiewicz & Durfee, 1995; Gmytrasiewicz et
al., 1998), interactive POMDPs (Gmytrasiewicz & Doshi, 2005), and game theory
of mind (Yoshida et al., 2008). In all these approaches, agents adjust their level
of recursive reasoning in reaction to the behavior of others. An agent of level k
can consider others as being agents of any level up to and including level k − 1.
Such an agent does not observe the level of sophistication of others directly, but
forms beliefs concerning the level of sophistication of others based on observed
behavior.
In contrast to previous work, in which the most basic agent typically assumes
that the behavior of others can be modeled as noise, our zero-order theory of
mind agent continues to actively models the behavior of other agents. This means
that our zero-order theory of mind agent reacts to the actions of other agents by
adjusting his behavior accordingly. In particular, a zero-order agent may learn
more sophisticated behavior by observing the behavior of higher-order theory of
mind agents.
In addition, the goal of our work is to identify settings in which there is an
evolutionary incentive to reason using higher orders of theory of mind which could
explain the emergence of human-like theory of mind abilities. However, although
we model human-like theory of mind abilities, our goal is not to replicate actual
human social behavior, as agent-based simulation tools such as PsychSim (Pynadath & Marsella, 2005). Rather, we explicitly compare simple learning strategies
that rely solely on modeling the behavior of others with more complex strategies
that include theory of mind to determine the extent of their effectiveness. In this
sense, our work also differs from formal methods such as dynamic epistemic logic
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(Fagin et al., 1995; Van Ditmarsch et al., 2007), which are used to study recursive reasoning about the knowledge of others from a prescriptive perspective. In
contrast, our theory of mind agents typically construct an incorrect model of the
beliefs of others. We determine to what extent reasoning at increasingly higher
orders of theory of mind remains effective, even under these conditions.
Our work is also related to research into automated agents in negotiation applications (Lin, Gal, Kraus, & Mazliah, 2014; Rosenfeld, Zuckerman, Segal-Halevi,
Drein, & Kraus, 2014; Fatima, Kraus, & Wooldridge, 2014; Ficici & Pfeffer, 2008;
Lin et al., 2008; Kraus, 1997). Previous work in continuous double auctions suggests that higher levels of sophistication may not always be beneficial for agents in
terms of their payoff (Hu & Wellman, 1998; Wellman & Hu, 1998; Park, Durfee,
& Birmingham, 2004). In contrast, our results suggest that in repeated Colored
Trails games, in which it is difficult to generalize information across different game
setups, automated agents may benefit from several rounds of recursive modeling,
even when agents are faced with incomplete information about the preferences of
their trading partner. This may be especially useful in situations where computational agents interact directly with humans, who are known to make use of theory
of mind.
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Behavioral experiments show that people can use higher-order theory of mind to
reason about the way others reason about mental content, while other animals do
not appear to have this ability. One of the possible explanations for the emergence
of the human ability to make use of higher-order theory of mind predicts that this
ability is especially useful in mixed-motive situations, where both cooperative
and competitive aspects play a role. Through agent-based simulations, we have
shown that higher orders of theory of mind indeed help agents to better balance
cooperative and competitive goals.
In our earlier research into the effectiveness of higher-order theory of mind,
we found that first-order and second-order theory of mind allow agents to agree
on a cooperative solution faster than agents without theory of mind abilities (De
Weerd, Verbrugge, & Verheij, 2015). However, in strictly cooperative settings,
theory of mind is not needed to maintain cooperation once a cooperative solution has been found; a zero-order agent can simply copy the strategy to stabilize
cooperation. We find that higher-order theory of mind does convey a cooperative advantage in the mixed-motive setting we investigate in the current work.
When both cooperative and competitive elements play a role, higher-order theory
of mind can help to balance these elements to stabilize the cooperative solution.
Interestingly, this cooperative solution is achieved purely through calculated selfishness; second-order theory of mind agents behave cooperatively, not because

178

6.7. Conclusion

Chapter 6

they have an innate sense of fairness, but because they believe that it will result
in a better outcome for themselves.
Our earlier results also show that in strictly competitive settings, both firstorder and second-order theory of mind agents outperform opponents of a lower
order of theory of mind, while the advantage of applying even higher orders of
theory of mind are limited (De Weerd et al., 2013b). In contrast, although secondorder theory of mind agents outperform first-order theory of mind agents in our
Colored Trails setting, we find that first-order theory of mind agents do not outperform zero-order theory of mind agents. The reason for this difference is that
in strictly competitive situations, an agent that increases his own score does so
at the expense of his opponent. In a mixed-motive situation, increasing your own
score may increase the score of your trading partner as well. In Colored Trails, the
first-order theory of mind agent increases his own score by preventing negotiation
failure. However, this increases the score of his trading partner even more. As a
result, the zero-order theory of mind agent obtains a larger piece of the pie. Still,
from the perspective of the first-order theory of mind agent, obtaining a small
piece of pie is preferable to no pie at all.
In current work, we aim to let theory of mind agents negotiate directly with
human participants. This way, we can determine the extent to which participants
make use of higher-order theory of mind during negotiations. Additionally, theory
of mind agents may help participants to develop their negotiation skills. By
confronting participants with agents capable of using increasingly higher orders
of theory of mind, they may be able to train their higher-order theory of mind to
reach better negotiation outcomes.
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In social settings, people often rely on their ability to reason about unobservable mental content of other people, such as their beliefs, desires, and
intentions. This theory of mind ability helps them to understand and predict
the behavior of others. People can even take this ability a step further, and
use higher-order theory of mind to reason about the way others use theory
of mind to understand and predict behavior, for example by reasoning about
the fact ‘Alice believes that Bob does not know about the surprise party’.
However, empirical evidence suggests that people do not spontaneously use
second-order or even higher orders theory of mind in strategic games. In
this paper, we let participants negotiate with computational agents of different theory of mind abilities in the setting of Colored Trails. We find that
even though participants are unaware of the level of sophistication of their
trading partner, within a few rounds of play, participants’ offers are more
indicative of second-order theory of mind reasoning when their computer
trading partner was using second-order theory of mind as well.
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7.1

Introduction

In social settings, people reason about unobservable mental content, such as beliefs, desires, and goals, to predict and interpret the behavior of others. This
theory of mind (Premack & Woodruff, 1978) allows people to reason explicitly
about the goals of others, such as deciding whether the behavior of others is accidental or intentional. Empirical evidence from second-order false belief tasks
(Perner & Wimmer, 1985; Sullivan et al., 1994; Miller, 2009, 2012) reveals that
people are also capable of reasoning about the theory of mind of others. People
use second-order theory of mind when they reason about the beliefs others have
about the beliefs of yet other people, and realize that such nested beliefs can be
incorrect. Second-order theory of mind allows people to form nested beliefs such
as “Alice believes that Bob does not know about the surprise party”, and use these
beliefs to interpret and predict Alice’s behavior.
While participants readily use second-order theory of mind reasoning in the
second-order false belief task, empirical evidence suggests that in strategic games,
participants do not appear to make spontaneous use of higher-order (i.e. at
least second-order) theory of mind (Hedden & Zhang, 2002; Camerer et al., 2004;
Wright & Leyton-Brown, 2010; Goodie et al., 2012). Over a range of unrepeated
single-shot games, Camerer et al. (2004) estimate the distribution of the level of
sophistication used by human participants. They find that participant reasoning
is typically limited to the use of zero-order or first-order theory of mind. Only few
participants are found to be well-described as higher-order theory of mind reasoners (Wright & Leyton-Brown, 2010). When games are repeated, participants can
successfully adjust their level of reasoning to accurately predict the behavior of
other theory of mind reasoners (Hedden & Zhang, 2002; Zhang et al., 2012; Goodie
et al., 2012; Meijering et al., 2010, 2011, 2014; De Weerd et al., 2014b; Devaine,
Hollard, & Daunizeau, 2014a), although participants typically need many trials
before their behavior is consistent with higher-order reasoning.
In this paper, we investigate human-agent interactions in the influential Colored Trails setting, introduced by Grosz, Kraus, and colleagues (Lin et al., 2008;
Gal et al., 2010)1 , which provides a useful test-bed to study how different aspects of mixed-motive settings change interactions among agents and humans. In
previous work, we presented a computational model for theory of mind agents to
study the effectiveness of higher-order theory of mind reasoning in this setting (De
Weerd et al., 2013a). We found that the use of first-order and second-order theory
of mind allows software agents to balance competitive and cooperative aspects of
the game. This way, the use of theory of mind prevents negotiations from breaking
down the way they do for agents without theory of mind. In the current paper,
we use these agents to determine to what extent human participants reason at
1

Also see http://coloredtrails.atlassian.net/wiki/display/coloredtrailshome/.
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(a)

(b)

Figure 7.1: In Colored Trails, players spend chips to move around on a 5 by 5 board. (a) To
follow the path from location A to location B, a player needs to hand in one blank, one striped,
and one dotted chip. (b) Each player is initially located on the central tile S and is assigned a
goal location drawn randomly from the gray tiles.

higher orders of theory of mind, by letting software agents interact directly with
human participants.
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The game we study in this paper is a variation on the influential Colored Trails
game. Colored Trails is a board game designed as a research test-bed for investigating decision-making of people and software agents (Lin et al., 2008; Gal et al.,
2010). We consider a specific setting in which two negotiating agents alternate
in making offers. We have previously used this setting to test the effectiveness of
higher-order theory of mind in negotiations (De Weerd et al., 2013a).
The game is played on a square board consisting of 25 patterned tiles, like the
one depicted in Figure 7.1a. At the start of the game, each player receives a set of
four patterned chips, selected at random from the same four possible patterns as
those on the board. Each player is initially located on the center tile of the board,
indicated with the letter S in Figure 7.1b. The goal of each player is to reach
their personal goal location, which is drawn randomly from the board tiles that
are at least three steps away from the initial location (gray tiles in Figure 7.1b).
To move around on the board, players use their chips. A player can move to a tile
adjacent to his current location by handing in a chip of the same pattern as the
destination tile. Figure 7.1a shows an example of a Colored Trails board as well
as a possible path across the board. A player following the path from location A
to the blank tile marked B would have to hand in one striped chip, one dotted
chip, and one blank chip.
Players are scored based on their success in reaching their goal location. Each
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player receives 50 points at the start of the game. If the player successfully reaches
his goal, he receives an additional 50 points. However, if the goal is not reached,
10 points are deducted from the player’s score for each step needed to reach the
goal location. Finally, any chip that has not been used to move around the board
is worth an additional 5 points to its owner. For example, consider the situation
in Figure 7.2, and suppose that player i has goal location G. With his initial set of
chips, player i can obtain a score of 50 points. However, if player i would receive
one of agent j’s blank chips, he could obtain a score of 110 points.
To get closer to their goal location, players can trade chips with their coplayer. To capture the dynamic aspect of negotiation, trading among players
takes the form of a sequence of alternating offers. When a player makes an offer
to redistribute the chips a certain way, his trading partner decides whether or
not to accept this offer. If the offer is accepted, the proposed distribution of
chips becomes final, the players move as close to their respective goal locations
as possible, and the game ends. Alternatively, the trading partner may decide
to withdraw from negotiations, which makes the initial distribution final. As a
third option, the trading partner may decide to continue the game by rejecting
the current offer and making his own offer for a redistribution of chips.
There are no restrictions on the offers that players can make. For example, a
player is allowed to repeat an offer that has been previously rejected by his trading
partner, or make an offer that he has previously rejected himself. However, the
game ends if six offers have been rejected. In any game, each player can therefore
make at most three offers. If a game ends because the maximum number of offers
has been exceeded, the initial distribution of chips becomes final.
Although a player’s score is based only on how closely he approaches his own
goal, Colored Trails is not a purely competitive game. Since a player may need
a different set of chips to achieve his goal than his trading partner, there may
be an opportunity for a cooperative trade that allows both players to obtain a
higher score. That is, although the score of a player does not depend on how
closely his trading partner approaches his goal location, players can still benefit
from taking into account the goal of their trading partner. Importantly, however,
Colored Trails is a game of imperfect information: while players know what chips
are in possession of their trading partner, they do not know the goal location of
their trading partner at the start of the game.
In this paper, we investigate to what extent human participants reason using
higher orders of theory of mind when playing Colored Trails with a software
agent as trading partner, and to what extent participants adjust their level of
theory of mind reasoning in response to the behavior of their trading partner.
Since simulation experiments with agents have shown that second-order theory
of mind can help agents to avoid negotiation failure and balance cooperative and
competitive aspects of the game (De Weerd et al., 2013a), the Colored Trails
setting may facilitate theory of mind reasoning in human participants.

7.3. Theory of mind software agents
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The theory of mind agents presented here as trading partners of human participants are adapted from De Weerd et al. (2013a) to allow for games with a known
finite horizon. That is, the computational agents know that the game cannot last
more than six turns. In this section, we describe the way these make use of theory
of mind. The mathematical details of these agents can be found in De Weerd et
al. (2013a).

7.3.1

Zero-order theory of mind

7.3.2

First-order theory of mind

In addition to its zero-order beliefs, a first-order theory of mind ToM1 agent
can also determine what its own decision would have been if it had been in the
position of its trading partner. This way, a ToM1 agent can consider that its
trading partner has beliefs and goals similar to its own that determine whether
or not an offer will be accepted.
A ToM1 agent believes that an offer will only be accepted if it increases the
score of both the agent itself and its trading partner since the ToM1 agent itself
would only accept offers that increase its own score. In the same way, the ToM1
agent realizes that its trading partner only makes offers that would increase its own
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A zero-order theory of mind (ToM0 ) agent is unable to reason about unobservable
mental content of its trading partner, including its goal location. Instead, a ToM0
agent models the behavior of its trading partner in terms of the offers that the
trading partner is willing to accept. Based on previous experience in the Colored
Trails game, a ToM0 agent constructs beliefs about the likelihood that certain
offers will be accepted by the trading partner. For example, over repeated games,
a ToM0 agent will learn that the trading partner rarely accepts offers that assign
few chips to the trading partner, while offers that assign many chips to the trading
partner are accepted with a high frequency.
Using these zero-order beliefs, a ToM0 agent can calculate the expected gain
of making a particular offer, and choose the action that the agent expects to yield
it the highest gain. Based on the actions of the trading partner, the ToM0 agent
then updates its zero-order beliefs. This way, the ToM0 agent can play Colored
Trails without attributing any mental content to others. In particular, although
the ToM0 agent’s zero-order beliefs eventually reflect the desires of its trading
partner, the ToM0 agents cannot reason about such desires explicitly.
In terms of negotiation strategies, the ToM0 agent engages purely in positional
bargaining (Fisher & Ury, 1981), by reasoning only about offers and the likelihood
that these offers will be accepted by its trading partner.
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Figure 7.2: Example of a negotiation setting in Colored Trails. Agent j offers to trade the
striped chip owned by agent i against the dotted chip owned by agent j. Since this trade would
make it harder for agent i to reach his goal location (tile G), agent i will reject this offer. The
goal location of agent j is not shown.

Chapter 7

score. This means that the offers made by the trading partner contain information
about its goal location. For example, consider the situation depicted in Figure 7.2.
In this example, agent j offers to trade its dotted chip for the striped chip owned
by agent i. From this offer, a ToM1 agent would conclude that the striped chip
allows agent j to move closer to its goal location. Secondly, since the offered trade
would leave agent j without any dotted chips, a ToM1 agent would believe that
agent j does not need any dotted chips to reach its goal location. This excludes
several possible goal locations for agent j.
Importantly, a ToM1 agent’s first-order theory of mind is additional to its
zero-order beliefs. Through repeated interactions, a ToM1 agent may come to
believe that first-order theory of mind fails to accurately model the behavior of
its trading partner and that the use of zero-order theory of mind would result in
a higher score. In this case, a ToM1 agent may decide to play Colored Trails as if
he were a ToM0 agent.

7.3.3

Second-order theory of mind

Agents capable of second-order theory of mind can also consider the possibility
that their trading partner is a ToM1 agent. A second-order theory of mind (ToM2 )
agent believes that its trading partner may be trying to interpret the offers made
by the ToM2 agent to determine the ToM2 agent’s goal. This allows the ToM2
agent to reason about the way different offers influence the beliefs of the trading partner about the agent’s goal, and select the offer that provides its trading
partner with as much information about its goal location as possible.
For example, suppose agent i in Figure 7.2 is a ToM2 agent with goal location
G. Using second-order theory of mind, agent i knows that making any offer in
which the striped chip is assigned to agent j, agent j can conclude that agent i
does not need a striped chip to reach its goal location. This allows agent j to
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exclude many possible goal locations for agent i, which can help agent j to make
an offer that is acceptable to agent i. In this case, although agent i knows that
agent j has a goal location, agent i remains unaware of what that goal location
is. A second-order theory of mind agent can therefore engage in interest-based
negotiation (Fisher & Ury, 1981), by choosing its offers in such a way that they
communicate the agent’s interests to its trading partner.
Similar to the ToM1 agent, a ToM2 agent does not know the extent of its
trading partner’s theory of mind abilities. Instead, a ToM2 agent has zero-order,
first-order, and second-order beliefs about the behavior of its trading partner.
While negotiating in Colored Trails, the ToM2 agent keeps updating its beliefs
concerning which of these beliefs most accurately describes the actual behavior of
its trading partner. This means that a ToM2 agent may sometimes behave as if
it were a ToM0 agent, while behaving like a ToM2 agent on other occasions.

7.4
7.4.1

Methods
Participants

Twenty-seven students (10 female) of the University of Groningen participated in
this study. All participants were informed that after the conclusion of the study,
the three participants with the highest score in the negotiation game received
e15, e10, and e5, respectively. Each participant gave informed consent prior to
admission into the study.

7.4.2

Materials

• The participant’s goal could be reached with the eight chips in the game;
• Simulations with computational agents predicted different outcomes for participants using zero-order, first-order, and second-order theory of mind; and
• Simulations with computational agents predicted that the game would last
at least two turns and at most six turns.
These games were divided into three blocks of eight games each. The level of
theory of mind reasoning of the software agent was fixed within each block, and
varied between blocks.
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Twenty-four games were selected from a set of randomly generated games. To
ensure that these games would allow us to distinguish between different orders of
theory of mind reasoning of participants, they were selected so that:
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Design and procedure

Before the start of the experiment, participants were tested on colorblindness.
Participants were asked to distinguish patches of blue and orange, with four possible intensities of each color. All participants passed the colorblindness test.
Next, participants played several Marble Drop games (Meijering et al., 2011).
The Colored Trails experiment consisted of a familiarization phase and an
experimental phase. At the start of the familiarization phase, participants were
asked to imagine themselves as an attorney for a major corporation. In this function, they would be involved in a number of negotiations with different clients.
Participants were told that their trading partner was a computer player (Alex),
which would always react on their offer as quickly as possible in a way it believed would maximize its own score. To ensure understanding of the Colored
Trails game, participants answered a few questions about the rules, scoring, and
movements on the game board.
In the experimental phase, participants played three blocks of eight games
each. In each block, the participant either faced a ToM0 , ToM1 , or ToM2 agent.
The order of the blocks was randomized across participants. Participants were
not informed that the level of reasoning of the trading partner would change
over the course of the experiment, but participants were told that they would
face different clients. At the start of the experiment, it was randomly decided
whether the participant or the software agent would make the initial offer of the
first game. In subsequent games, participant and agent alternated in the role of
initiating player.
Participants were allowed 60 seconds to decide on their next action. During
each round, the remaining decision time was presented to participants by means
of a countdown timer. If a participant had not made a decision within 60 seconds,
the game continued without an offer being made, and the software agent took its
turn.
The zero-order beliefs of theory of mind agents were initialized by playing 200
randomly generated Colored Trails games against another agent. This allowed
agents to learn what kind of offers were more likely to be acceptable to their
trading partner. To conform to our cover story in which participants were told
that they would face a number of different clients, the agent’s beliefs were reset
to this initial value at the start of each game. Additionally, theory of mind agents
started every game reasoning at the highest order of theory of mind available
to them. This means that although software agents learned from a participant’s
offers within a single game, and adjusted their behavior accordingly, agents did
not exhibit any learning across games. This way, agents were prevented from
adapting to specific participants, and every participant faced the same agent in
every scenario.
After the Colored Trails games, participants answered a short questionnaire
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Figure 7.3: Outcomes of Colored Trails per block. The solid line shows the Pareto optimal
outcomes. Dashed lines show the score participants and software agents would achieve if they
were to withdraw from negotiation in every game.

about the perceived difficulty of the task, the behavior of their trading partner,
and the participant’s reasoning strategies. In addition, participants took a test
for their interpersonal reactivity index (Davis, 1983).

Results

Figure 7.3 shows the outcomes of the Colored Trails game. The graph shows how
the score of agents and participants changed as a result of negotiation for each
participant and for each block. Dashed lines indicate the zero performance line,
which is the score that players would have received if every game of the block had
ended with withdrawal from negotiation. A score below the dashed line indicates
that a player decreased its score through negotiation. As Figure 7.3 shows, only
once a participant received a negative score in one of the blocks.
The solid line in Figure 7.3 shows the boundary of Pareto efficient outcomes.
This boundary shows those outcomes for which neither the participant nor the
software agent could have received a higher score without a decrease in the score
of the other player. The Pareto boundary gives an impression of how well partici-
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Figure 7.4: Estimated similarity of participant offers to the offers of ToM0 (red circles), ToM1
(green triangles), and ToM2 (blue squares) agents in each of the three blocks. Brackets indicate
standard error.

pants and software agents played Colored Trails. Participants and software agents
generally negotiated mutually beneficial solutions, while neither player systematically exploited the other. Additionally, Figure 7.3 shows that when participants
negotiate with ToM2 agents, they tend to end up closer to the Pareto optimality, while negotiations between participants and ToM1 agents typically end up far
from the Pareto boundary.
Importantly, the use of theory of mind agents allows us to estimate to what
extent participants make use of theory of mind while playing Colored Trails.
We use a ToM3 ‘spectator’ agent that observes the offers of a participant and
determines whether these offers are most consistent with zero-order, first-order, or
second-order theory of mind reasoning. The software agent constructs a confidence
for each order of theory of mind at which it can reason to decide which order of
theory of mind would yield the best outcome (De Weerd et al., 2013a). Each time
the participant makes an offer O, the ToM3 agent updates its confidence that this
participant is using kth-order theory of mind by calculating the likelihood that a
ToMk agent would have made an offer similar to offer O.
For each of the three blocks, Figure 7.4 shows how similar participant offers
were to offers of ToM0 , ToM1 , and ToM2 agents, as judged by the ToM3 agent.
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Experimental evidence suggests that participants do not make spontaneous use
of higher-order theory of mind reasoning in unrepeated games (Hedden & Zhang,
2002; Camerer et al., 2004; Wright & Leyton-Brown, 2010; Goodie et al., 2012),
though participants can successfully adjust their level of reasoning to accurately
predict the behavior of other theory of mind reasoners (Hedden & Zhang, 2002;
Goodie et al., 2012; Meijering et al., 2010, 2011, 2014; Devaine et al., 2014a).
Surprisingly, in this paper, we find that participants show behavior consistent
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Red circles indicate the average similarity of a participant’s offers to zero-order
theory of mind reasoning, green triangles indicate the similarity to first-order
theory of mind reasoning, and blue squares show the similarity to second-order
theory of mind reasoning. Interestingly, Figure 7.4 shows that participant offers
are more similar to first-order and second-order theory of mind reasoning than
they are to zero-order theory of mind reasoning.
Figure 7.4 also shows that the similarity ratings of participant offers vary
depending on the order of theory of mind of the computer trading partner. Although similarity ratings for zero-order and first-order theory of mind reasoning
show no variation across different levels of sophistication of the trading partner
2
2
= 2.67, ns, respectively), participant offers were sig= 0.52, ns, and X(2)
(X(2)
nificantly more similar to second-order theory of mind reasoning when they were
2
= 24.89, p < 0.001).
facing a ToM2 trading partner (X(2)
Previous studies into negotiations show that the opening bid of a negotiation
can serve as an anchor for the entire negotiation process, making the first bid of
a game especially influential in the negotiation process (Raiffa et al., 2002; Van
Poucke & Buelens, 2002). In our experiment, the identity of the initiating player
indeed influences negotiation outcomes. In general, both players ended up with
an extra 15 points on average after negotiation when the software agent made the
initial offer rather than when the participant was the first to propose a trade. The
only exception to this rule was that participants negotiating with a ToM2 agent
ended up with a higher score when they made the initial offer themselves. This
effect can be explained by the way agents of different orders of theory of mind
construct their offers. Both ToM0 and ToM1 agents make offers that they believe
will be accepted by their trading partner. In contrast, ToM2 agents make offers
that inform their trading partner about their own goals. As a result, initial offers
made by ToM0 and ToM1 agents are typically more favorable to their trading
partner than those made by ToM2 agents. Similarly, when participants reasoned
more like ToM2 agents, their initial offers were more favorable to themselves than
to their trading partner.
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with second-order theory of mind reasoning in a negotiation game that lasts a few
rounds only.
In our experiments, human participants negotiated with software agents that
dynamically change their order of theory of mind reasoning in response to the
behavior of their trading partner. We use these agent-based models to analyze
participant behavior in a dynamic setting. Our model explicitly takes into account
that participants may differ in the order of theory of mind at which they reason,
and that a participant may change the order of theory of mind at which he reasons
over the course of a single game. Based on this agent-based analysis, we find that
participants make offers that are more consistent with second-order theory of mind
reasoning when their trading partner is capable of second-order theory of mind as
well. Interestingly, while participants knew that they would face different trading
partners, they were unaware that these trading partners differed in their theory
of mind abilities. That is, the behavior of higher-order theory of mind agents
apparently encouraged participants to make use of higher-order theory of mind
as well.
Experiments with adults typically show that individuals reason at low orders
of theory of mind, and are slow to adjust to an opponent that reasons using theory
of mind (Hedden & Zhang, 2002; Camerer et al., 2004; Wright & Leyton-Brown,
2010; Goodie et al., 2012). In our setting, however, participants exhibited secondorder theory of mind within a few games. It is possible that the negotiation
setting, which involves both cooperative and competitive goals, emphasized the
social nature of the task. Such social framing has been shown to encourage the
use of theory of mind (Goodie et al., 2012; Devaine et al., 2014a).
Our results show that mixed groups of human and software agents can successfully negotiate a mutually beneficial outcome. However, none of the negotiation
outcomes in our experiment were Pareto efficient. That is, each participant could
have received a higher score without reducing the score of their trading partner.
This indicates that there is still room for significant improvement. One factor
that may have limited the effectiveness of negotiations in Colored Trails is the
time limit on the decisions of participants. Although participants failed to make
a decision before time ran out in only four occasions, it is likely that participants selected suboptimal actions due to time constraints. Removing this time
constraint in future experiments may increase negotiation performance.
Our results suggest that computational theory of mind agents can be used as a
training tool for negotiation. When participants negotiated with a trading partner
capable of second-order theory of mind, the outcome was generally closer to a
Pareto optimal solution than when participants faced less sophisticated trading
partners. In addition, our results show that agents could benefit more from making
the opening bid than participants. Experience with theory of mind agents may
therefore allow participants to learn to leverage the anchoring effect of the initial
offer.
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Related work
In the previous chapters, we have described an agent model for theory of mind
reasoning to determine to what extent different types of scenarios may have contributed to the emergence of higher-order theory of mind in humans. However,
our approach is not the only way to model theory of mind. There are similar
recursive and hierarchical models of theory of mind reasoning, which have been
used successfully to model the behavior of human participants. In Section 8.1, we
compare our theory of mind agents to related work, and outline how our approach
is similar, and in what way our theory of mind agents differ from existing models
of recursive reasoning. In Section 8.2, we discuss findings of agent-based models
and empirical results on human theory of mind behavior.

8.1

Models of recursive reasoning
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In behavioral economics, recursive modeling of the behavior of others has been
successfully modeled through iterated best-response models such as level-n theory
(Stahl & Wilson, 1995; Bacharach & Stahl, 2000; Costa-Gomes et al., 2001), cognitive hierarchies (Camerer et al., 2004), quantal response equilibria (McKelvey
& Palfrey, 1995), and noisy introspection models (Goeree & Holt, 2004). Similar
to theory of mind reasoning, in these models, an agent’s level of sophistication
is measured by the maximum number of steps of iterated reasoning the agent is
capable of considering.
The goal of these models of iterated reasoning in behavioral economics is to
describe the level of sophistication of human participants in one-shot non-repeated
games, such as the p-beauty contest game. In the p-beauty contest game, participants are asked to simultaneously select a number between 0 and 100. Every
participant that selects the number closest to two-thirds of the average of the
participants’ choices wins the game. Which number will be the winning number
therefore depends on the behavior of others. The game derives its name from the
Keynesian beauty contest (Keynes, 1936, Chapter 12), in which rational agents
are asked to select the six prettiest faces among 100 photographs. Those agents
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that pick the most popular faces win the game. Keynes argues that although the
naive strategy is to pick the faces that the agent considers to be the prettiest, a
rational agent can increase its chances of winning by selecting the six faces based
on the most popular opinion of beauty.
Level-n theory (Stahl & Wilson, 1995) formalizes this idea. A naive level0 agent does not reason strategically at all. Instead, the level-0 agent randomly
chooses a number between 0 and 100, similar to naive agents that select what they
consider to be the prettiest faces in the Keynesian beauty contest. In contrast,
a level-1 agent believes that all other participants are level-0 agents, and selects
the number that is a best response to that belief. According to the level-1 agent,
therefore, the winning number will be close to 33 (two-thirds of 50, the average
choice of level-0 agents). A level-2 agent performs two steps of iterated reasoning,
and therefore believes that all other participants are level-1 agents. As a result,
the level-2 agent believes that the winning number will be close to 22 (two-thirds
of 33).
The cognitive hierarchy model (Camerer et al., 2004) allows more sophisticated
agents that have beliefs about the relative proportions of lower-level agents. In
a p-beauty game, for example, cognitive hierarchy models predict that a level-2
agent believes that there will be level-0 individuals that choose randomly and
level-1 individuals that will select a number close to 33. However, such a level-2
agent does not suspect that there may be agents that are even more sophisticated
in their reasoning process. As a result, the level-2 agent in cognitive hierarchies
will select a number between 22 and 33, depending on its beliefs about the relative
proportion of level-0 and level-1 agents.
Investigations into the emergence of theory of mind using level-n agents show
that higher levels of sophistication do not automatically result in an evolutionary
advantage. Stahl (1993) argues that in an evolutionary sense, being right is more
important than being smart. For example, if the optimal behavior of an agent is
not dependent on the behavior of others, level-0 agents would eventually exhibit
this optimal behavior through the process of natural selection. However, Mohlin
(2012) shows that certain symmetric two-player normal form games support the
evolution of a population in which both lower-level agents as well as higher-level
agents coexist.
Level-n agents and cognitive hierarchy models are aimed at modeling recursive
reasoning behavior in one-shot non-repeated games and therefore do not allow for
learning. Instead, level-n agents make predictions of the initial choices of participants based on their assumptions about the level of sophistication of other
individuals. In contrast, our theory of mind agent model focuses on how agents
change their behavior in response to the interaction with other agents. The model
of iterated reasoning in behavioral economics and the agent model we have outlined in this thesis can therefore be considered to be complementary models, where
the former describes the initial behavior of participants, while the latter attempts
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to capture the way participants change their behavior over time.
Since our agent model of theory of mind reasoning accounts for learning across
repeated games, our approach is more similar to models such as recursive opponent
modeling (Gmytrasiewicz & Durfee, 1995; Gmytrasiewicz et al., 1998), interactive
POMDPs (I-POMDPs; Gmytrasiewicz & Doshi, 2005), and game theory of mind
(Yoshida et al., 2008). Similar to our approach, I-POMDP agents can adjust their
level of recursive reasoning, but cannot observe the level of sophistication of other
agents directly. Instead, agents infer the order of theory of mind at which other
agents reason by matching observed behavior of others to the behavior predicted
by the application of theory of mind. This means that for both I-POMDP agents
and our theory of mind agents, a ToMk agent can reason about other agents that
make use of orders of theory of mind up to and including (k − 1)st-order theory
of mind and adjust their own behavior accordingly. This means that if a ToM4
agent believes that some individual is a ToM1 agent, he may decide to behave as
if he were a ToM2 agent. When agents mutually engage in modeling the order of
theory of mind at which the other is reasoning, this may influence the effectiveness
of higher orders of theory of mind. Through simulation, these effects can be taken
into account.
Table 8.1 shows an overview of the four agent models with the strongest relation to our theory of mind agent. For each of these four models, the table shows
how the behavior of ToM0 agents is determined and how higher-order theory of
mind agents learn the level of sophistication of others.
Our approach differs from previous work in that the behavior of our agents
continues to change based on the observed behavior of others. Previous models
of theory of mind typically assume that the most basic agent responds optimally
under the assumption that the behavior of other agents can be considered to be
random noise, or that other agents act according a known non-strategic policy
(Stahl & Wilson, 1995; McKelvey & Palfrey, 1995; Costa-Gomes et al., 2001;
Camerer et al., 2004; Goeree & Holt, 2004; Yoshida et al., 2008; Mohlin, 2012).
Instead, our zero-order theory of mind agents attempt to learn the behavior of
others through associative learning and continue to learn when the behavior of
others begins is inconsistent with previously held beliefs. In addition, a theory of
mind agent believes that other individuals may vary their order of theory of mind
reasoning over the course of repeated games.
One of the consequences of the adaptivity of the zero-order theory of mind
agent is that the exact behavior of a ToM0 agent depends on the behavior of
other individuals. A ToM0 agent that is surrounded by other ToM0 agents may
behave differently than one that is surrounded by ToM1 agents. By observing
the behavior of more sophisticated theory of mind agents, a zero-order theory
of mind agent may learn to behave as if it were using theory of mind, without
the need of engaging in theory of mind reasoning itself. For example, the ToM0
agents in the one-shot negotiation setting of Chapter 5 made offers that were more
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Agent model

Behavior ToM0 agent ToMk opponent modeling

Level-n theory

Fixed strategy

Opponent is assumed to be
a ToMk−1 agent

Cognitive hierarchy

Fixed strategy

Known relative proportions
of agents of lower orders

Game Theory of Mind

Fixed policy

Bayesian learning

Interactive POMDP

POMDP

Bayesian learning

Chapter 8

Table 8.1: Comparison summary of models of recursive reasoning from the literature.

generous towards their trading partner when they competed with a ToM1 agent
compared to when the competitor was restricted to zero-order theory of mind
reasoning. This kind of learning does not happen when ToM0 agents assume that
the behavior of other individuals can be considered to be random noise, or if ToM0
agents assume other individuals act according to a known strategy.
The adaptivity of lower-order theory of mind agents can also benefit higherorder theory of mind agents. For example, theory of mind agents can speed up
the process of reaching equilibrium behavior in a cooperative setting by predicting
how lower-order agents react to observed outcomes (see Chapter 4). The adaptive
nature of our theory of mind agents can also prevent exploitation by higher-order
theory of mind agents. For example, the additional advantage for third-order
theory of mind in the competitive settings of Chapter 2 is limited because the
ToM2 agent continuously switches between zero-order, first-order, and secondorder theory of mind reasoning.
Since we started our investigation into the emergence of higher-order theory
of mind using agent-based models (Verbrugge, 2009; De Weerd & Verheij, 2011),
similar questions have been addressed in related work. Franke & Galeazzi (2014)
compare the evolutionary success of level-n agents that maximize their expected
utility to that of level-n agents that minimize regret, and find that regret minimizing agents can outperform utility maximizing agents. In addition, Franke &
Galeazzi find that level-n agents of increasingly higher levels continue to obtain
an advantage over level-(n − 1) agents. Interestingly, their results also show that
populations that only contain high-level reasoners can sometimes be invaded by
level-0 agents. This means that under certain circumstances, populations that
contain both low-level and high-level agents can be evolutionarily stable.
Pynadath et al. (2013) show how theory of mind abilities can be realized
in Sigma (Σ), an integrated computational model of intelligent behavior that is
grounded in a cognitive architecture (Langley, Laird, & Rogers, 2009). Pynadath
et al. show how theory of mind can be modeled both as a fast, automatic process
and a slow, deliberative process in Sigma, or, alternatively, both as a System 1 and

8.2. Models of human behavior

199

a System 2 process (Kahneman, 2011). Through iterated reasoning, the Sigma
model of theory of mind reasoning is able to uncover Nash equilibria in fully
observable two-player games. Following up on this work, Pynadath, Rosenbloom,
& Marsella (2014) show that Sigma can also be used to capture theory of mind
reasoning in a negotiation setting where agents do not know the goal of their
trading partner. In this setting, Pynadath et al. find that the ability to make use
of theory of mind is only marginally beneficial when the trading partner is using
a stationary policy.
Recently, Devaine et al. (2014b) investigated the effectiveness of higher-order
theory of mind using a model of meta-Bayesian agents that is closely related to
our agent model. Using replicator dynamics, Devaine et al. determine whether
Bayesian agents of a lower order of theory of mind can survive when faced with
more sophisticated agents in both a competitive setting and a cooperative setting.
In their competitive hide-and-seek setting, their Bayesian theory of mind agents
benefit from the ability to make use of increasingly higher orders of theory of mind.
In this setting, only agents using the highest order of theory of mind survive in
the population. In a cooperative setting, on the other hand, reasoning at higher
orders of theory of mind is not always beneficial. Devaine and colleagues find
that in the battle of the sexes setting, the population reaches an evolutionarily
stable state when two-thirds of the population consists of second-order theory of
mind agents while the remaining one-third of the population consists of first-order
theory of mind agents.

8.2

Models of human behavior

Chapter 8

In the previous section, we compared our agent model of theory of mind to several
alternative models of recursive reasoning. In this section, we discuss how these
models relate to empirical results on human theory of mind. Note that the main
goal of our agent model is to provide insight into the emergence of higher-order
theory of mind. As such, our agent model is not meant to study recursive reasoning about the knowledge of others from a prescriptive perspective using formal
methods such as (dynamic) epistemic logic (Fagin et al., 1995; Van Ditmarsch et
al., 2007), or to be a simulation tool that describes the way human participants
make use of theory of mind, such as PsychSim (Pynadath & Marsella, 2005).
Level-n theory and cognitive hierarchy models have been successfully used
to describe participant behavior. Over a range of one-shot non-repeated games
including the p-beauty contest, participants were estimated to be level 1.5 agents
on average (Camerer et al., 2004; Costa-Gomes & Crawford, 2006). In terms of
theory of mind reasoning, a zero-order theory of mind agent can be considered
to perform roughly one step of iterated reasoning. That is, in these one-shot
non-repeated games, the vast majority of participants reasoned at zero-order or
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first-order theory of mind. Although part of the participants were found to use
more than two steps of iterated reasoning, only few players were found to be
well-described as higher-level agents (Wright & Leyton-Brown, 2010).
Interestingly, participant behavior in repeated games is more consistent with
the behavior of higher-order theory of mind agents than with the behavior of
lower-order theory of mind agents (Yoshida et al., 2008; Frey & Goldstone, 2013;
Frey, 2013; Devaine et al., 2014b, also see Chapter 3 and Chapter 7 of this thesis). Compared to the empirical results of participant behavior in non-repeated
games, participants therefore achieve higher orders of theory of mind reasoning
over repeated games than their initial choices suggest. Indeed, empirical results
show that participants initially reason at low orders of theory of mind, but can
increase their order of theory of mind reasoning over repeated games (Hedden &
Zhang, 2002; Zhang et al., 2012; Goodie et al., 2012; Meijering et al., 2010, 2011,
2014; Devaine et al., 2014a).
Yoshida et al. (2008) use an agent-based model to show evidence of higherorder theory of mind reasoning of participants in a cooperative game. In their
sequential game variation of the stag hunt game, Yoshida et al. find that participant behavior is most consistent with that of level-5 agents. This would therefore
suggest that participants achieve particularly high levels of theory of mind reasoning in complex cooperative games. In contrast to these findings, empirical results
also show that participants reach higher orders of theory of mind reasoning when
they engage in purely competitive and relatively simple games (Goodie et al.,
2012). Although these results appear to be contradictory, the common factor in
these settings may be the saliency of the goals of other players. Recent research
has shown that participants who are informed that they are in competition with
another player reach higher orders of theory of mind reasoning than naive participants (Devaine et al., 2014a). In these competitive games, the goal of a competing
player is especially salient since it is exactly the opposite of the participant’s own
goal. In the cooperative stag hunt, on the other hand, it may be easier to reason
about the goal of the other player because the participant has the same goal.
In this chapter, we have discussed models of recursive reasoning that are related
to our theory of mind agents and presented simulation and empirical results from
this related work. In Chapter 9, we compare these findings to the results of our
agent-based simulations.

CHAPTER

9

Discussion and conclusion
Experimental evidence shows that human participants make use of higher-order
theory of mind in order to understand false belief stories and to play strategic
games. However, it is controversial whether there is any other species fully capable of reasoning about the minds of others, let alone whether any non-human
is capable of using theory of mind recursively. Over the previous chapters, we
have constructed an agent model to investigate in which kinds of settings reasoning at higher orders of theory of mind can be shown to be beneficial for agents.
This agent model allows us to determine the degree to which specific settings may
have contributed to the emergence of higher-order theory of mind. Based on the
hypotheses for the function of theory of mind outlined in Section 1.5, we have
investigated a range of different types of scenarios, from competitive games such
as rock-paper-scissors (Chapter 2) and cooperative games such as the Tacit Communication Game (Chapter 4) to the negotiation game Colored Trails (Chapter 5
and Chapter 6). In Section 9.1, we will give a brief summary of our main findings.
In Section 9.2, we discuss what these findings tell us about the emergence and the
function of higher-order of mind.

9.1

Summary
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In Section 1.5, we outlined three specializations of the social brain hypothesis that
attempt to explain the emergence of higher-order theory of mind. Each of these
hypotheses points to a different setting in which higher-order theory of mind may
be especially useful. Throughout this thesis, we have made use of an agent-based
model to simulate social interactions in each of these settings to determine the
plausibility of these hypotheses. The main findings of these simulations are listed
in Table 9.1, which shows the additional advantage of reasoning at increasingly
higher orders of theory of mind for the Machiavellian intelligence hypothesis, the
Vygotksian intelligence hypothesis, and the mixed-motive interaction hypothesis.
In this section, we provide a more detailed summary of these findings.
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9.1. Summary
Social brain hypotheses
Machiavellian Vygotskian Mixed-motive
Additional advantage of orders of theory of mind
First-order
++
++
Second-order
++
+
Third-order
+
Fourth-order
-

++
++
+

Table 9.1: Summary of our main findings concerning the Machiavellian intelligence hypothesis,
the Vygotskian intelligence hypothesis, and the mixed-motive interaction hypothesis. For each
of these specializations of the social brain hypothesis, the table shows the additional advantage
of reasoning using kth-order theory of mind compared to reasoning using (k − 1)st-order theory
of mind.

Chapter 9

9.1.1

The Machiavellian intelligence hypothesis

According to the Machiavellian intelligence hypothesis (Byrne & Whiten, 1988;
Whiten & Byrne, 1997), competition is the main driving force behind the emergence of higher-order theory of mind. Higher orders of theory of mind allow an
individual a higher proficiency in deception and social manipulation. The ones
with the highest social intelligence are therefore expected to outperform competitors of a lower order of theory of mind in competitive settings.
In Chapter 2, we investigated this hypothesis using our agent-based model
of theory of mind. We simulated interactions between agents of different orders
of theory of mind across four different games, which include repeated single-shot
games such as rock-paper-scissors, but also repeated extensive form games like
limited bidding, in which agents sequentially make multiple decisions within each
game. Across these games, we find a similar pattern of diminishing returns for
reasoning at higher orders of theory of mind, which is summarized in Table 9.1.
Agents that made use of first-order theory of mind clearly outperform competitors that are restricted to associative learning techniques. Similarly, agents that
can reason using second-order theory of mind, and that are therefore capable
of reasoning about the theory of mind of their competitor, also clearly outperform first-order theory of mind agents. In comparison, the additional advantage
of deeper recursion to third-order is limited, while fourth-order theory of mind
appears to have no additional benefits.
Our agent-based simulations support the Machiavellian intelligence hypothesis
by showing that there are strictly competitive settings in which agents can benefit
from the use of higher-order theory of mind. Additionally, in Chapter 3, we
find that characteristic behavior of human participants in an n-player extension
of rock-paper-scissors known as the Mod game (Frey & Goldstone, 2013; Frey,
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2013) is consistent with higher-order theory of mind reasoning. That is, in these
strictly competitive settings in which agents can benefit from the use of higherorder theory of mind, human participants also appear to engage in higher-order
theory of mind reasoning.
Chapter 2 shows that there are competitive settings in which reasoning at
higher orders of theory of mind is advantageous. In particular, these settings include a specific class of games in which there is no pure strategy Nash equilibrium,
which zero-order theory of mind agents would eventually learn to play. In these
settings, zero-order theory of mind agents continuously change their behavior.
Higher-order theory of mind agents can benefit from this behavior by anticipating
the way lower-order theory of mind agents change their behavior in response to
the observed actions of others. This means that the advantage of higher-order
theory of mind in these settings depends on the inability of zero-order theory of
mind agents to play according to a mixed strategy. Interestingly, experimental
evidence suggests that human participants are indeed poor at generating random
sequences (Wagenaar, 1972; Rapoport & Budescu, 1997).

9.1.2

The Vygotskian intelligence hypothesis

Chapter 9

The Vygotskian intelligence hypothesis (Vygotsky, 1978) claims that rather than
competition, cooperation is the main driving force behind the emergence of higherorder theory of mind in humans, and cooperative social interactions play a vital
role in the development of theory of mind in children. According to the Vygotskian
intelligence hypothesis, higher-order theory of mind allows groups of individuals a
higher flexibility to organize cooperation through shared intentionality (Tomasello
et al., 2005; Tomasello, 2009), and achieve higher levels of cooperation than those
that can be obtained by individuals that are unable to reason about the mental
content of their group partners.
To put the Vygotskian intelligence hypothesis to the test, we simulated interactions among agents of different orders of theory of mind in the Tacit Communication Game (De Ruiter et al., 2007; Newman-Norlund et al., 2009; Blokpoel
et al., 2012). In the Tacit Communication Game, two players need to set up a
novel communication protocol that allows one of the players, called the Sender, to
communicate the common goal to his partner, the Receiver. Human participants
are known to be highly proficient in completing this cooperative communication
task (De Ruiter et al., 2007). In Chapter 4, our agent-based simulations show
that agents can achieve a cooperative solution more efficiently through the use
of first-order theory of mind, compared to a situation in which both agents are
limited to zero-order theory of mind. In addition, second-order theory of mind
can sometimes help agents to achieve a cooperative solution even faster than when
both agents are limited to first-order theory of mind reasoning.
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Our findings suggest that participants make use of theory of mind while playing the Tacit Communication Game, but we also found evidence that theory of
mind alone is not enough to explain human performance. When a pair of human participants play the Tacit Communication Game, the Sender determines
the meaning of the messages he decides to send. If a trial fails, the Sender tries
to clarify his messages by emphasizing the part of the message that is meant to
communicate the common goal. That is, according to the Sender, a trial fails
because the Receiver incorrectly interpreted the message. In contrast, our simulations show that a cooperative solution is found more efficiently if the Receiver
decides on the way messages should be interpreted. Whenever the Sender sends
a message, the Receiver decides how that message will be interpreted from that
moment on, irrespective of the outcome of the trial. In this case, a trial fails
because the Sender failed to send the correct message. This difference between
human performance and theory of mind agents suggests that participants rely on
more than theory of mind alone.
Our results also show that in some cases, theory of mind reasoning can be
detrimental to the efficiency of the cooperative effort in the Tacit Communication
Game. In particular, when both players reason at the same order of theory of
mind, each of them holds incorrect beliefs about the mental content of the other,
which hinders the cooperative effort. Moreover, while higher-order theory of mind
helps agents to achieve a cooperative solution more quickly, agents no longer
benefit from the use of theory of mind once such a cooperative solution has been
found.

Chapter 9

9.1.3

The mixed-motive interaction hypothesis

The third hypothesis for the emergence of higher-order theory of mind in humans that we investigated is the mixed-motive interaction hypothesis (Verbrugge,
2009). According to this hypothesis, the main contributors to the emergence of
higher-order theory of mind are neither purely competitive nor purely cooperative
settings, but rather settings in which both cooperation and competition play a
role. In these so-called mixed-motive settings, individuals need to balance competitive aspects with cooperative goals. In such settings, higher-order theory of
mind may be especially useful.
We test the mixed-motive interaction hypothesis in a negotiation setting known
as Colored Trails (Lin et al., 2008; Gal et al., 2010; De Jong et al., 2011; Van Wissen et al., 2012). This setting is a prototypical multi-issue bargaining setting, in
which various aspects of the process of negotiation can be investigated. In Chapter 5, we consider one-shot negotiations, in which the cooperative and competitive
aspects of the negotiation process were represented by two different agents. In
this setting, we find that both first-order and second-order theory of mind allow
agents to achieve better negotiation outcomes, both in terms of their own perfor-
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mance as well as the performance of the group as a whole. That is, theory of mind
allows agents to not only increase their own piece of the pie, but their efforts also
increase the size of the pie as a whole. When both cooperative and competitive
aspects play a role, reasoning at third-order theory of mind does not yield benefits
over second-order theory of mind, but fourth-order theory of mind allows agents
to obtain additional advantages over lower-order theory of mind agents. These
results are summarized in Table 9.1.
We find the same pattern of advantages for increasingly higher orders of theory
of mind across different specifications of the zero-order theory of mind agents.
Additionally, our results show that the adaptive learning ability of zero-order
theory of mind agents relevantly influences the way agents benefit from reasoning
at higher orders of theory of mind. When zero-order theory of mind agents adapt
their behavior in response to the actions of others, fourth-order theory of mind
agents experience a competitive advantage over lower-order theory of mind agents.
In contrast, when zero-order theory of mind agents follow a static strategy that
does not change in response to the actions of others, this competitive advantage
for fourth-order theory of mind is shifted up to fifth-order theory of mind.
In Chapter 6, we investigate a more dynamic Colored Trails setting, in which
two agents alternate in making offers until an agreement is reached. We find
that when agents have the opportunity to learn from their trading partner over
multiple rounds of offers, agents without theory of mind are in principle capable
of obtaining the same mutually beneficial outcome as more sophisticated agents.
However, such zero-order theory of mind agents fail to balance competitive opportunities for a higher personal gain against the need for cooperation. In this
scenario, natural selection favors the agents that make relatively few compromises
to their position. This eventually leads to a situation where agents no longer negotiate, but insist on the outcome that maximizes their personal payoff. Although
first-order theory of mind allows agents to prevent a complete breakdown in negotiation, such agents still experience evolutionary pressure to attempt to increase
their own piece of pie at the expense of their trading partner. However, when both
agents engage in this behavior, they end up reducing the size of the pie as a whole.
Interestingly, second-order theory of mind allows agents to balance cooperation
and competition.

Chapter 9

In Chapter 7, we let computational theory of mind agents interact with human
participants directly in the dynamic negotiation setting of Chapter 6. In interaction with the theory of mind agents, participants showed spontaneous use of
theory of mind reasoning. Moreover, when paired with a second-order theory of
mind agent, participants’ offers were more consistent with second-order theory of
mind reasoning than they were with reasoning at lower orders of theory of mind.
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9.2. Conclusion
Social brain hypotheses
Machiavellian Vygotskian Mixed-motive

Match with empirical findings
Human theory of mind abilities
Lack of non-human theory of mind

match
mismatch

mismatch
mismatch

match
match

Table 9.2: Summary of the match of the theory of mind abilities of humans and non-human
species to the predictions of the Machiavellian intelligence hypothesis, the Vygotskian intelligence
hypothesis, and the mixed-motive interaction hypothesis.
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9.2

Conclusion:
The function of higher-order theory of mind

In this thesis, we have constructed agent-based models to understand the function
of higher-order theory of mind. To this end, we have modeled theory of mind
agents in a variety of settings to determine to what extent the use of higherorder theory of mind can be beneficial to agents. Settings in which individuals
can benefit greatly from the use of higher-order theory of mind are more likely
to have contributed to the emergence of this cognitively demanding ability in
humans. Our main findings concerning the effectiveness of higher-order theory of
mind are listed in Table 9.1. Table 9.2 summarizes how the predictions of each
of the three specializations of the social brain hypothesis match up to empirical
findings concerning the theory of mind abilities of humans and non-human species.
In this section, we discuss what these findings can tell us about the emergence
and the function of higher-order theory of mind.
Chapter 2 shows that there are competitive settings in which agents experience
diminishing returns to the use of higher-order theory of mind. In such settings,
agents can benefit greatly from reasoning using second-order theory of mind, while
the additional advantage of deeper recursion to even higher orders of theory of
mind is limited. These results coincide with empirical evidence that suggests that
the behavior of human participants in these competitive settings is more consistent
with the application of second-order theory of mind than with the application of
lower orders of theory of mind (Devaine et al., 2014a, also see Chapter 3 of this
thesis).
However, it seems unlikely that these strictly competitive settings are the main
driving force behind the emergence of higher-order theory of mind. Compared
to other species of animals, humans are considered to be a cooperative species
(Tomasello, 2009; Burkart et al., 2014). This is particularly true when humans are
compared to other great apes, such as chimpanzees. The Machiavellian intelligence
hypothesis predicts that species that are characterized as being more competitive
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can benefit more from the use of higher-order theory of mind than species that
are characterized as being more cooperative. However, only the hyper-cooperative
human species makes use of higher-order theory of mind. That is, as Table 9.2
suggests, there is a mismatch between predictions of the Machiavellian intelligence
hypothesis and the theory of mind abilities of non-human species.
Competitive settings in which agents have been shown to benefit from higherorder theory of mind reasoning rely on the inability of zero-order theory of mind
agents to play randomly. Interestingly, although experimental evidence shows
that human participants are poor at generating random sequences (Wagenaar,
1972; Rapoport & Budescu, 1997), chimpanzees do appear to be able to learn to
play according to a mixed strategy Nash equilibrium (Martin, Bhui, Bossaerts,
Matsuzawa, & Camerer, 2014).
Chapter 4 shows that agents benefit from the use of higher-order theory of
mind in the Tacit Communication Game. Through the use of higher-order theory
of mind, agents were able to achieve a cooperative solution more quickly. However, cooperative settings may not be the main driving force behind the emergence
of higher-order theory of mind. Many non-human species engage in cooperative
activities without a need for theory of mind. For example, marmoset monkeys
altruistically offer food to unrelated individuals (Burkart, Fehr, Efferson, & van
Schaik, 2007), and cooperation even occurs among microorganisms (Crespi, 2001).
Simulation studies confirm that many forms of cooperation can emerge and be
maintained using simple mechanisms, without the need for a cognitively demanding ability like theory of mind (Boyd & Richerson, 1992; Boyd et al., 2003; Nowak,
2006; Sigmund, 2010; De Weerd & Verbrugge, 2011; Gärdenfors, 2012; Van der
Post et al., 2013, 2015). In addition, our results show that while higher-order theory of mind can help agents in finding a cooperative solution, the need for theory
of mind seems to disappear once such a solution has been found. As a result,
Table 9.2 shows that the predictions of the Vygotskian intelligence hypothesis do
not seem to match the abilities of human and non-human species.
Of the three types of settings we have considered in this work, mixed-motive
settings are more likely to be the main contributor to the emergence of higherorder theory of mind in humans than either purely competitive or purely cooperative settings. Chapter 5 shows that higher-order theory of mind reasoning allows
agents in one-shot negotiations to obtain a better outcome, both in terms of their
own payoff as well as the payoff of their trading partner. Chapter 6 furthermore
shows that when agents have an opportunity to learn from their trading partner,
higher-order theory of mind allows agents to balance competitive and cooperative
aspects of the game and reach a mutually beneficial solution. Agents without
theory of mind try to increase their personal gain without regard for the goals
of others. This presents zero-order theory of mind agents with an environment
similar to the prisoner’s dilemma, in which natural selection favors the agents that
defect on cooperation. Even though zero-order theory of mind agents could coop-
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erate to obtain a better result, the process of natural selection eventually leads to
a breakdown of negotiation in the population. Higher-order theory of mind allows
agents to recognize the need for cooperation and prevent this breakdown. This
suggests that higher-order theory of mind is not just beneficial, but may even be
essential in mixed-motive situations. As Table 9.2 suggests, this may explain why
humans make use of higher-order theory of mind, while no other species appears
to be fully capable of reasoning about the minds of others.
The main findings in this thesis show that agents can benefit from the use of
higher-order theory of mind across competitive, cooperative, and mixed-motive
settings. Interestingly, the way in which higher-order theory of mind benefits
these agents is slightly different in each setting. In competitive settings, agents
benefit from theory of mind when zero-order theory of mind agents do not exhibit
equilibrium behavior. That is, zero-order theory of mind agents continue to adjust
their behavior in response to the actions of others. Reasoning at increasingly
higher orders of theory of mind allows agents to predict these changes in the
behavior of lower-order theory of mind agents and act accordingly.
In cooperative settings, on the other hand, higher-order theory of mind can
help agents to reach equilibrium behavior more quickly. By reasoning about the
way a lower-order theory of mind agent learns from its observations, a higherorder theory of mind agent can predict the outcome of this learning process and
reach a stable cooperative solution more quickly. Once this equilibrium has been
reached, however, theory of mind is no longer needed.
Finally, in mixed-motive settings, higher-order theory of mind can actively
prevent the selection of an undesired equilibrium behavior. In mixed-motive settings, lower-order theory of mind agents may experience an incentive to increase
their own gain at the expense of others. Higher-order theory of mind agents can
reason about these incentives and adjust their behavior to try and remove them,
similar to the way a strategy like tit-for-tat can prevent mutual defection in the
prisoner’s dilemma.
Our results show that depending on the specific setting, higher-order theory of mind can benefit agents in different ways. The effectiveness of theory of
mind is therefore not limited to a specific type of setting. While there may be a
specific type of setting that has been the main contributor to the emergence of
higher-order theory of mind in humans, theory of mind also allows an agent to
learn quickly across different settings. In Chapter 5, we have shown that theory
of mind allows agents a convenient way to generalize across different scenarios,
which allows them to make meaningful predictions of the behavior of other agents
in unfamiliar settings (cf. Robalino & Robson, 2012; Monte, Robalino, & Robson,
2012). Similarly, Chapter 4 shows that theory of mind allows agents to arrive at a
cooperative solution more efficiently. The main driving force behind higher-order
theory of mind could therefore be more general, as the social brain hypothesis
suggests. Higher-order theory of mind could be needed to deal with social com-
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plexity associated with a dynamic environment in which agents find themselves in
many different settings that are sometimes cooperative, sometimes competitive,
and sometimes involve mixed motives.
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Nederlandse samenvatting
In het dagelijks leven denken mensen vaak na over wat andere mensen willen,
geloven, of van plan zijn. Het op deze manier toekennen van interne mentale
toestanden aan anderen wordt theory of mind of mentaliseren genoemd. Door te
mentaliseren kan de lezer van een tekst zich bijvoorbeeld afvragen wat de schrijver
bedoeld heeft met een bepaalde zin. Mensen mentaliseren niet alleen door na te
denken over wat anderen willen en geloven, maar ook om na te denken over hoe
andere mensen mentaliseren. Een schrijver past dit soort hogere-orde mentaliseren
bijvoorbeeld toe wanneer hij zich afvraagt of de lezer zal begrijpen wat de schrijver
bedoelt met een bepaalde zin.
Mensen zijn verrassend goed in hogere-orde mentaliseren. Zo hebben de meeste
volwassenen een goed idee wat het betekent als ‘Anke denkt dat Bram weet dat
Carolien van plan is een verrassingsfeestje voor hem te organiseren’. Maar hogereorde mentaliseren lijkt een vaardigheid te zijn die alleen mensen bezitten. Hoewel
van diersoorten als chimpansees en verschillende kraaisoorten wordt gedacht dat
ze mogelijk gebruik maken van mentaliseren, is het controversieel of deze diersoorten het menselijke niveau van eerste-orde mentaliseren halen. Hogere-orde
mentaliseren is in geen enkele andere soort dan de mens aangetoond. Dit roept
de vraag op wat er toe heeft geleid dat mensen deze vaardigheid wél bezitten.
In dit proefschrift wordt de vraag omtrent de oorsprong van menselijk hogereorde mentaliseren onderzocht met behulp van agentmodellen. Deze agentmodellen
stellen ons ertoe in staat om te definiëren wat mentaliseren is, om precies te bepalen wanneer een agent gebruik maakt van mentaliseren en in hoeverre een agent
door te mentaliseren geholpen is in het behalen van zijn doel. Door het voordeel
van hogere-orde mentaliseren in verschillende omgevingen te vergelijken, kunnen
we vervolgens bepalen hoe waarschijnlijk het is dat een bepaalde soort omgeving
aanleiding heeft gegeven voor de emergentie van hogere-orde mentaliseren.
Verschillende theorieën wijzen naar verschillende omgevingen die de emergentie van hogere-orde mentaliseren zouden kunnen verklaren. In dit proefschrift
onderzoek ik drie van deze theorieën met behulp van agentmodellen. Volgens de
Machiavelliaanse-intelligentiehypothese (Byrne & Whiten, 1988; Whiten & Byrne,
1997) helpt hogere-orde mentaliseren mensen om tegenstanders te slim af te zijn in
competitieve situaties. De Vygotskiaanse-intelligentiehypothese (Vygotsky, 1978)
daarentegen beweert dat mensen voordeel behalen van hogere-orde mentaliseren
doordat het helpt om beter en efficiënter samen te werken. Tenslotte beweert
de gemengde-doelenhypothese (Verbrugge, 2009) dat alleen samenwerking of al237
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Machiavelliaans
Extra voordeel van mentaliseren
Eerste-orde
++
Tweede-orde
++
Derde-orde
+
Vierde-orde
-

Hypotheses
Vygotskiaans Gemengde doelen

++
+
-

++
++
+

Tabel 1:
Samenvatting van de hoofdbevindingen in dit proefschrift omtrent de
Machiavelliaanse-intelligentiehypothese, de Vygotskiaanse-intelligentiehypothese en de
gemengde-doelenhypothese. Voor elk van deze hypotheses geeft de tabel het voordeel weer van
kde-orde mentaliseren ten opzichte van (k − 1)ste-orde mentaliseren.

leen competitie er niet voor hebben gezorgd dat mensen hogere-orde mentaliseren
hebben ontwikkeld, maar dat juist situaties waarin zowel competitie als samenwerking een rol spelen belangrijk zijn. In deze situaties zou hogere-orde mentaliseren
helpen om de juiste balans te vinden tussen competitie en samenwerking.
De hoofdbevindingen van dit proefschrift zijn samengevat in Tabel 1, die
het voordeel van hogere-orde mentaliseren beschrijft voor de Machiavelliaanseintelligentiehypothese, de Vygotskiaanse-intelligentiehypothese, en de gemengdedoelenhypothese. In de volgende secties worden deze resultaten in meer detail
behandeld.

Machiavelliaanse-intelligentiehypothese
Deel 1 van dit proefschrift (Hoofdstukken 2 en 3) gaat over de Machiavelliaanseintelligentiehypothese. Volgens deze hypothese zijn individuen die gebruik kunnen
maken van hogere ordes mentaliseren in staat om meer tegenstanders te slim af
te zijn. We testen deze hypothese door agenten te modelleren die verschillen in
hun mentaliseervaardigheden en deze tegen elkaar te laten spelen in verschillende
competitieve spellen. Daarbij onderzoeken we onder andere het voordeel van
hogere-orde mentaliseren in het spel steen, papier, schaar. In dit spel kiezen
twee spelers tegelijk één van de drie mogelijke acties ‘steen’, ‘papier’, of ‘schaar’.
Wanneer de spelers dezelfde actie kiezen eindigt het spel in gelijkspel. In andere
gevallen wint ‘steen’ van ‘schaar’, ‘schaar’ wint van ‘papier’, en ‘papier’ wint van
‘steen’.
Volgens de speltheorie zouden volledig rationele individuen uiteindelijk een
strategie hanteren waarbij ze elk van de drie mogelijke acties met dezelfde kans
spelen. Voor elke andere strategie s is er namelijk een tegenstrategie s0 die wint
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van strategie s. Mensen blijken deze rationele strategie echter niet te hanteren.
Dit zorgt ervoor dat mentaliseren in dit geval een voordeel zou kunnen opleveren.
Hoofdstuk 2 introduceert het agentmodel voor agenten die verschillen in hun
mentaliseervaardigheden. Een nulde-orde mentaliseeragent (ToM0 agent) kan niet
nadenken over wat zijn tegenstander wil of gelooft. In plaats daarvan vertrouwt
een ToM0 agent op eerdere ervaringen in het spel. Wanneer de tegenstander
bijvoorbeeld vaak ‘steen’ heeft gespeeld denkt de ToM0 agent dat ‘papier’ spelen
de hoogste kans heeft om te winnen.
Een eerste-orde mentaliseeragent (ToM1 agent) denkt dat zijn tegenstander
mogelijkerwijs een doel wil behalen in het spel. Door zichzelf te verplaatsen in
zijn tegenstander probeert de ToM1 agent te achterhalen wat hijzelf zou doen
als hij de tegenstander zou zijn, en reageert op basis van deze informatie. Een
ToM1 agent die zich verplaatst in zijn tegenstander zou zich bijvoorbeeld kunnen
realiseren dat hijzelf vaak ‘steen’ heeft gespeeld en dat de tegenstander daarom zou
kunnen denken dat ‘papier’ spelen de hoogste kans heeft om te winnen. Hieruit
concludeert de ToM1 agent dat hij zelf ‘schaar’ zou moeten spelen.
Agenten die dieper kunnen mentaliseren, zoals een kde-orde mentaliseeragent
(ToMk agent), geloven dat hun tegenstander een mentaliseeragent zou kunnen
zijn van een lagere orde. Tijdens het spelen van het spel probeert een ToMk
agent te bepalen welke orde mentaliseren het best past bij zijn tegenstander, en
gebruikt het bijbehorende model om het toekomstige gedrag van de tegenstander
te voorspellen.
In Hoofdstuk 2 onderzoeken we naast drie varianten van steen, schaar, papier
ook een spel genaamd Limited Bidding, waarin meerdere beslissingen per spel
moeten worden gemaakt. In elk van deze vier spellen zien we hetzelfde patroon in
de resultaten. Het voordeel van mentaliseren in competitieve situaties blijkt uit
het feit dat ToM1 agenten winnen van ToM0 tegenstanders en dat ToM2 agenten
winnen van ToM1 tegenstanders. Daarnaast zien we een patroon van afnemende
meeropbrengsten voor hogere-orde mentaliseren. Dat wil zeggen, hoewel ToM3
agenten winnen van ToM2 tegenstanders, behalen ze een relatief laag voordeel
bovenop het voordeel dat ToM2 agenten behalen. Nog dieper mentaliseren blijkt
nauwelijks nog meer voordeel op te leveren.
De simulaties met agentmodellen laten zien dat er competitieve situaties zijn
waarin hogere-orde mentaliseren een voordeel met zich meebrengt. Daarnaast laat
Hoofdstuk 3 van dit proefschrift zien dat het gedrag van proefpersonen verrassende
overeenkomsten vertoont met hogere-orde mentaliseeragenten in het Mod spel.
Het Mod spel is een variant van steen, schaar, papier waarin n spelers tegelijk
een getal tussen 1 en 24 kiezen. Spelers krijgen één punt per tegenstander die het
getal heeft gekozen dat precies 1 lager is dan het getal dat zij zelf hebben gekozen.
Spelers die hebben gekozen voor het getal 1 krijgen een punt per tegenstander die
het getal 24 heeft gekozen. Frey & Goldstone (2013) laten zien dat proefpersonen
dit spel niet spelen volgens de voorspelling van de speltheorie. Uit Hoofdstuk 3
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blijkt bovendien dat hogere-orde mentaliseeragenten het gedrag van proefpersonen
beter beschrijven dan nulde-orde en eerste-orde mentaliseeragenten.

Vygotskiaanse-intelligentiehypothese
Volgens de Vygotskiaanse-intelligentiehypothese is niet concurrentie, maar samenwerking de belangrijkste drijfveer voor het gebruik van hogere-orde mentaliseren.
Volgens deze hypothese kunnen mensen beter samenwerken met anderen wanneer ze gebruik maken van hogere-orde mentaliseren. Dit komt omdat mensen
die mentaliseren kunnen nadenken over de doelen en de bedoelingen van anderen.
Hogere-orde mentaliseren is bijvoorbeeld nodig om te begrijpen dat alle leden van
een groep weten dat iedereen in de groep hetzelfde doel heeft.
In Deel 2 (Hoofdstuk 4) stellen we de Vygotskiaanse-intelligentiehypothese op
de proef in het spel genaamd Tacit Communication Game (De Ruiter et al., 2007;
Newman-Norlund et al., 2009; Blokpoel et al., 2012). Dit spel wordt gespeeld
door twee spelers op een spelbord dat verdeeld is in vakjes. Beide spelers hebben
een spelfiguur die ze kunnen verplaatsen over het spelbord. Het doel van het
spel is voor beide spelers hetzelfde: beide spelers willen dat de twee spelfiguren
naar bepaalde vakjes van het spelbord worden verplaatst. Het probleem is dat de
eerste speler (de Zender ) weet wat deze doelvakjes zijn, terwijl de tweede speler
(de Ontvanger ) dit niet weet.
Het spel wordt gespeeld in twee delen. In het eerste deel beweegt alleen de
Zender zijn eigen spelfiguur over het bord. In het tweede deel van het spel mag
alleen de Ontvanger haar spelfiguur verplaatsen. Wanneer het spel eindigt horen
de Zender en de Ontvanger of beide spelfiguren op de juiste vakjes staan. Als dit
niet het geval is krijgt de Ontvanger echter niet te horen welk spelfiguur op de
verkeerde plaats staat, en op welke plaats deze figuur wel had moeten staan. De
Zender heeft dus twee doelen om te bereiken. Niet alleen wil hij ervoor zorgen
dat zijn spelfiguur op het juiste vakje staat aan het einde van zijn beurt, maar
de Zender wil ook dat de Ontvanger aan het einde van zijn beurt weet waar haar
spelfiguur moet komen te staan. De Ontvanger heeft op haar beurt de taak om
de acties van de Zender te interpreteren en te achterhalen waar ze haar spelfiguur
moet plaatsen.
Om te onderzoeken of hogere-orde mentaliseren individuen kan helpen om
beter samen te werken simuleren we interacties tussen mentaliseeragenten in de
Tacit Communication Game. Deze agenten werken op basis van hetzelfde principe
als de agenten in de vorige sectie. De ToM0 Zender en ToM0 Ontvanger kunnen
niet bevatten dat hun partner hetzelfde doel heeft als zij zelf. In plaats daarvan
baseren ze hun keuzes puur op eerder geobserveerd gedrag.
Door zichzelf te verplaatsen in de positie van de ander realiseren de ToM1
Zender en ToM1 Ontvanger dat de twee spelers hetzelfde doel hebben. Bovendien
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kan een ToM1 Ontvanger onbekend gedrag van de Zender al gedeeltelijk interpreteren. Stel bijvoorbeeld dat Zender door gedrag g te vertonen er voor heeft
gezorgd dat Ontvanger haar spelfiguur op het juiste doelvakje v heeft geplaatst.
Dat wil zeggen, Zender en Ontvanger hebben doelvakje v al eens succesvol gecommuniceerd. Wanneer dit het geval is, dan is de Ontvanger ervan overtuigd
dat onbekend gedrag van de Zender betekent dat haar doelvakje niet vakje v is.
Immers, zo redeneert de Ontvanger, wanneer de Zender tot doel had om de Ontvanger te laten kiezen voor vakje v, dan had hij wel gedrag g vertoond. Aangezien
hij niet gedrag g vertoont, heeft de Zender aan ander doel voor ogen, en moet de
Ontvanger dus niet kiezen voor vakje v.
Simulatieresultaten met mentaliseeragenten laten zien dat mentaliseren agenten helpt om sneller te leren communiceren met elkaar. Vooral de combinatie van
een ToM0 Zender met een ToM1 Ontvanger is erg efficiënt in het tot stand brengen van samenwerking. De resultaten laten ook zien dat de combinatie van twee
agenten die gebruik maken van dezelfde orde van mentaliseren over het algemeen
minder goede resultaten behalen dan wanneer de Ontvanger één orde hoger mentaliseert dan de Zender. Wanneer agenten samenwerken kan te veel mentaliseren
dus leiden tot slechtere resultaten.
Deze simulaties laten zien dat mentaliseren agenten kan helpen om beter samen te werken. Echter, de resultaten laten ook zien dat mentaliseeragenten anders
communiceren dan mensen. Waar menselijke Zenders verrassend veel overeenkomsten vertonen in de manier waarop ze doelvakjes naar de Ontvanger communiceren
(zie De Ruiter et al., 2007), vertoont het gedrag van mentaliseeragenten enorme
variatie. Dit betekent dat menselijk gedrag in de Tacit Communication Game
niet volledig wordt verklaard door mentaliseren alleen. Aanvullende simulaties
laten een interessante rol voor voorkeuren zien. Wanneer Zenders bijvoorbeeld
een voorkeur hebben om weinig zetten te maken, maar wel hun eigen spelfiguur
het doelvakje van de Ontvanger willen laten bezoeken, is er een extra voordeel voor
hogere-orde mentaliseren. Door rekening te houden met de voorkeuren van Zenders kiezen ToM2 Zenders hun gedrag zodanig dat dit gedrag sneller door ToM1
Ontvangers wordt begrepen. Daarnaast lijkt het gedrag van mentaliseeragenten
met voorkeuren meer op menselijk gedrag.

Gemengde-doelenhypothese
In Deel 3 van dit proefschrift (Hoofdstukken 4, 5 en 6) komt de gemengdedoelenhypothese aan bod. Volgens deze hypothese is het niet alleen concurrentie
of alleen samenwerking dat het menselijk vermogen tot hogere-orde mentaliseren
verklaart, maar juist situaties waarin zowel concurrentie als samenwerking een
rol spelen. Volgens deze theorie zou hogere-orde mentaliseren individuen kunnen
helpen om deze twee aspecten beter te balanceren.

242

Gemengde-doelenhypothese

Om de gemengde doelen hypothese te testen simuleren we interacties tussen
mentaliseeragenten in een onderhandelingsspel genaamd Colored Trails (Lin et
al., 2008; Gal et al., 2010; De Jong et al., 2011; Van Wissen et al., 2012). In Colored Trails onderhandelen twee of meer spelers over de verdeling van verschillend
gekleurde fiches die de spelers kunnen gebruiken om zich te verplaatsen over een
speelbord. Omdat spelers verschillende doelen hebben, verschillen de spelers in
de relatieve waarde die ze hechten aan fiches. Zo zou de ene speler vooral rode
fiches nodig kunnen hebben om zijn doel te bereiken, terwijl de andere speler
liever blauwe fiches heeft. In dit spel is het daarom vaak mogelijk om fiches te
ruilen op een manier die voor beide partijen gunstig uitpakt. Alle fiches zijn echter
waardevol voor elke speler. Spelers hebben dus doelen die gedeeltelijk overlappen.
Hoewel spelers kunnen samenwerken, door fiches zodanig te ruilen op dat ze er
beide beter van worden, is het uiteindelijke doel van elke speler om een zo hoog
mogelijke score te behalen door zo veel mogelijk fiches te krijgen.
In Deel 3 van dit proefschrift beschouwen we twee manieren van onderhandelingen. Voor beide onderhandelingsvormen simuleren we interacties tussen mentaliseeragenten om te bepalen in hoeverre hogere-orde mentaliseren leidt tot betere
individuele resultaten, maar ook tot betere resultaten van de groep. De agenten werken op dezelfde manier als in de vorige secties. Voor een ToM0 agent is
het niet mogelijk om na te denken over het doel van onderhandelingspartners.
In plaats daarvan onderhandelt de ToM0 agent op basis van wat hij zelf wil en
wat hij op basis van eerdere ervaringen denkt dat zijn onderhandelingspartner
zal gaan accepteren. Een ToM1 agent realiseert zich daarentegen dat zijn onderhandelingspartner een doel heeft en probeert te achterhalen wat dit doel is.
Hogere-orde mentaliseeragenten zoals ToM2 agenten houden er ook rekening mee
dat onderhandelingspartners mogelijk proberen te achterhalen wat hun doel is.
In Hoofdstuk 5 onderzoeken we single-shot onderhandelingen, waarin twee spelers (de Delers) tegelijk een voorstel doen om een deel van hun eigen fiches te ruilen
tegen een deel van de fiches van een derde speler (de Kiezer ). De Kiezer kiest
daarop het voorstel dat haar het meest oplevert. Wanneer geen van beide voorstellen voordelig is voor de Kiezer kan ze er ook voor kiezen om beide voorstellen
af te wijzen. De Delers concurreren dus voor de kans om te kunnen onderhandelen
met de Kiezer. In deze opzet blijkt zowel eerste-orde als twee-orde mentaliseren
tot betere uitkomsten te leiden voor Delers, zowel in termen van individuele score
als in termen van de gezamenlijke score van alle drie de spelers. Hoewel ToM3
Delers geen hogere score halen dan ToM2 Delers, blijken ToM4 Delers wel een
hogere individuele score te kunnen behalen dan lagere-orde mentaliseeragenten.
De simulaties van onderhandelingen in Hoofdstuk 5 laten ook het belang van
adaptief gedrag zien. Het model van ToM0 agenten dat wordt gepresenteerd in
dit proefschrift neemt aan dat ToM0 agenten hun gedrag aanpassen op basis van
geobserveerd gedrag van anderen. Wanneer ToM0 Delers in plaats daarvan een
statische strategie gebruiken die het gedrag van andere Delers negeert, zien we
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een verschuiving in de resultaten. In dit geval blijken ToM4 Delers niet beter
te scoren dan lagere-orde mentaliseeragenten, maar zien we dat het voordeel van
vierde-orde mentaliseren doorschuift naar ToM5 Delers.
In plaats van single-shot onderhandelingen kijken we in Hoofdstuk 6 naar een
dynamischer vorm van onderhandelen waarin twee spelers om de beurt een voorstel doen voor de onderlinge verdeling van fiches. Het spel eindigt wanneer een
speler het voorstel van zijn partner accepteert, of wanneer één van beide spelers
besluit niet verder te willen onderhandelen. De resultaten van simulaties met
agenten laten zien dat wanneer agenten de mogelijkheid krijgen om gedurende
meerdere rondes van onderhandelingen zich aan te passen aan het gedrag van hun
partner, ToM0 agenten in principe dezelfde score kunnen behalen als hogere-orde
mentaliseeragenten. Echter, ToM0 agenten die minder toegeven aan hun partner
behalen een hogere score dan ToM0 agenten die hun eigen voorstellen meer aanpassen in de richting van de voorstellen van hun partner. Natuurlijke selectie zou
er in dit geval dus voor zorgen dat ToM0 agenten uiteindelijk niet meer onderhandelen, maar aandringen op de uitkomst die hun eigen score maximaliseert.
De simulaties in Hoofdstuk 6 laten zien dat het gebruik van eerste-orde mentaliseren een compleet verval van onderhandelen kan voorkomen, maar ook dat
ToM1 agenten nog steeds de aandrang hebben om te proberen hun eigen score te
verhogen ten koste van de score van de ander. Dit zorgt ervoor dat, hoewel ToM1
agenten de fiches uiteindelijk zodanig ruilen dat beide spelers er beter van worden,
ToM1 agenten niet de hoogst mogelijke gezamenlijke score behalen. Het gebruik
van tweede-orde mentaliseren blijkt agenten beter te helpen om samenwerking en
competitie te balanceren. Wanneer twee ToM2 agenten met elkaar onderhandelen komen ze over het algemeen uit bij een uitkomst waarbij beide spelers een
vergelijkbare score behalen.
In Hoofdstuk 7 onderhandelen proefpersonen rechtstreeks met mentaliseeragenten in deze dynamische onderhandelingssituatie. Uit de resultaten blijkt dat
proefpersonen in deze omstandigheden gedrag vertonen dat meer overeenkomsten
heeft met eerste-orde en tweede-orde mentaliseren dan met nulde-orde mentaliseren. Daarnaast blijkt dat, wanneer proefpersonen onderhandelen met ToM2
agenten, het gedrag van proefpersonen ook meer overeenkomstig is met tweedeorde mentaliseren. Met andere woorden, proefpersonen lijken te worden aangemoedigd tot het gebruik van hogere-orde mentaliseren door het gedrag van een
onderhandelingspartner.

Conclusie
De agentsimulaties in dit proefschrift laten zien dat het gebruik van hogere-orde
mentaliseren in verschillende situaties voordelen met zich mee kan brengen. Zoals
de Machiavelliaanse-intelligentiehypothese voorspelt helpt hogere-orde mentalise-
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Machiavelliaans
Overeenkomst met empirische resultaten
Menselijk mentaliseren
hoog
Mentaliseren andere soorten
laag

Hypotheses
Vygotskiaans

Gemengde doelen

laag
laag

hoog
hoog

Tabel 2: Samenvatting van de overeenkomsten van menselijke en niet-menselijke mentaliseervaardigheden met de voorspellingen van de Machiavelliaanse-intelligentiehypothese, de
Vygotskiaanse-intelligentiehypothese, en de gemengde-doelenhypothese.

ren agenten om hun tegenstander te slim af te zijn in een competitieve situatie.
Bovendien blijkt dat het gedrag van mensen in deze situaties ook meer lijkt op
het gebruik van hogere-orde mentaliseren dan op het gebruik van nulde-orde en
eerste-orde mentaliseren. Het is echter niet waarschijnlijk dat alleen competitieve situaties tot hogere-orde mentaliseren in mensen heeft geleid. Vergeleken
met andere soorten zoals bijvoorbeeld chimpansees worden mensen vaak als een
coöperatieve soort beschreven (Tomasello, 2009). Als concurrentie de belangrijkste drijfveer zou zijn voor de emergentie van hogere-orde mentaliseren is, dan zou
de verwachting zijn dat chimpansees meer baat hebben bij hogere-orde mentaliseren dan mensen. Uit experimenten blijkt echter dat mensen gebruik maken
van hogere-orde mentaliseren, terwijl chimpansees deze vaardigheid niet blijken
te bezitten.
Deel 2 van dit proefschrift laat zien hoe agenten kunnen profiteren van hogereorde mentaliseren bij het opzetten van een nieuwe manier van communiceren.
Hoewel deze voorspellingen van de Vygotskiaanse intelligentie hypothese bevestigt, is het niet waarschijnlijk dat het nut van menselijk hogere-orde mentaliseren
verklaard kan worden puur op het feit dat het samenwerking bevorderd. Ten
eerste laten onze simulaties alleen zien dat hogere-orde mentaliseren helpt bij het
opbouwen van samenwerking. Zodra agenten weten hoe ze samen kunnen werken
valt de noodzaak voor hogere-orde mentaliseren weg. Bovendien hebben eerdere
agentsimulaties ook aangetoond dat samenwerkingsverbanden kunnen ontstaan
zonder gebruik te maken van mentaliseren (Boyd & Richerson, 1992; Boyd et al.,
2003; Nowak, 2006; Sigmund, 2010; De Weerd & Verbrugge, 2011). Dit laat zien
dat mentaliseren niet noodzakelijk is voor samenwerking.
Van de drie hypotheses voor de emergentie van hogere-orde mentaliseren die
we in dit proefschrift hebben bekeken, lijkt de gemengde doelen hypothese het
meest waarschijnlijkst. Agentsimulaties in onderhandelingssituaties laten zien dat
hogere-orde mentaliseren kan leiden tot hogere individuele scores, maar ook betere
uitkomsten voor de onderhandeling in het algemeen. Daarnaast kan tweede-orde
mentaliseren helpen om competitieve en coöperatieve doelen beter te balanceren
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en een verval van onderhandelen kan voorkomen. Dit laat zien dat hogere-orde
mentaliseren niet alleen voordelig kan zijn in dit soort situaties, maar mogelijk
zelfs noodzakelijk.
De resultaten in dit proefschrift laten echter ook zien dat de voordelen voor
hogere-orde mentaliseren verschillend is in de verschillende situaties. In competitieve situaties kunnen agenten voordeel behalen uit mentaliseren door zich te
realiseren dat er geen evenwichtssituatie bereikt is. In een dergelijke situatie zou
een tegenstander zijn gedrag kunnen aanpassen om een hogere score te bereiken.
Mentaliseren helpt agenten om dit te anticiperen. Zolang het evenwicht nog niet
is bereikt kunnen mentaliseeragenten blijven profiteren.
Agenten in coöperatieve situaties kunnen daarentegen baat hebben bij hogereorde mentaliseren door sneller naar een evenwichtssituatie te komen. Door na
te denken over hoe lagere-orde mentaliseeragenten leren van observaties kunnen hogere-orde mentaliseeragenten de uitkomst van dit leerproces voorspellen
en daarmee aansturen op een stabiele samenwerking. Mentaliseren verliest echter
zijn nut wanneer dit evenwicht uiteindelijk bereikt is.
In situaties waarin concurrentie als samenwerking beide een rol spelen kan
hogere-orde mentaliseren agenten helpen om ongewenste evenwichtssituaties te
vermijden. Nulde-orde mentaliseeragenten hebben alleen oog voor hun eigen doelen, wat ertoe kan leiden dat oplossingen die voor beide partijen gunstig zijn over
het hoofd worden gezien. Hogere-orde mentaliseeragenten kunnen redeneren hoe
ze hun eigen doel relevant kunnen maken voor de ander, bijvoorbeeld op de manier
waarop de tit-for-tat strategie samenwerking bevordert in het prisoner’s dilemma.
De resultaten in dit proefschrift laten zien dat agenten op verschillende manieren kunnen profiteren van hogere-orde mentaliseren, en dat het voordeel van
hogere-orde mentaliseren zich niet beperkt tot één type situatie. Sterker nog,
door te mentaliseren kunnen agenten leren over het gedrag van anderen op een
manier die onafhankelijk is van het feit of de situatie competitief, coöperatief,
of een combinatie van beide is. De belangrijkste drijfveer achter de emergentie
van hogere-orde mentaliseren zou daarom ook algemener kunnen zijn dan een
specifieke situatie. Hogere-orde mentaliseren zou mensen er toe in staat kunnen
stellen om te gaan met complexe sociale interacties die voortkomen uit een moeilijk voorspelbare omgeving, waarin agenten zich in situaties bevinden die soms
coöperatief, soms competitief, en soms een combinatie van beide zijn.
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